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Abstract—Relation classification is an NLP task that focuses
on extracting the relation between two or more entities. However,
obtaining large annotated datasets for this task can cause quite a
big issue. In an attempt to build a competent relation extraction
model, this thesis comprehensively investigates the impact of
multi-task training and transfer learning when little in-domain
data is available. As opposed to the majority of relation extraction
literature, we focus on finding the best technique for a State Of
The Art deep learning model using an imbalanced annotated
dataset, based on its magnitude.

We demonstrate that the combination of a pre-trained SOTA
model with a locally pre-trained multi-layer neural network
achieves the highest performance for little in-domain available
data, whereas the same SOTA model combined with a globally
pre-trained model is optimal for large sizes of in-domain data. We
show that oversampling is a better strategy against imbalanced
classes than class weights, especially when the available dataset is
small. Additionally, we find out that for datasets of sizes around
3000 sentences, a network using exclusively multi-task training
performs best. For datasets larger than that, a globally pre-
trained network using exclusively transfer learning achieves the
finest results. However, combining both techniques performs even
better when there is little data available. As a result, it should
not be expected that there is one general multi-task training or
transfer learning technique that generates the best performance
for every magnitude of in-domain data available. Rather, the
optimal strategy for either approach in a model depends on the
available datasets.

I. INTRODUCTION

Information Extraction (IE) is the task of extracting struc-
tured information from an unstructured or semi-structured
source. It is widely used in natural language processing (NLP)
where an artificial intelligence model processes raw text.
Relation Extraction (RE) is a subclass of IE and comprises
a technique used to extract or predict the relation between
two defined entities. Relation extraction aims to understand
the semantics and/or syntax of sentences, and includes under-
standing long dependencies between words.

This thesis focuses on the impact of multi-task training
and transfer learning on relation extraction models. Multi-
task training is when a model is applied to two tasks at the
same time during the training phase. Transfer learning is the
technique of training a model for one purpose and then re-
using that model for a different task without having to create
an entirely new model (1). Transfer learning can be used for
applying a model to a different task or applying a model to
the same task but in a different domain. In this thesis, transfer

learning is used for both, but the focus and research is on
how a relation extraction model adapts to relations and text
in a different domain (e.g. financial versus biological, or legal
versus literature).

Transfer learning and multi-task training can be beneficial
to companies who wish to limit the hours needed to build and
train an entirely new model or provide data to train a model.
This thesis focuses on the issue that a model is available, but
new data must be annotated first before the model can be
used. In collaboration with the company Mediaan, the aim is
to provide a clear answer on what model and type of training
is best applicable when there is only limited unannotated in-
domain data available, in order to minimize the hours needed
to annotate new data.

Therefore, this thesis focuses on how transfer learning can
be used to transfer a State Of The Art (SOTA) relation
extraction model from one domain of text to another. To satis-
factorily answer this question, the focus lies on the influence of
the training data size on the performance. This is done using
various techniques on an existing SOTA model for relation
extraction.

Section II first discusses some related SOTA techniques and
models in the field of relation extraction. A more detailed
description of two models used for the eventual model is given
in Section III. Section IV then focuses on the architecture of
this thesis’ proposed model, as well as some other analyzed
features. A brief overview of the different types of data is
given in Section V. Then, Section VI explains the experiments
that are conducted and their parameter settings, and Section
VII displays and discusses the results obtained from these
experiments. Lastly, an overall conclusion, including some
future research ideas, is given that completes the research.

II. RELATED WORKS

Before there were deep learning techniques for relation
extraction such as ELMo (2), recurrent and convoluted neural
nets, and BERT (3), two approaches in RE that were most
commonly used are: rule-based RE and shallow machine
learning RE. Rule-based RE models focus on pattern matching
and often use regular expressions to find these patterns. This
was the foundation of the STI FASTUS system in later Mes-
sage Understanding Conferences (MUCs) (4). Famous patterns
used for relation extraction are known as Hearst patterns
(5). Shallow machine learning techniques include SVMs and



logistic regression. These can be quite complicated and often
inadequate because they relied on hand-made features (6). On
the other hand, these techniques can be much faster and less
extensive than, for example, a rule-based system, since not all
combinations and patterns for matching a relation have to be
taken into account.

In recent years, deep learning is nearly always used for
relation extraction. Most of the current state-of-the-art RE
models use BERT in their models (7). BERT is explained in
detail in Section III. There are three SOTA Relation Extraction
models that are researched as they are most relevant to the RE
model used in this thesis.

R-BERT (8) is an RE model that combines BERT with
entity markers and a simple neural network. It uses BERT
to obtain hidden state vectors for the words marked as entities
and then feeds this input to a fully-connected neural network
to obtain a relation prediction. This model achieved a F1-score
of 89.25 on the SemEval dataset. A more detailed description
is given in Section III, as a simplified version of this model
is used in this thesis.

REDN (9) is an RE model that combines BERT as an
encoder with a relation computing layer. Instead of using entity
markers, this model obtains the embeddings for each word, the
entire text, and the embeddings for each word after passing
the original word embeddings through an extra self-attention
Transformer layer. These three embeddings combined with the
relation computing layer get passed through an asymmetric
kernel inner product function to obtain a product matrix,
instead of one-dimensional vectors, for each relation type. The
difference between REDN and R-BERT is that, while both
obtain embeddings from BERT, REDN obtains three different
variations, while R-BERT only acquires the embeddings for
each word and the entire text. REDN also summates the three
mentioned embeddings and passes them to the asymmetric
kernel, whereas R-BERT first passes the embeddings through
a fully connected layer before concatenating them together.
REDN also uses a Sigmoid activation function in their model,
instead of the Softmax used in R-BERT.

BERT+MTB (10) is an RE model that combines BERT, with
entity markers, with a Matching The Blanks (MTB) principle.
It focuses on learning mappings from relation statements to
relation representations. The best model uses, like R-BERT,
entity markers to identify entities combined with a method
to extract a “fixed length relation representation from the
BERT encoder” (10). This best method represents the relation
between entity one and entity two as the concatenation of the
final hidden states belonging to their respective start token.
This output is then passed into either a fully connected layer
with linear activation or a fully connected layer that performs
layer normalization. The output of this layer is lastly passed
through a softmax layer to obtain a relation prediction. This
model is different to R-BERT as R-BERT also obtains the final
hidden state from BERT corresponding to the start token of the
sentence ([CLS]). This model also uses layer normalization or
a regular linear activation in the fully connected layer, while
R-BERT uses Rectified Linear Units.

Fig. 1. BERT architecture for pre-training and fine-tuning (3)

III. BASIC METHODS

A. BERT

BERT is a language representation model that stands for
Bidirectional Encoder Representations from Transformers (3).
Its pre-training objective uses a Masked Language Model, as
inspired by the Cloze task (11). The idea is that some tokens
of the input data are randomly masked and these masked
tokens must then, based on the context of the masked token,
be predicted by the model. The framework is based on two
steps: pre-training and fine-tuning, where the architectures of
pre-trained and with fine-tuning are nearly identical, as can be
seen in Figure 1.

BERT is based on a Transformer architecture, which was
first presented in the paper Attention Is All You Need (12).
This architecture has an encoder that is solely based on
attention mechanisms, which learn the contextual relationships
between words in the text. Instead of reading input from
right-to-left or left-to-right, the Transformer reads all words
at once so it can learn the context of the word based on its
neighbours from the left and the right side. BERT additionally
trains for binary Next Sentence Prediction, to learn relations
between sentences. Every input is marked with a beginning-of-
sentence token [CLS] and end-of-sentence token [SEP]. The
data set used for pre-training BERT is a corpus from Wikipedia
and Book Corpus, a dataset containing over 10,000 books of
different genres (3).

Fine-tuning a task-specific BERT model is straightforward
as it simply requires fine-tuning the learned parameters. This
can either be done using pre-generated scripts from the official
Huggingface repository (13) or by creating a custom training
loop.

B. R-BERT

R-BERT is a model by Wu and He (8) that uses the BERT
architecture to determine the relation between two entities in a
sentence. The R in R-BERT stands for the Relation Extraction
aspect. This approach applies a pre-trained BERT model and
fine-tunes it on the task-specific Relation Classification. R-
BERT adds the start token [CLS] to the input data, as well
as markers for the entities in a sentence. Entity 1 is marked
between $ and entity 2 is marked between #. This marked
sentence is then fed into BERT, from which the contextual
embeddings for the tokens corresponding to the [CLS] token
and entity 1 and entity 2 are obtained. In case entity 1
and/or 2 contains more than one token, these embeddings



are averaged together. The resulting three vectors are then,
after an activation layer, passed through a fully connected
layer to obtain three new vectors. These new vectors are then
concatenated ([CLS] first, then E1, then E2) before finally
being passed through a final fully connected layer and a
softmax layer to obtain a relation prediction. Additionally,
during the training phase, dropout is applied before every fully
connected layer. The full architecture can be seen in Figure 2.

Fig. 2. R-BERT model architecture (8)

C. Techniques Against Class Imbalance

When dealing with an imbalanced dataset, there are multiple
techniques that can be applied to achieve the best results possi-
ble. Some of these techniques include resampling, algorithmic
ensembling and class weights. Resampling focuses on two key
approaches: oversampling and undersampling. Oversampling
is used to generate more instances in the minority class(es)
to obtain a better representation of this minority class(es) in
the data (14). Undersampling is the opposite, as it balances
the distribution of classes by excluding some of the data
in the majority class (15). Class weights do not modify the
data directly, but instead are introduced for weighting the loss
function of the model. They balance the classes without having
to re-sample the data (16).

IV. METHODS

A. Models

This thesis focuses on two models for the task of relation
extraction. The first model, referenced to as the baseline BERT
model, is a fine-tuned BERT model, applied to the task of RE.
This is implemented through a sentence classification task,
where the classification of the whole sequence is the prediction
of the relation between the two marked entities. Baseline
BERT exclusively uses the BERT for Sequence Classification
model. The second model is based on the previously proposed
architecture from R-BERT. It combines the baseline BERT
model with a multi-layer neural network. The motivation
behind this proposed model lies behind R-BERT’s reasonably
simple architecture that produces very good results. Since the
focus of this thesis is on determining the importance of multi-
task training and transfer learning, the model itself does not
need to be complicated. Hence, this slightly simplified version

Fig. 3. Architecture of proposed two-phase model

of the R-BERT model is proposed. This model is split up into
two phases and is henceforth called the two-phase model. It
consists of two elements, equivalent to R-BERT:

1) a BERT component: to obtain state-of-the-art word
embeddings for the words corresponding to the entities.

2) a Multi-Layer Neural Network component: the word
embeddings as obtained in part 1 are fed as input to a
simple neural network consisting of three layers: input,
hidden and classification.

The architecture of this two-phase model is shown in Figure
3. The input data for the models is either purely one dataset
or consists of multiple datasets. Both proposed models use
entity markers to mark the position of the entities in the
input data. The parameter settings for the models are kept
the same as in the official BERT paper (3). This results in
BERT having seen the entity mark-up as used in the data,
so that the importance of those tokens is recognized, which
improves the quality of the word embeddings. For both BERT
models, the uncased basic model of 12 layers is used. This
version of BERT is used as it is the most compact BERT
model that still performs remarkably well after fine-tuning.
The two key differences between R-BERT and the two-phase
model are the number of layers in the model and the trained
parameters. Most importantly, the two-phase model does not
pass the hidden vectors, as outputted by BERT, through a fully
connected layer before feeding it as input to the simple neural
net. It simply averages the vectors corresponding to the entities
and then concatenates them all together before feeding it to the
neural network. Second, the two-phase model only trains the
last layer parameters by obtaining the embeddings and then
proceeding to only use this layer’s embeddings in the rest
of the model. R-BERT additionally uses the previous layers
of BERT as well, by their extra fully connected layer. Both
relation extraction models fine-tune BERT on the available
data and the baseline BERT model thus serves as an additional
baseline. The two-phase model merely uses the fine-tuned
BERT model to extract the required embeddings.



B. Transfer Learning

Often with NLP tasks, there is very little in-domain data
available. As there frequently is quite a lot of out-of-domain
data usable, it is ideal to somehow combine the two types
of data to achieve a high-performing model. This objective
is attempted using multi-task training or transfer learning.
The first phase of the two-phase model concerns itself with
the BERT model used to obtain the embeddings. This phase
focuses on two dimensions of the BERT model. First, which
BERT model is used for fine-tuning. The two models in-
vestigated are BERT for Sequence Classification, which is
fine-tuned on the task of relation extraction, and BERT for
Masked Language Modelling (MLM), which is fine-tuned on
the task of language prediction. The key differences between
both BERT models is their training objective. This means
that BERT for Sequence Classification requires annotated data,
whereas BERT for MLM does not. Both BERT models can be
seen in Figure 1, where the left-hand side depicts the BERT for
Masked Language Modelling and the right-hand side depicts
the BERT for Sequence Classification. Both models make
use of transfer learning, as they are both pre-trained on a
different corpus by Google (3). The second dimension of phase
1 regards itself with the number of fine-tuned BERT models
per dataset. Three techniques are used to evaluate the impact
of the BERT model on the baseline model of phase two, as
explained below. The best technique is then used for all other
experiments.

The second phase of the two-phase model concerns itself
with the multi-layer neural network element. Once the embed-
dings are acquired from the BERT model, they are fed into
the neural network. Phase 2 focuses on four different model
variations to investigate the impact of multi-task training
and transfer learning on the performance. Multi-task training
is defined as follows: a model uses multitask learning to
optimize its performance on n tasks at the same time through
some shared knowledge (17). Transfer learning is investigated
through domain adaptation: optimizing a model for some task
on some domain and then applying that learned model to the
same task in a different domain (18). Both techniques are
investigated through the following models:

1) Baseline model: this model uses only one dataset for
training and testing.

2) Mixed model: this model employs multi-task training
by training a model on two datasets at the same time.

3) Globally pre-trained model: this model employs trans-
fer learning by pre-training a model on one dataset and
fine-tuning it on another.

4) Locally pre-trained model: this model employs trans-
fer learning and multi-task learning by pre-training on
dataset 1 and 2 and then fine-tuning on dataset 2.

Above mentioned models are used to study the two techniques
to improve performance of model with little annotated in-
domain data. The mixed model is used to explore multitask
learning, as one model is both trained on dataset 1 and dataset
2. As both datasets have individual relations, the model thus

has to learn two tasks at the same time. The globally pre-
trained model focuses on applying the model to one domain
(dataset 1) and then adapting the model to another domain
(dataset 2). The locally pre-trained model combines both
multi-task learning with domain adaptation. For all models,
three datasets are used: dataset 1 - “SemEval”, dataset 2 -
“Wikipedia” and dataset 3 - “Mediaan”. Datasets 1 and 2 are
similar in structure, but focus on different relations, with no
overlap. Dataset 3 has some relations in common with dataset
1 and 2, but also some unique relations. These datasets are
explained in detail in Section V. Datasets 1 and 2 are used for
experimenting and dataset 3 serves as an additional dataset to
validate the results found during the experiments.

C. Class Imbalance

Two of the datasets used in this thesis are heavily im-
balanced. Particularly imbalanced is the Wikipedia dataset
(dataset 2), where the majority class belongs to nearly 45% of
the data. As this dataset is key in the experiments on the impact
of multi-task training and transfer learning, two approaches
for dealing with the imbalance are explored: class weights
and oversampling. These techniques are explained in Section
III. The influence of class imbalance and their solutions are
investigated in three ways during the second phase of the two-
phase model:

1) Performance without any technique for imbalanced data
2) Performance with class weights
3) Performance with oversampling

V. DATA

A. SemEval Dataset (Dataset 1)

The data used for comparing the results of the experiments
to the original R-BERT paper is the SemEval-2010 Task 8
dataset (19). This dataset contains 8000 training and 2,717
test sentences that all have one of the following relations:
Cause-Effect, Instrument-Agency, Product-Producer, Content-
Container, Entity-Origin, Entity-Destination, Component-
Whole, Member-Collection, Message-Topic and Other. Each
sentence in the data contains two entities, manually marked
with <e1> for entity 1 and <e2> for entity 2. The order
of entities matters, as Cause-Effect(e1, e2) is different from
Cause-Effect(e2, e1). The split of the training and test set is
the official split and can thus be used for comparison. The
evaluation of experiments is compared to R-BERT’s solution,
as they use the same dataset. It is also noted that the relations
in this dataset are quite evenly distributed, as can be seen in
Appendix B.

B. Wikipedia Dataset (Dataset 2)

To determine the importance of transfer learning, a second
dataset is used to train and test the simple RE model. This
dataset consists of 1127 paragraphs from the online encyclo-
pedia Wikipedia, with automatically annotated relations and
entities. These paragraphs come from 271 articles and amount
to 53 different relations in total (see Table I) (20). This dataset
is used for experiments, instead of Mediaan data, because it



birthday birth year death day
death year nationality visited
birth place death place religion

job title member of cousin
friend discovered education

employer associate opus
participant influence award

brother wife supported idea
executive of political party supported person

founder son father
rival underling superior
role inventor husband

grandfather sister brother-in-law
nephew mother daughter

granddaughter grandson great-grandson
grandmother rival organization owner of

uncle descendant ancestor
great-grandfather aunt none

TABLE I
RELATION TYPES WIKIPEDIA DATA

is already annotated and also belongs to a different domain
(relation-types wise) than the SemEval data.

To use this data for relation extraction, it was pre-processed
to obtain the same format as the SemEval data: one sentence
containing only two entities marked with the entity markers
(see Section IV) and the relation between those entities. The
dataset, after this pre-processing step, consists of 6023 training
sentences and 1744 test sentences that are both fixed. This
split is from the data’s official paper (20). The dataset is
imbalanced, with the relation ’None’ occurring in almost 45%
the sentences. See Appendix A for the distribution of classes.

C. Mediaan Dataset (Dataset 3)

The data from Mediaan focuses on the offerings and Proofs
of Concept (POCs) between Mediaan and other companies.
The original data in PDF format was converted to a .txt-file
and then annotated by hand to be in the same format as the Se-
mEval and Wikipedia dataset. This dataset encompasses both
new relations as well as some relations from the Wikipedia
data and the SemEval data. The new relations can be found in
Table II. The dataset is split up into 334 train sentences and
60 test sentences.

proposal name offer place
offer date reference

client company client contact person
client address street client address zip code

client address country client wish
supplier contact person supplier address street

supplier address zip code supplier address country
company expertise project goal

project length team size
team location sprint cycle length

project start date project end date
terms of payment offer expiration date

TABLE II
RELATION TYPES MEDIAAN DATA

VI. EXPERIMENTS

A. Hyperparameter Optimisation

To try and obtain the best possible results that can be
compared to the results acquired in the paper (8), experiments
are run to tune the number of hidden layer units in the baseline
model and the patience used when training the baseline

model. The patience is used for early stopping, which is a
method that stops the training of a model once a performance
measure stops improving on a validation set. The patience
is the ”number of epochs with no improvement after which
training will be stopped” (21). The baseline model in this
experiment is solely trained and tested on SemEval data. To
follow the official R-BERT paper as closely as possible, the
model of phase 1 is BERT for Sequence Classification, fine-
tuned exclusively on SemEval data.

The rest of the parameters are kept the same as in the official
R-BERT paper, see Table III.

Batch size 16
Max sentence length 128
Adam learning rate 2e-5

Dropout rate 0.1
TABLE III

PARAMETER SETTINGS

All models for further experiments are always evaluated
on the fixed test-set from Wikipedia. Therefore, to prevent
the models from predicting SemEval relations, the prediction
of these relations is masked during the evaluation phase.
This causes there to only exist Wikipedia relations in the
outcome. A similar approach is used when evaluating the
model exclusively on Mediaan data.

B. Baseline BERT Model

The baseline BERT model focuses on analysing the perfor-
mance of BERT fine-tuned to the task of relation extraction.
The performance of a jointly fine-tuned and separately fine-
tuned baseline BERT model are compared (further explained
in Section VI-C1). This performance serves as an additional
baseline for the two-phase model.

C. Two-Phase Model

To accurately determine the optimal multi-task training or
transfer learning strategy for different percentages of annotated
training data, experiments are conducted on the two-phase
model. The parameters for all models in phase 2 of this model
are kept the same as for the baseline model with merely one
dataset, see Table III.

1) Experiments Phase 1: For the first phase of the two-
phase model, the focus lies on finding the optimal technique
of fine-tuning BERT and obtaining the embeddings. As men-
tioned in Section IV, three BERT models are experimented on:
a pre-trained BERT model without fine-tuning, a fine-tuned
BERT for Sequence Classification and a fine-tuned BERT for
MLM. For both fine-tuned BERT models, the embeddings for
the datasets used are obtained in two different ways:

1) One jointly fine-tuned BERT model is used for all data
2) Each dataset has its own fine-tuned BERT model, and

thus the embeddings are obtained separately
For the BERT for Sequence Classification model, the model is
always fine-tuned with only the available data (i.e. all exper-
iments that use only 10% of Wikipedia data use embeddings
obtained from a BERT model fine-tuned on only 10% of
Wikipedia data). The jointly fine-tuned models always use



100% of the SemEval dataset, as the assumption is made
that the out-of-domain dataset is always fully available and
annotated. The BERT model for MLM always uses both
complete datasets, as the model does not require the data to
be annotated. Every approach mentioned above is evaluated
on the baseline model for Wikipedia data. From this, the
best procedure is then determined and applied to all further
experiments.

2) Experiments Phase 2: The experiments on the second
phase of the two-phase model are conducted in two steps. First,
the impact of class imbalance techniques on the baseline model
is investigated. This is accomplished through experiments with
the three methods discussed in Section IV-C. Their effect
on the baseline and mixed model using the best phase-1
technique is recorded. Second, to determine the best technique
for an optimal model when limited data is available, the
performances of the mixed, globally pre-trained and locally
pre-trained model are evaluated on different percentages of the
Wikipedia data. These percentages are determined beforehand
to be 10%, 50% and 100%. The justification for this split is
to more accurately determine the best technique for transfer
learning for different sizes of data available. The mixed model
is trained on a combination of SemEval and Wikipedia data,
the globally pre-trained model is pre-trained exclusively on
SemEval data and fine-tuned on Wikipedia data and the
locally pre-trained combines the two: it is pre-trained on a
combination of SemEval and Wikipedia data and fine-tuned
on only Wikipedia data. The baseline model is then compared
to the outcomes of these models.

D. Experiments Imbalanced Data

Two types of balancing techniques are also included in
the experiments: class weights and oversampling. These two
techniques are experimented with during phase 2 of the two-
phase model. Oversampling is implemented using a Rando-
mOversampler, which balances the data before the model is
fitted (22). It randomly duplicates instances from the classes
that do not belong to the majority. Class weights are introduced
to the loss function when training the model. The class weights
are calculated using Equation 1 and are administered every
time the model is fitted. The impact of each approach is
evaluated on phase 2 of the two-phase model.

weight =
nsamples

(nclasses ∗ binary count(label))
(1)

The metrics used to measure the outcome of the experiments
are the test accuracy and the F1 score, both macro and
weighted. The accuracy is the subset accuracy, where the
predicted labels must match the true labels precisely. The F1-
score is calculated according to Equation 2, where macro takes
the unweighted mean for each label and weighted takes the
average mean, weighted by the number of true occurrences for
each label, and thus takes class imbalance into account (23).
The macro F1 score is not very well suited for an imbalanced
data set and hence provides poor insight on the performance of
the models when the Wikipedia dataset is used for evaluation.

This can be explained by the test-set from Wikipedia having
quite a few relations that either do not occur in the test set or
they occur very few times (see Appendix A). It is therefore
chosen to report the macro F1 score only for the experiments
that exclusively use SemEval, as the official R-BERT paper
also uses this metric to report on the performance.

F1 = 2 ∗ precision ∗ recall)
(precision+ recall)

(2)

VII. RESULTS

A. Hyperparameter Optimisation

Before any experiments regarding the performance of any
of the two-phase models are presented, the hyperparameters
from these models are optimised. The tuning is done using the
baseline model on the full SemEval-2010 dataset, with a fine-
tuned BERT for Sequence Classification model for phase 1.
Table IV shows the results for the tuning of the ideal number of
units on this baseline model, while keeping the same number
of epochs as the paper for this experiment (epochs = 5).

Units Test
accuracy

Test
loss

F1 score

2 0.078 2.63 0.025
4 0.264 2.27 0.137
8 0.676 1.17 0.5
16 0.817 0.819 0.751
32 0.825 0.724 0.783
64 0.826 0.724 0.784

128 0.825 0.711 0.786
256 0.828 0.692 0.789

TABLE IV
EXPERIMENTS NUMBER OF UNITS

Table IV show that 256 units results in high accuracy and
the lowest loss, while also having the highest weighted F1-
score. However, the trade-off when using this number of units
is that the model’s speed decreases quite drastically. When
paired with a higher number of epochs, using 32 units in the
model is both faster and produces similar results to a model
with 256 units. Therefore, a 32-unit model was chosen for
each experiment.

Patience Test accuracy Test loss F1
score
macro

Time (min)

10 0.831 0.741 0.796 1:33
25 0.830 0.747 0.790 2:33
50 0.837 0.721 0.798 2:21

100 0.839 0.681 0.800 3:47
150 0.834 0.798 0.793 5:59
250 0.837 0.909 0.798 8:45
500 0.833 1.18 0.791 15:01

TABLE V
EXPERIMENTS PATIENCE

To experiment on the ideal number for patience, the number
of epochs was raised to 3000. Table V shows the ideal number
for the early stopping patience to be 100, since it has the
highest F1 score and a high accuracy. Moreover, the accuracy
and F1 score go down for a higher number of patience, which
suggests that the model might already start to overfit. Given
the above, the patience used for all future experiments is



100, combined with 3000 epochs instead of 5 like the R-
BERT paper. This is to offer the model a chance to get
better results. Interestingly, as can be seen in the table, the
highest F1-score obtained by the model is 80, compared to
the paper’s F1 = 89.25 (8). This difference can be amounted
to the simplification of the proposed model, in that the two-
phase model does not have the additional fully connected layer
plus activation between the output from BERT and the input
to the neural net. Additionally, the fine-tuned BERT model in
phase 1 is not optimised to fit R-BERT’s multi-layer neural
network, which may also cause the decrease in performance.

B. Baseline BERT Model

Henceforth, all models and experiments are evaluated on the
dataset of Wikipedia unless stated otherwise. This subsection
reports the performance of the baseline BERT model, fine-
tuned on the task of relation extraction. The performance is
evaluated on the testset of Wikipedia. Table VI shows that for
all available annotated data, fine-tuning BERT with a second
dataset is most beneficial. In spite of that, the difference in
performance between the two BERT models diminishes when
more annotated data is available. The reason behind this is
that when there is little in-domain data available, combining it
with out-of-domain data means more fine-tuning data for the
model, which results in a better performance. In contrast, when
more in-domain data is available, the additional out-of-domain
data has less, but still positive, influence on the performance
of the baseline BERT model. This shows that when only the
baseline BERT model is available, combining in-domain data
with out-of-domain data is very profitable, especially when
little in-domain data is available.

% of
Wikipedia

data

Model BERT
fine-

tuning

Test
accuracy

F1
score

weighted
10 Baseline BERT Separate 0.200 0.070
10 Baseline BERT Joined 0.310 0.191
50 Baseline BERT Separate 0.702 0.643
50 Baseline BERT Joined 0.732 0.677

100 Baseline BERT Separate 0.789 0.752
100 Baseline BERT Joined 0.807 0.777

TABLE VI
PERFORMANCE BASELINE BERT MODEL

C. Two-Phase Model: Phase 1

This subsection reports on the findings of the experiments
conducted for the models in phase 1 of the two-phase model.
The impact of the fine-tuning of BERT and the BERT model
itself is investigated. This is accomplished by fixing the model
from phase 2 to be the baseline model solely evaluated
on Wikipedia data. Table VII exhibits the outcome of this
experiment, where ‘None’ implies BERT is not fine-tuned
before the embeddings, ‘Separate’ indicates a separate BERT
model is fine-tuned for each dataset and ‘Joined’ signifies that
the SemEval dataset and Wikipedia dataset are both used to
fine-tune the BERT model.

As Table VII shows, phase-1 is optimal when a joint BERT
model, fine-tuned on the Sequence Classification task, is used
for each dataset when the dataset is reasonably small. When

% of
Wikipedia

data

BERT
model

BERT
fine-

tuning

Test
accuracy

F1
score

weighted
10 - None 0.554 0.509
10 Seq. Clas. Separate 0.532 0.484
10 Seq. Clas. Joined 0.565 0.52
10 Masked LM Separate 0.388 0.338
10 Masked LM Joined 0.386 0.341
50 - None 0.685 0.665
50 Seq. Clas. Separate 0.775 0.756
50 Seq. Clas. Joined 0.795 0.782
10 Masked LM Separate 0.602 0.579
10 Masked LM Joined 0.56 0.618
100 - None 0.712 0.690
100 Seq. Clas. Separate 0.842 0.837
100 Seq. Clas. Joined 0.831 0.823
100 Masked LM Separate 0.643 0.623
100 Masked LM Joined 0.634 0.618

TABLE VII
INVESTIGATING IMPACT PHASE 1 ON PHASE 2 BASELINE MODEL

there is a lot of annotated in-domain data available, the best
results are obtained with separate fine-tuned BERT models.
Given these results, the Table demonstrates that a model that
simply uses a pre-trained BERT model to obtain embeddings
without fine-tuning performs quite poorly. For larger amounts
of data it still achieves reasonable results, but in comparison
to the model that fine-tunes BERT on the task, the contrast
is quite considerable. If the BERT model uses the Masked
Language Modelling objective, the fine-tuning has no positive
impact on the performance of the phase 2 model. To conclude,
it is always best to fine-tune the BERT on the same task for
optimal performance.

% of
data final model

Final
model

BERT
fine-

tuning

Test
accu-
racy

F1
score

weighted
Wikipedia - 10 Mixed Separate 0.518 0.465
Wikipedia - 10 Mixed Joined 0.541 0.495
Wikipedia - 10 Pre-trained Separate 0.494 0.432
Wikipedia 10 Pre-trained Joined 0.544 0.492
Wikipedia - 50 Mixed Separate 0.782 0.766
Wikipedia - 50 Mixed Joined 0.788 0.772
Wikipedia - 50 Pre-trained Separate 0.775 0.756
Wikipedia - 50 Pre-trained Joined 0.786 0.768
Wikipedia - 100 Mixed Separate 0.814 0.803
Wikipedia - 100 Mixed Joined 0.838 0.831
Wikipedia - 100 Pre-trained Separate 0.804 0.792
Wikipedia - 100 Pre-trained Joined 0.834 0.825

TABLE VIII
INVESTIGATING IMPACT PHASE 1 ON PHASE 2 MIXED AND GLOBALLY

PRE-TRAINED MODEL

Table VIII shows the same experiment as Table VII, but
additionally records the impact on the mixed and globally pre-
trained model of phase 2. The full SemEval dataset is used for
every model. Under these circumstances, a jointly fine-tuned
BERT for Sequence Classification model performs best.

Thus it can be concluded that when the final model uses
multiple datasets, the performance is optimal when phase 1
uses a BERT model, jointly fine-tuned on the task of relation
extraction. This perception can be explained by the BERT
model already learning about both types of data and then using
this knowledge to provide higher quality embeddings. The
consequence is that the BERT model already exploits transfer



learning, while also being a relation classification model.
Table VIII also shows that when only when little in-domain

data is available, the globally pre-trained model performs
better than the mixed model. This is consistent with the idea
that with the mixed model, the training of the model focuses
on the bigger dataset, which is the SemEval dataset in this
experiment. The globally pre-trained model ensures, for little
in-domain data, that the model still learns a lot about this
dataset, whereas in the mixed model this dataset somewhat
falls away against the out-of-domain dataset. When there is
more in-domain data available, the two datasets are more
evenly matched and thus the mixed model generates better
results.

To summarise, it benefits a relation extraction model the
most when the in-domain data is combined with the out-of-
domain data during the fine-tuning of BERT. For this reason,
for the rest of the experiments, all embeddings are obtained
through a BERT model that is fine-tuned on joint datasets.
Furthermore, both Tables record higher performance than the
baseline BERT model. Henceforth, the two-phase model is
always used, with Phase 1 fixed to be a jointly fine-tuned
BERT for Sequence Classification model.

D. Two-Phase Model: Phase 2

The experiments of the second phase focus on the impact
of multi-task training and transfer learning on the performance
of the phase 2 models, compared to the baseline model. The
experiment, as all other experiments, incorporates the masking
of SemEval predictions during the evaluation phase.

1) Class Imbalance Techniques: As the baseline model
never applies a technique to deal with the imbalance, first
the impact of class weights and oversampling is recorded.
This is achieved by comparing the performances of the mixed
and globally pre-trained models without any imbalance tech-
niques to the phase 2 models using either class weights or
oversampling. Table IX shows the impact of these techniques
on the mixed and globally pre-trained model in phase 2.
Both models utilize the full out-of-domain SemEval dataset.
This Table shows that for any size of available in-domain
data, oversampling is the optimal technique against class
imbalance. The difference between the two class imbalance
techniques is biggest with the globally pre-trained model. The
trade-off when dealing with multiple datasets in multi-class
classification is that there are a lot of non-majority classes that
need to be resampled. Therefore, the only drawback of using
oversampling is that the model takes longer to fit and fine-
tune than the model that uses class-weights. However, since
the technique produces better results, all further experiments
use oversampling.

2) Analysing the Impact of Out-of-Domain Data: Table
VIII and Table IX both show results for the mixed and globally
pre-trained model of phase 2. However, for both models, it is
unclear if the mixed or the globally pre-trained model is truly
better. To further investigate this, the performance is evaluated
when different percentages of the out-of-domain data are used

Model + % of data Imbalance
Technique Test

accuracy
F1

score
weighted

Mixed-10 None 0.541 0.495
Mixed-10 Class Weights 0.580 0.543
Mixed-10 Oversampling 0.587 0.551

Globally Pre-trained-10 None 0.544 0.492
Globally Pre-trained-10 Class Weights 0.546 0.492

Globally Pre-trained-10 Oversampling 0.603 0.559
Mixed-50 None 0.788 0.772
Mixed-50 Class Weights 0.797 0.784
Mixed-50 Oversampling 0.797 0.784

Globally Pre-trained-50 None 0.786 0.768
Globally Pre-trained-50 Class Weights 0.786 0.773

Globally Pre-trained-50 Oversampling 0.804 0.792
Mixed-100 None 0.838 0.831
Mixed-100 Class Weights 0.844 0.839
Mixed-100 Oversampling 0.845 0.841

Globally Pre-trained-100 None 0.834 0.825
Globally Pre-trained-100 Class Weights 0.838 0.834

Globally Pre-trained-100 Oversampling 0.851 0.843
TABLE IX

IMPACT CLASS IMBALANCE TECHNIQUES PHASE 2

in all phase 2 models. First, the impact of the size of the out-
of-domain data is investigated on the mixed model, then the
globally pre-trained model and finally the locally pre-trained
model. Additionally, the optimal class imbalance technique is
applied to all models.

Wikipedia
%

training

Semeval
%

training

Test
accuracy

F1
score

weighted
10 0 0.565 0.52
10 10 0.616 0.581
10 50 0.623 0.601
10 100 0.587 0.551
50 0 0.795 0.782
50 10 0.809 0.796
50 50 0.800 0.787
50 100 0.797 0.784
100 0 0.831 0.823
100 10 0.843 0.837
100 50 0.841 0.834
100 100 0.845 0.841

TABLE X
MIXED MODEL WITH PERCENTAGES OUT-OF-DOMAIN DATA

Table X shows that for any size of in-domain data available,
the mixed model performs better with differently sized out-of-
domain data added during training. For very little in-domain
data, multi-task training has quite a positive influence on the
performance. The same is true for the other magnitudes of
in-domain data, although this contrast is smaller. To sum up,
multi-task training is beneficial to a relation extraction model.

To see if there is a benefit to transfer learning by means of
domain adaptation, the globally pre-trained model is explored.
The results for this experiment can be found in Table XI.

Table XI shows that exploiting the complete SemEval
dataset for pre-training is only optimal when the fine-tuning
dataset is of a similar size. When there is little in-domain data
available for fine-tuning, it is best to use a similarly sized
out-of-domain dataset for pre-training. This can be explained
through the lack of overlap between the relations in the in-
domain and out-of-domain datasets. Too much out-of-domain
data can overfit the globally pre-trained model to that dataset,



Wikipedia
% fine-
tuning

Semeval
% pre-
training

Test
accuracy

F1
score

weighted
10 10 0.619 0.586
10 50 0.617 0.583
10 100 0.603 0.559
50 10 0.803 0.787
50 50 0.807 0.793
50 100 0.804 0.792

100 10 0.841 0.836
100 50 0.835 0.829
100 100 0.851 0.843

TABLE XI
GLOBALLY PRE-TRAINED MODEL WITH PERCENTAGES OUT-OF-DOMAIN

DATA

with as a result that a small dataset for fine-tuning has little
impact on updating the parameters. Additionally, too little
data pre-training data can hinder the learning of the initial
parameters in the model. Therefore, the optimal technique
for domain adaptation is to have the pre-training and fine-
tuning dataset akin in size. However, it should be noted that
the differences in size of the out-of-domain data for little in-
domain data are all quite small.

From Table X and Table XI the conclusion can be drawn
that for a lot of available in-domain data, exclusively transfer
learning performs better than multi-task training in a model.
However, when the magnitude of in-domain data available is
little or medium-sized, a multi-task training model is optimal.
Nevertheless, the differences in performance between the two
techniques is quite minimal.

Therefore, to further explore the influence of multi-task
training and domain adaptation, a locally pre-trained model
is experimented on.

Wikipedia
% fine-
tuning

Semeval
% pre-
training

Wikipedia
% pre-
training

Test
accuracy

F1
weighted

10 10 10 0.631 0.600
10 50 10 0.618 0.583
10 100 10 0.623 0.590
50 10 10 0.810 0.798
50 10 50 0.802 0.791
50 50 10 0.803 0.792
50 50 50 0.806 0.794
50 100 10 0.808 0.796
50 100 50 0.804 0.792
100 10 10 0.841 0.835
100 10 50 0.837 0.831
100 10 100 0.843 0.837
100 50 10 0.845 0.839
100 50 50 0.845 0.839
100 50 100 0.83 0.823
100 100 10 0.843 0.839
100 100 50 0.838 0.832
100 100 100 0.839 0.834

TABLE XII
LOCALLY PRE-TRAINED MODEL WITH PERCENTAGES OUT-OF-DOMAIN

DATA

Table XII illustrates that for little to medium-sized available
in-domain data, it is best to use little out-of-domain data
mixed with little in-domain data, where both datasets are
similar in size. When a lot of in-domain data is available, it is
best to combine 50 % of the out-of-domain data with either
little or akinly sized in-domain data for pre-training. This

outcome of requiring more out-of-domain data for optimal
results is most likely due to there being more in-domain
data available for fine-tuning. Thus, for optimal performance,
the model must already be pre-trained on a bigger dataset.
However, most importantly, the results for the full in-domain
dataset are inferior to a globally pre-trained model with an
equally-sized dataset. Additionally, the contrast in performance
between the globally and locally pre-trained model for 50 %
is quite small. This suggests that, for large-sized annotated
in-domain datasets, transfer learning works best in a globally
pre-trained model, without multi-task training. To conclude,
Table XIII presents the best model and technique for optimal
performance of the phase-2 models. This Table splits up the
model and technique per magnitude of annotated in-domain
data available. For 50 % of Wikipedia data, the two models
achieve almost identical results. Model 1 is slightly faster,
whereas model 2 achieves slightly better performance. All
models use oversampling as class imbalance technique and
have a jointly fine-tuned BERT for Sequence Classification
model for phase 1. This table concludes the experiments on
the two-phase models.

Model Test
Accuracy

F1
weighted

Locally pre-trained model
with 10% SemEval and

10% Wikipedia,
fine-tuned on 10% of

Wikipedia

0.631 0.600

Mixed model with 10 %
of SemEval and 50% of

Wikipedia
0.809 0.796

Locally pre-trained model
with 10% SemEval data

and 10% Wikipedia,
fine-tuned on 50% of

Wikipedia

0.810 0.798

Globally pre-trained
model with 100%

SemEval data, fine-tuned
on 100% of Wikipedia

0.851 0.843

TABLE XIII
OVERALL RESULTS

E. Results Two-Phase Model Mediaan

To perform a final analysis and test the validity of the
conclusion presented in Table XIII, the optimal model cor-
responding to the size of the dataset from Mediaan is used
for a final evaluation. The train dataset of Mediaan is ∼ 300
sentences, hence the best model for 10% of Wikipedia in-
domain data is used. This is the locally pre-trained model
that is pre-trained on 10 % of the pre-train data and uses
oversampling. The pre-train dataset consists of both out-of-
domain Wikipedia and SemEval data, as well as the full in-
domain train-set of Mediaan. The fine-tuning is accomplished
with the full train-set of Mediaan data. The outcome of
this model is then compared to the two baseline models for
Mediaan data: the baseline BERT model for only Mediaan
data and the performance of the two-phase baseline model,
also solely evaluated on Mediaan data.



The performances of the baseline BERT model, the two-
phase baseline model and the performance of the optimal
relation extraction model are presented in Table XIV.

Model Test
accuracy

F1
weighted

Baseline BERT model 0.305 0.266
Two-phase baseline

model 0.661 0.636

Locally pre-trained model 0.763 0.764
TABLE XIV

FINAL RESULTS MEDIAAN DATA

As Table XIV shows, the locally pre-trained model performs
much better than both the baseline models. Not only is the
accuracy 10 percentage points better, the F1-score also goes
up from 63.6 to 76.4. This drastic increase for both metrics
can be explained partly due to the jointly fine-tuned BERT
embeddings and partly due to the overlap with the other
datasets in terms of relations. The joint embeddings play a
role in the increase in performance, as the structure of the
Mediaan data is extremely similar to the out-of-domain data
from SemEval and Wikipedia. Additionally, as the Mediaan
dataset is quite small, including those extra two datasets in
the fine-tuning of BERT means more data for fine-tuning.
This ensures that the BERT embeddings are more accurate,
even for a small dataset. The overlap in relations in the
data is another key point that boosts the performance of the
final model. This is especially significant when using domain
adaptation, as some relations occur only very few times in
the Mediaan dataset. However, because they also appear in
one of the other datasets, the model is much better trained
at predicting these relations than relations that only occur in
the Mediaan dataset. Table XIV also shows the importance
of two-phase model, as the baseline BERT model is not a
very good relation classification model. However, it must be
mentioned that the baseline BERT model was not fine-tuned to
optimality. It merely used the parameter settings as mentioned
in the official R-BERT paper (8).

VIII. CONCLUSION

On the whole, this thesis has determined that multi-task
training is better than transfer learning in a relation extrac-
tion model when there is limited annotated in-domain data
available. However, when there is plenty of in-domain data,
exclusively transfer learning is optimal. Ultimately, for little
in-domain data, a locally pre-trained model that combines
multi-task training with transfer learning performs best. To
reach this conclusive result, various techniques for multi-
task training and transfer learning were considered and re-
searched. First, the performance of a baseline BERT model
was evaluated. Second, a two-phase model was investigated.
The first phase focused on the importance of transfer learning
in various BERT-models, as well as the importance of the type
of BERT model. The second phase focused on two methods
for dealing with class imbalance, specifically oversampling
and class weights, as well as four different model variations
that either incorporated multi-task training, transfer learning,
both or neither. These models were analyzed for different

magnitudes of in-domain data available and experiments were
conducted to determine the optimal size of out-of-domain data.
Finally, the optimal technique was applied to a new, unseen
dataset to validate the proposed technique and model. In the
end, the performance of the determinedly best model was
concluded to be much better than both baseline models that use
no transfer learning or multi-task training. Therefore, it can be
concluded that both multi-task training and transfer learning
are valuable techniques in relation extraction, especially if the
attainable annotated dataset is small. This outcome that both
approaches are certainly significant can be of major influence
in helping companies like Mediaan cut hours spent annotating
data.

A. Future Work

While the observed result of this thesis determines that
multi-task training and transfer learning are indeed beneficial
to a model when limited annotated data is available, there
are still quite some limitations. For one, the RE model that
is used is quite simple. While its architecture relies on a
SOTA BERT model, the actual prediction model is very
simplistic. This is not a bad thing, but for more extensive
results, future work could focus on experimenting with the
model architecture. The RE model is also based on word
embeddings as obtained from BERT, which results in there
already occurring transfer learning before the actual model
is utilized. Even though all word embeddings are a form
of transfer learning, experimenting with different techniques
for obtaining them could provide interesting insights as well.
Lastly, the current model requires that the data is already
annotated and marked with entity markers that denote the two
entities in the sentence. Future work could include research
into ways that this annotation can be done automatically or
delve into techniques to improve the quality of the word
embeddings as obtained from the BERT for MLM model.
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APPENDIX

A. Distribution Wikipedia Relations

Relation Train Train(%) Test Test(%)
death day(e2,e1) 142 2.36 57 3.27

founder(e2,e1) 23 0.38 21 1.20
birth day(e2,e1) 202 3.35 81 4.64

political affiliation(e2,e1) 29 0.48 15 0.86
uncle(e2,e1) 6 0.10 0 0.00

participant(e2,e1) 60 1.00 21 1.20
great grandfather(e2,e1) 2 0.03 2 0.11

death year(e2,e1) 152 2.52 58 3.33
associate(e2,e1) 211 3.50 116 6.65
job title(e2,e1) 269 4.47 109 6.25

owns(e2,e1) 1 0.02 3 0.17
wife(e2,e1) 41 0.68 17 0.97

nationality(e2,e1) 108 1.79 39 2.24
friend(e2,e1) 35 0.58 9 0.52
sister(e2,e1) 14 0.23 6 0.34

nephew(e2,e1) 5 0.08 4 0.23
discovered(e2,e1) 1 0.02 0 0.00

supported person(e2,e1) 6 0.10 0 0.00
son(e2,e1) 44 0.73 28 1.61

gpe competition(e2,e1) 3 0.05 0 0.00
husband(e2,e1) 23 0.38 10 0.57

underling(e2,e1) 25 0.42 3 0.17
superior(e2,e1) 35 0.58 19 1.09

award(e2,e1) 60 1.00 27 1.55
brother in law(e2,e1) 1 0.02 1 0.06

religion(e2,e1) 20 0.33 12 0.69
great grandson(e2,e1) 3 0.05 1 0.06

descendant(e2,e1) 11 0.18 0 0.00
death place(e2,e1) 71 1.18 21 1.20
birth place(e2,e1) 255 4.23 85 4.87

education(e2,e1) 138 2.29 47 2.69
grandmother(e2,e1) 1 0.02 0 0.00

member of(e2,e1) 211 3.50 73 4.19
grandfather(e2,e1) 12 0.20 10 0.57

employer(e2,e1) 78 1.30 33 1.89
opus(e2,e1) 158 2.62 101 5.79

influence(e2,e1) 13 0.22 18 1.03
mother(e2,e1) 36 0.60 19 1.09

associate competition(e2,e1) 43 0.71 16 0.92
grandson(e2,e1) 14 0.23 3 0.17

father(e2,e1) 58 0.96 36 2.06
aunt(e2,e1) 3 0.05 1 0.06

ancestor(e2,e1) 18 0.30 1 0.06
supported idea(e2,e1) 1 0.02 2 0.11

inventor(e2,e1) 15 0.25 0 0.00
None 2708 44.96 358 20.53

executive(e2,e1) 89 1.48 35 2.01
daughter(e2,e1) 24 0.40 13 0.75

cousin(e2,e1) 11 0.18 2 0.11
brother(e2,e1) 56 0.93 18 1.03

granddaughter(e2,e1) 5 0.08 1 0.06
birth year(e2,e1) 205 3.40 82 4.70

visited(e2,e1) 261 4.33 108 6.19
role(e2,e1) 7 0.12 2 0.11

B. Distribution SemEval Relations

Relation Frequency
Other 1410 (17.63%)

Cause-Effect 1003 (12.54%)
Component-Whole 941 (11.76%)
Entity-Destination 845 (10.56%)
Product-Producer 717 ( 8.96%)

Entity-Origin 716 ( 8.95%)
Member-Collection 690 ( 8.63%)

Message-Topic 634 ( 7.92%)
Content-Container 540 ( 6.75%)

Instrument-Agency 504 ( 6.30%)
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