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Abstract—Speaker Diarization (or the problem of ’who spoke
when’) has been primarily approached by clustering-based meth-
ods. However, these systems rely heavily on the unsupervised clus-
tering module which cannot be directly improved by introducing
more annotated training data. Recently, such high quality data
for speaker diarization has became easily accessible. Therefore,
state-of-the-art systems have transformed the speaker diarization
task to a supervised one. The main issue with these models
is that they are comprised of several independently-optimized
subcomponents. This is due to the fact that the size of the output
dictionary is fixed a priori which does not allow the system to
introduce a new speaker during the training phase. Our work
proposes a much simpler supervised binary classification system
that deals with the above mentioned problems of modern speaker
diarization systems. We introduce several preprocessing and post-
processing algorithms that manage to significantly lower the
complexity of the system. Due to computational limitations, we
do not compare our approaches directly to the best models of the
CHiME-6 challenge. However, the relative comparison indicates
that the proposed architectures work sufficiently well for the
speaker diarization task.

Index Terms—speaker diarization, pointers, sequence-to-
sequence, binary classification

I. INTRODUCTION

Speaker diarization, often described as the problem of ”who
spoke when”, is the task of determining the number of speakers
in an audio recording and organizing the conversation into
segments spoken by the same speaker. The speaker diarization
process has received much attention from the speech com-
munity recently as it has wide range of applications, such
as automatically generating minutes for meetings, turn-taking
analysis of telephone conversations and information retrieval
from broadcast news [1], [2]. The recent DIHARD I and
DIHARD II challenges [3]–[6] highlight the complexity of
this particular problem and conclude that it remains unsolved.

Traditionally, speaker diarization systems are based on
speaker embeddings clustering [7]–[14]. The task generally
makes use of the i-vectors [8], [9], [13], [15], d-vectors [14],
[16] and/or x-vectors [12], [17]. However, recent work [9],
[14], [18] has shown that the speaker diarization system’s
performance could be significantly improved by replacing i-
vectors with (deep) neural network embeddings, such as x-
vectors and d-vectors. This comes from the fact that (deep)
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neural networks can incorporate big datasets which makes
them robust against outliers in the audio data (e.g. noisy
acoustic conditions, varying speaker accents).

There are four independent components of the typical
speaker diarization system: (1) Filtering and segmentation
module where the audio stream is divided into small windows;
(2) Embedding module where the system computes a speaker-
discriminative embedding for each audio segment based on
defined audio features (speaker factors, i-vectors, d-vectors,
MFCCs and/or others); (3) Clustering module where the
embeddings are grouped together to determine the speaker
identities and optionally, the number of speakers; (4) Connec-
tion module where all the clustered groups are further refined
and assembled to construct the desired output format of the
speaker diarization system [19].

The major problem with the traditional system is that the
clustering module is unsupervised [9], [14], [18], [20]. Both
the speaker labels and the number of speakers in the audio
segment are determined by this module, so its performance is
critical and largely related to the final system’s success. Most
clustering algorithms are unsupervised which implies that they
cannot make use of the data annotation directly. However, high
quality annotated data has became easily accessible online as
the research field progressed [21].

Recent works aim at tackling the problem by proposing
fully or partially supervised approaches to speaker diarization.
Examples of supervised approaches to the problem include
unbounded interleaved-state recurrent neural networks (UIS-
RNN) [21] and sequence-to-sequence models that incorpo-
rate self-attention [22], [23]. Although these systems man-
age to achieve state-of-the-art results, they rely on several
independently-optimized modules. Additionally, the output
dimensionality of those systems is fixed by the dimensionality
of the problem and it is the same during training and evaluation
[24]. Therefore, the size of the output dictionary is fixed a
priori and this will now allow the model to introduce a new
speaker to the system and include it in the output dictionary
during the training process.

This thesis proposes an approach that uses a binary classifi-
cation neural network to decide upon the similarity of speaker
segments. By incorporating this mechanism into the speaker
diarization task, our research also manages to deal with newly
introduced speakers to the system. It is able to learn to point
back to a set of segments or a single segment, corresponding



to a previous moment in time when the speaker was active.
Furthermore, the proposed binary model significantly lowers
the complexity of the architecture compared to recent work
while also working in a supervised manner (which is an
advantage over the traditional unsupervised approaches). We
examine the model structure and characteristics. Finally, we
conduct several experiments based on the different possibilities
for the pointer locations and also take note of the performance
of the model given unknown speakers. In order to address
the process scientifically, we propose the following research
questions:

1) How to remodel the traditional approach to speaker
diarization so that it can be tackled by a classical binary
classification neural network?

2) Can the proposed method successfully manage newly
introduced speakers to the system?

3) How does the suggested approach compare to the best
models from the same speaker diarization challenge
(CHiME-6)?

II. RELATED WORK

In this section, our research explores the recent methods
for tackling the speaker diarization problem - unsupervised
and supervised approaches. Following, we will look into the
attention mechanism applied to speaker diarization and how
this can lead to the idea of using the Pointer Network approach
for the task. Our system takes into account several limitations
of previous research works in the field and tries to explore a
novel way of approaching the speaker diarization problem.

A. Unsupervised clustering-based methods

Most recent works on unsupervised approaches use the x-
vector or d-vector clustering-based systems [3], [5], [12], [14],
[17], [26]. More specifically, we can look at the research
from Wang et al. [14]. Their work uses a text-independent
speaker recognition network to extract embeddings. Following,
a voice activity detector (VAD) is used to remove non-speech
segments. Then the system averages the obtained window-level
embeddings to segment-level d-vectors and feeds them to the
clustering algorithm to produce the final diarization results.
We show the general workflow of the system in Fig. 1.

The clustering component of such systems partitions embed-
dings into speaker clusters using various clustering algorithms,
such as Gaussian mixture models [7], [8], [18], k-means
clustering [14], [27], Links [9], [14], [28], mean shift cluster-
ing [10], agglomerative hierarchical clustering [7], [9], [12],
[13], and spectral clustering [14], [20]. These algorithms have
proven to be efficient for several datasets from the DIHARD
I Challenge [3], [5], [29].

Modern work on speaker diarization shows that it gets
significantly easier to obtain high volume of accurately anno-
tated data for the task. Additionally, the graphics processing
units (GPUs) and, more recently, the tensor processing units
(TPUs) have undergone serious upgrades which allow for
efficient usage of this audio data for training. However, the
clustering-based approaches have the big limitation that their

Fig. 1: Unsupervised clustering-based method workflow [14],
[21].

core algorithms cannot make use of the enormous amount of
available annotated training data for improvement. This is the
main reason why modern research in this field has shifted to
supervised approaches.

In contrast to this family of methodologies, our proposed
supervised model can make use of additional annotated data
for training and is also notably simpler in terms of the
workflow process.

B. Supervised methods

The supervised approaches to speaker diarization success-
fully overcome the major problem of unsupervised algorithms
and manage to incorporate big amounts of annotated data for
training [21], [22], [30], [31]. Zhang et al. [21] proposed the
first working clustering-free approach to speaker diarization.
The method formulates the problem on the basis of a factored
probabilistic model that incorporates speaker change, speaker
assignment and feature generation modules. All theses sub-
systems are jointly trained using the input features with the
corresponding speaker labels.

Our paper introduces a novel supervised model architecture
that consists of a simple binary classification neural network
and specific preprocessing and post-processing algorithms.
In comparison with the traditional approaches to speaker
diarization, it makes use of the increasing amount of training
data while also bringing simplicity by including the Pointer
Network concept in its architecture.

C. Pointer network mechanism

Pointer networks are known for the ability to cope with
variable-sized output dictionaries which the RNN based
sequence-to-sequence models cannot address [25]. They do
this by using the mechanism of neural attention. It differs
from the previous attention attempts in that, instead of using
attention to blend hidden units of an encoder to a context
vector at each decoder step, it uses attention as a pointer to
select a member of the input sequence as the output [32].
Pointer networks are applied to solve some combinatorial



optimization and search problems such as Travelling Salesman
Problem (TSP), Delaunay Triangulation, Convex hull problem
and sorting variable lengths sequences [25], [33]. Recent
research have shown that Pointer networks can be applied to
text summarization problems [34].

Our novel approach to speaker diarization has been inspired
by the way Pointer networks learn to select an item from the
input as the output in a specific time step. In a similar way, our
model selects a speaker segment from the input and compares
it to the current segment. In the case of similarity between
those two segments, the current one becomes ’connected’ to
the initial speaker segment (we explore different strategies to
do that).

III. PROPOSED APPROACH: SUPERVISED POINTER
SPEAKER DIARIZATION

In this section, our work focuses on the theoretical explana-
tion of the proposed approach. We first look at how to remodel
the speaker diarization problem as a binary classification
task (data preprocessing). Following, the section comments
on the problem that the model cannot directly predict the
speakers since the network outputs only two labels - ‘SAME‘
and ‘DIFF‘. Our research solves this issue by incorporating
specific post-processing techniques during decoding. At the
end, we look into the combination of all these subcomponents
as a end-to-end system that manages to achieve good results
on the speaker diarization task.

A. Binary speaker diarization

Our work transforms the speaker diarization task to classic
binary classification. Unlike speaker identification where clas-
sification uses the speaker IDs as labels, our model predicts
whether two (or multiple) speaker embeddings correspond to
speech from the same speaker. In order to accomplish that,
we concatenate several speaker tensors and feed this to the
binary classification network. The two possible network output
labels are ‘SAME‘ and ‘DIFF‘ which recognize similarity or
dissimilarity of the current speaker segment to the ones before
it. Note that we append a 0-tensor as a separator between
each two segments - this helps the network distinguish the
different embeddings because of their different lengths. A
simple overview of the input construction by concatenation
is shown on Fig. 2.

Fig. 2: Simple example of the concatenation of two speaker
segments and 0-tensor as separation to obtain the input tensor.

B. Preprocessing algorithms

The preprocessing mechanism takes the data in its original
(ready for end-to-end diarization) form and alters it to the
format suitable for the binary classification neural network
(section III-A). We investigate different algorithms for data
preprocessing in this thesis. In section V we elaborate on
the performance of diverse combinations of a preprocessing
and post-processing techniques (see section III-C). We focus
on the approaches that do not generate significantly larger
amounts of data for training because of computational and
infrastructure limitations. During the experimentation phase
(section V) of our research, we also explore the effect of the
balancing factor of the data generated by the preprocessing
algorithms. Fig. 3 goes through an example of one of the
preprocessing algorithms - Last segment pointer algorithm.

Fig. 3: Last segment pointer preprocessing algorithm example
with steps. Different speakers are coded in distinct colors. The
subscript denotes the speaker segment ID. Each line from the
diagram illustrates a different time step where a segment is
introduced.

1) First/Last segment pointer (First/Last-Ptr) algorithm:
Here, we aim to connect our current segment to the first or
last (depending on the model settings) segment where other
speakers spoke. In order to do that, this method maintains a
dictionary that contains the speaker label as a key and the
first/last segment where he/she was active as value. During
each time step, we get the current speaker segment and com-
bine it with the dictionary segments for each current speaker
separately (Fig. 2). In the case where we have to introduce a
new speaker, all the resulting labels are ‘DIFF‘ and we add
the unique speaker as a new entry to the dictionary. Otherwise,
we only label the matching combination with ‘SAME‘ and the



(a) First segment pointer algorithm.

(b) Last segment pointer algorithm.

(c) Random segment pointer algorithm.

(d) Percentile segment pointer algorithm.

Fig. 4: Example illustrations of 3 of the main algorithms for
our preprocessing approach. B denotes ‘blue‘, R denotes ‘red‘
and G - ‘green‘. Different colors represent distinct speakers.
The dotted vertical line outlines the moments in which the
system processes a new segment.

remaining ones with ‘DIFF‘. If we are connecting to the last
time the speakers were active, then we also have to update the
dictionary when a known speaker is observed. Illustrations of
both algorithms are shown on Fig. 4a and Fig. 4b. An example
run of the Last segment pointer algorithm is shown on Fig. 3.

2) Random segment pointer (Random-Ptr) algorithm: An
issue with the First/Last segment pointer algorithm is that it
is difficult to decide whether to connect to the first or last
time a speaker was active. We observe that the model lacks
additional context information. Our solution to the problem of
the previous models is to randomly select several segments
from the past. Following, we evaluate the similarity, perform
the custom concatenation method and add them as training
data for the model. By providing more context, the model
is able to generalize better which could answer one of our
research questions - whether the pointer systems can deal with

unknown speakers. Despite solving perhaps the main issue
with the previous two approaches, the Random-Ptr method still
struggles to keep the structure that we think is essential for
the speaker diarization task. During our research the algorithm
connects to 5 random previous segments. Illustration of the
Random-Ptr algorithm is shown on Fig. 4c.

3) Percentile segment pointer (Percentile-Ptr) algorithm:
Our work tries to overcome the problem with the Random
segment pointer algorithm while also allowing for more spe-
cific context. Ideally, the model should compare all speaker
segments with each other. However, this would make the
training process computationally infeasible for most research
teams. We aim to find a lighter way of performing the
preprocessing that also captures most of the conversation’s
history. Therefore, this algorithm defines specific percentiles
that are kept in the speaker dictionary in contrast with the
previous method where we kept only the first/last segment or
an unstructured set of N segments, where N is the number
of segments that the model randomly connects to. Note that
this technique also adds more data to the system and solves
the problem of deciding which previous segment to connect
to but also increases the system overhead (depending on the
number of percentiles used).

Our work obtains the P-th percentile (0 < P ≤ 100) of a
list of N values by using the nearest-rank method. The ordinal
rank n is calculated using eq. (1).

n =

⌈
P

100
×N

⌉
, (1)

where P is the P-th percentile of the data, N is the total
amount of data points and n is the resulting ordinal rank (index
of data point, 1-indexed). Note that for a list with fewer than
100 speaker segments can result in the same segment being
used for multiple percentiles [39]–[41]. Illustration of the
Percentile segment pointer algorithm is shown on Fig. 4d. The
figure shows an example of percentiles that the Percentie-Ptr
can connect to. Throughout our research, this method connects
to the 15th, 50th and 85th percentiles of the same speakers and
the exact same percentiles from the other speakers. We select
these exact percentiles for the sole reason that we manage
to capture the beginning, middle and end of the conversation
where the speaker is in/active.

C. Post-processing algorithms

We train the binary classification model using the prepro-
cessed data. Therefore, the output dictionary contains only
two possible labels - ‘SAME‘ and ‘DIFF‘. This would not
allow us to directly calculate the Diarization Error Rate (see
section IV-D) on the output labels. Our research introduces
specific post-processing algorithms to convert the validation
and evaluation results into the proper format (speaker segment
and a corresponding speaker label). Note that we do not need
the exact speaker identity label since our focus is on the
process of distinguishing different speakers (i.e. the predicted
sequences S1-S1-S3-S2-S1 and A-A-B-C-A are equivalent in
the context of speaker diarization). Illustration of the Last



segment pointer algorithm for post-processing is shown on
Fig. 5.

Fig. 5: Last segment pointer post-processing algorithm exam-
ple with steps. Different speakers are coded in distinct colors.
The subscript denotes the speaker segment ID. The additional
’Results’ column shows the final post-processed output of the
system. Each line of the diagram illustrates a single time step.

Note the ambiguity in the case of comparing several com-
bination predictions for one segment during post-processing
in data validation/evaluation. If the model predicts multiple
‘SAME‘ labels for one segment, we cannot directly say which
speaker should we point the segment to. There are two major
ways of tackling this issue that we explore in the thesis:

1) Pointing to the first/last segment where the model pre-
dicted the ‘SAME‘ label. This is the easiest and most
straightforward approach. It assumes that the model will
be correct no matter which segment it selects (from the
ones with ‘SAME‘ label). Therefore, this is also the most
ambiguous method.

2) In the case of the percentile segment pointer algorithm,
we can predict on more than a single example. Hence,
the post-processing technique can include majority vot-
ing or probability ranking and whichever segment scores
higher in the voting is selected as the output speaker
label. Note that the result might still be equal but we
lose much of the ambiguity from the first approach.

IV. EXPERIMENTAL SETUP

A. Data Preparation

The CHiME-6 challenge, which builds upon CHiME-5
[35], targets the problem of distant microphone conversational
speech processing (speech recognition, speaker diarization,
speech separation, speech enhancement and speech activity
detection) in everyday home environments. The entire speech
dataset has been collected from 20 dinner parties. The creators

have used multiple commercially available 4-channel micro-
phone arrays and have fully transcribed the meetings data. The
CHiME-6 challenge has the following characteristics:

1) simultaneous recordings from multiple microphone ar-
rays;

2) real conversations - talkers speaking in a relaxed and
unscripted manner;

3) a range of room acoustics from 20 different homes each
with two or three separate recording areas;

4) real domestic background noises - kitchen appliances,
air conditioning, movement, etc.

This thesis focuses on Track 2 of the CHiME-6 challenge
which features the task of speaker diarization. This subchal-
lenge is similar to the ”Diarization from multichannel audio
using system SAD” track of the DIHARD II challenge [4],
[36]. Because of time and computing infrastructure limitations,
we focus only on 2 parties for training and validation (session
IDs - S03 and S04) and 2 other parties for evaluation (session
IDs - S12 and S13). Table I shows an outline of the sessions.
Note that due to computational limitations, we use only 40%
of the evaluation data.

TABLE I: Dataset Partitioning

Session ID Duration #Utts #Speakers

Train & Validation S03 2:11:22 4,090 4S04 2:29:36 5,563

Evaluation S12 2:29:24 5,004 4S13 2:30:11 4,193

B. Feature extraction

Our research performs feature extraction for the CHiME-6
data using the Kaldi speech recognition toolkit [37]. This task
is integrated into the Kaldi CHiME-6 recipe for Track 2 1.
The main script (run.sh) utilizes the entire process from data
processing until model training and scoring. However, we use
the Kaldi system solely for array synchronization, language
model preparation, data augmentation and feature extraction
(the script is terminated after stage 4 is completed). Since our
research uses only specific part of the dataset, we modify the
script accordingly. This results in obtaining 196k utterances
for the training and validation and 154k for the evaluation.
Similar to the baseline model (and the default recipe script
code) for the CHiME-6 challenge, we extract 13-dimensional
MFCC features.

C. Model configurations

This section outlines the two main models and their con-
figurations for the subsequent experimentation phase. All
systems use the Kaldi CHiME-6 diarization s5 track2 recipe
for feature extraction. Our work executes the run.sh script up
to and including stage 8 where it computes the 13-dimentional
MFCC feature tensors. This method was used for the training,
validation and evaluation data for all the experiment systems.

1https://github.com/kaldi-asr/kaldi/tree/master/egs/chime6/s5 track2

https://github.com/kaldi-asr/kaldi/tree/master/egs/chime6/s5_track2


All the proposed approaches are built using the NMTGMinor
and SLT.KIT toolkits 2 3. Both system variations use a
stochastic transformer [46]. It has both an encoder and a
decoder combined with stochastic residual connections, which
greatly improve generalization and training efficiency [47].
Comparison of the Identity classification and the Pointer-based
systems is shown on Fig. 6.

1) Identity-based classification system: We compare the
proposed method with an identity classification system. The
purpose of the model is to predict the speaker identity based
on the speakers that it has already seen during training. The
system is not very suitable for the speaker diarization task
as the input and output label dictionaries are the same - if
speakers A, B and C are present in the training data, the
identity classification model can output only one of these three
for each speech segment. Therefore, when our work evaluates
this system using the Diarization Error Rate, it discards the
identity from the system output. This model manages to show
whether an identity classification method would manage to
deal with unknown speakers. We do not use the preprocessing
concatenation from Fig. 2. The model is trained solely on
the speaker segment and the corresponding speaker label. The
system is a sixteen-layer stochastic transformer network [46],
[47] with 0.2 dropout. The network is trained using the toolkits
mentioned above. It uses the Adam [42] optimizer with a
learning rate of 10−3. The number of warm-up steps used
in the learning rate scheduler is 8000. The batch size is 32
and the number of training epochs is 64.

2) Pointer-based systems: During the experimentation
phase of this thesis, our research explores the performance
of several pointer-based methods (see section III). In contrast
with the baseline system, we obtain the data by applying the
custom preprocessing concatenation method (see Fig. 2). This
leads to an increase in the training data but allows the system
to generalize to unknown speakers. We configure the pointer-
based systems similarly to the identity classification one with
the exception that the specific post-processing requires the
batch size to be equal to 1 - training chunks of larger sizes
would not allow us to construct the relation that eventually
leads to the desired output format. As we also aim at lowering
the complexity of the general model, all the systems in this
section use a four-layer stochastic transformer [46], [47]. The
network is trained using the toolkits mentioned above. All the
other configuration settings are the same: 0.2 dropout, 8000
warm-up steps, Adam optimizer, 10−3 learning rate and a total
of 64 training epochs.

D. Evaluation metric

Our research evaluates the systems with the diarization error
rate (DER). It is measured as the fraction of time that is not
attributed correctly to a speaker or to non-speech [38]. The
software that we use is called SimpleDER 4. The exact formula
for computing the DER for our approach is given in eq. (2).

2https://github.com/quanpn90/NMTGMinor
3https://github.com/isl-mt/SLT.KIT
4https://github.com/wq2012/SimpleDER

DER =

∑S
s=1 dur(s) · (max(Nref (s), Nhyp(s))−Ncorrect(s))∑S

s=1 dur(s) ·Nref

,

(2)

where S is the total number of speaker segments where
both reference and hypothesis contain the same speaker. It is
obtained by collapsing together the hypothesis and reference
speaker turns. The terms Nref (s) and Nsys(s) indicate the
number of speakers speaking in segment s, and Ncorrect(s)
represents the number of speakers that speak in segment s and
have been correctly matched between reference and hypothe-
sis. When all speaker/non-speech in a segment are correctly
matched the error for that segment is 0. The DER calculation
uses segments duration (the ChiME-5 dataset provides them
after executing the feature extraction section of the run.sh
script).

V. RESULTS & DISCUSSION

TABLE II: DERs (%) on the known and unknown speaker
sets. All the data comes from the CHiME-5 dataset.

Algorithm Known Speakers Unknown Speakers
Identity-based 39.40 N/a

First-Ptr 63.10 N/a
Last-Ptr 62.60 N/a

Random-Ptr 57.40 N/a
Percentile-Ptr 59.00 74.40

A. Evaluation on conversations with system-recognized speak-
ers vs unknown speakers

Table II shows the DER (%) of our research systems
on the dataset with known speakers (such that the model
has seen during training) and unknown ones (not observed
during training). It aims to evaluate how good do the models
generalize to unseen speakers and measure the impact this kind
of data has on the DER.

The Identity-based systems performs significantly better
than the rest on the known speakers evaluation. This comes
from the fact that it learns to classify the same speakers that
it was trained on. Therefore, It makes no sense to calculate
the DER on the unknown speakers set for the Identity-based
approach. This outlines that a pure identity classification model
would not work for the speaker diarization task.

Following, we focus our attention to the performance of
the Ptr-based approaches. Concerning the known speakers, the
First-Ptr and Last-Ptr models obtain higher DER compared
to the Random-Ptr and Percentile-Ptr. Our work suggests that
these worse results are consequence of the amount of data used
for training. The first two mentioned approaches point back to
only one segment (first or last time the speaker was active)
while the better performing point back to several segments
(the Random-Ptr points back to 5 random segments and the
Percentile-Ptr refers back to 6 percentiles of its already seen
segments).

https://github.com/quanpn90/NMTGMinor
https://github.com/isl-mt/SLT.KIT
https://github.com/wq2012/SimpleDER


(a) Identity-based classification system.

(b) Pointer-based classification system.

Fig. 6: Comparison of the Identity-based and Pointer-based approaches.

By comparing the First-Ptr and the Last-Ptr models in our
work, we observe that they introduce an interesting trade-off.
The approach that points back to the first segment where the
speaker was active brings characteristics from the time where
the system introduces the speaker which could perhaps be in
the very beginning of the conversation. Therefore, the model
learns to make references to segments that are potentially far
back in the audio. A possible scenario observes a sudden
change in the conversation environment - loud music, sirens,
TV has been switched on, etc. Then, the First-Ptr manages to
circumvent this problem by assigning ‘SAME‘ to the speaker
segments that come from the different environment signals.
This allows the model to generalize and directly recognize
similar speakers disregarding the environment specifics.

On the other hand, the Last-Ptr method references the last
time that the speaker was active in the conversation. It points to
a segment that is often rather close back in time. Accordingly,
the model learns to find similarity between speaker segments
that have mostly no distortions in the environment (no drastic
changes between the segments). As a difference from the First-
Ptr, this model is not suitable for generalization of the speaker
characteristics but allows for a local comparison of segments
that is usually more accurate. Our data comes from dinner
parties where the environment is changing rapidly and the
speakers are taking short turns for communicating one after
the other. For that reason, we suggest that the method for
local comparisons would work better. Not surprisingly, the
DER for the Last-Ptr is slightly better than the First-Ptr one.
Our research highly recommends characterising the audio first
(type, location, participants of conversation) before deciding

upon which of these two approaches to select.
The trade-off between the First-Ptr and Last-Ptr approaches

where each one works better in different scenarios leads to the
conclusion that we might need to capture not only a single
past segment but several ones. Therefore, we introduce the
Random-Ptr model which takes 5 random segments from the
past, compares them in terms of similarity and uses them for
training. Note that it increases the amount of training data 5
times and therefore, it slows down the process. However, when
we look at Table II we can see that it improves the DER by
5.2% (compared to the previous two techniques). We expect
that this result is due to the more training data introduced to
the system and the wider context given for each segment.

Fig. 7: Comparison of the amount of speakers introduced to
the system after the 40th percentile of the evaluation process.

All the previous observations come from the evaluation on
known speakers data. The suggested systems (First-Ptr, Last-
Ptr and Random-Ptr) did not manage to deal successfully with
unknown speakers. When our research runs the corresponding



custom post-processing, the models predict mainly the label
‘DIFF‘. This leads to often introducing a new speaker for the
predictions. The evaluation on unseen data contains segments
for only 4 people. However, the above mentioned systems
predict more than 150 speakers for the first 40% of the
evaluation data. On Fig. 7 you can see the amount of speakers
predicted at the 40th percentile of the evaluation process for
each different model. Due to the increased computational over-
head after every new speaker, we do not explore the evaluation
performance after the 40th percentile of the unknown speakers
test data. A closer look on how we manage to deal with newly
introduced speakers to the system is given in the following
subsection.

B. The effect of the reference on newly introduced speakers to
the system

TABLE III: DERs (%) on the known speakers test set with
and without reference for the newly introduced speakers.

Algorithm w/o reference with reference
First-Ptr N/a 65.70
Last-Ptr N/a 60.20

Random-Ptr N/a 62.50
Percentile-Ptr 74.40 68.90

This section’s goal is to estimate how do the proposed
systems deal with one of the main challenges of speaker
diarization - the moment where a new speaker is introduced to
the system. The importance of this problem comes from the
fact that it greatly increases the DER of modern systems. If
the model does not detect correctly that a new speaker is being
introduced to the system and concludes that it has already seen
the speaker, then all the following segments that are predicted
as ‘SAME‘ to the current one are likely to be labeled similarly.
This brings a vary dangerous propagating error to the system.

For the purpose of evaluating this problem our research
compares two experimental results for each model. The first
one runs the evaluation on the general configuration of the
model. The second one uses a different strategy. We extract
the indices from the evaluation set where a new speaker is
introduced to the system. Then, during the post-processing
evaluation, whenever the algorithm reaches one of those
indices, it automatically predicts a new speaker and moves
forward. This helps the model deal with the issue and allows
us to determine its impact over our speaker diarization models.
All approaches are tested on the set with unknown speakers.

Table III outlines the performance of the proposed systems
on the experiment described above. By measuring the DER
on the two configurations, our work manages to detect that
a major issue for our models is that they cannot correctly
predict the number of speakers and their corresponding indices
in the output. This is mainly due to the fact that the models
predict the ‘DIFF‘ label too often which introduces a lot of
speakers in the output (this drastically slows down the post-
processing algorithm execution). Following, we look closer at
the balancing factor of the data that we use for training (Fig. 8)

and try to come up with an approach that uses the previously
described techniques but also a preprocessing algorithm that
generates balanced training data.

Fig. 8: Exploring the balancing factor of different pointer
algorithms.

To deal with the problem of not being able to handle
unknown speakers, our research introduces the Percentile-Ptr
model architecture. As a comparison to the previous models,
it points back to several segments but in a more structured
manner. It manages to deal with unknown speakers despite
scoring rather high in terms of the DER. We suggest that
these results are due to the context given to the system and the
balancing characteristic of the model - it selects 3 percentiles
for the same speaker (label ‘SAME‘) and 3 segments for the
rest of the speakers (label ‘DIFF‘). This significantly lowers
the chances of introducing a new speaker since the training
data after preprocessing is evenly balanced (‘SAME‘ vs ‘DIFF‘
labels) as shown on Fig. 8. The observations on Fig. 7 reveal
that the Percentile-Ptr algorithm predicts significantly less
speakers during the evaluation process (closest to the ground
truth of 4 speakers). This is why, in contrast to the other
methods, it manages to complete the evaluation process for
unknown speakers in feasible time.

C. Comparison with the results from the 6th CHiME Speech
Separation and Recognition Challenge

TABLE IV: Comparison of the DERs (%) of the three best
diarization models from the 6th CHiME Speech Separation
and Recognition Challenge, its baseline model performance
and our best approach - the Percentile-Ptr algorithm.

Team(note) Dev set Eval set
Baseline [35] 84.30 77.90
ITMO [43] 41.60 44.50
JHU [44] 68.30 68.30

USTC [45] 68.20 68.50
Percentile-Ptr 59.00 74.40

Our work claims to be beneficial for the speaker diariza-
tion research community. We propose a novel approach that
performs comparably to the state-of-the-art systems of the 6th
CHiME Speech Separation and Recognition Challenge (Track
2). However, our research has been heavily constrained by
the computational infrastructure. Therefore, we didn’t use the



entire CHiME-5 dataset, nor did we explore the full capacity
of our model. Still, we decide to provide some comparison
data for the 3 best models and the baseline system from the
CHiME Challenge. Table IV displays the results of all the
above mentioned systems on the development and evaluation
sets of the CHiME-5 dataset. Note that we do not use the
same development and evaluation sets due to the limitations
mentioned above but we preserve the dataset characteristics as
much as possible.

We observe that the Percentile-Ptr’s results are comparable
to the best submissions for the CHiME challenge. Note that
a direct comparison of the models with our solution would
not be scientifically sound as we use only part of the data for
training, validation and evaluation. Moreover, the configura-
tions of the CHiME approaches are quite complex and demand
a stronger training architecture that we couldn’t provide. Our
work uses this comparison to show that we achieve relatively
good scores and our final model shows potential for improving
the general approach to speaker diarization.

VI. LIMITATIONS & FUTURE WORK

Throughout this research, our team faced several major
limitations that did not allow us to measure the full potential
of the proposed approaches. Initially, the amount of data
in the CHiME-5 dataset was enormous and we could not
transfer and preprocess it easily and effectively. The entire
compressed dataset consists of 10 parts (training, validation
and evaluation) which are approximately 11-12GB of data
each. This seriously affects the processes of downloading,
decompressing, preprocessing and model training. Given our
computational architecture and its restraints, using the entire
CHiME-5 dataset would have been unproductive and practi-
cally infeasible. Therefore, we proceeded with only part of the
data (see section IV-A). We strongly recommend evaluating the
proposed approaches on the entire CHiME-5 dataset as part
of subsequent work on this research.

Despite using only part of the data, our work had access
to limited computational power. Hence, we decided that the
research will focus more on the different possible experiments
and not on improving the proposed models (by hyperparameter
search, increasing the training epochs number, etc.). Even
though there are likely some gains to be obtained by tuning
the models, we felt that having the same model parameters
operate on all the proposed architectures would make the main
message of the paper stronger. Therefore, exploring the effect
of adjusting the hyperparameter space is a good idea for future
work.

Finally, due to time constraints, we only thought of another
possible architecture that could improve the process of solving
speaker diarization. The method performs concatenation of
N segments during preprocessing (unlike the models in this
paper where the custom concatenation is done on only two
segments). Here, N denotes the number of comparisons with
previous segments (e.g. in our research the Random-Ptr has
N = 5 and the Percentile-Ptr has N = 6). We suggest that by
concatenating all the segments, the model significantly lowers

the training data points and eventually, the training time while
preserving the required context. This idea (we call it Concat-
Ptr) illustrates another promising direction for future research.

VII. CONCLUSION

In this paper, we remodel the traditional approach to speaker
diarization by introducing various preprocessing and post-
processing algorithms. This allows a simple binary classi-
fication method to perform the task. Our work conducts
experiments on the CHiME-5 dataset and suggests that the
Percentile-Ptr architecture manages to deal with newly intro-
duced speakers to the system. Finally, we make a relative
comparison to the best models of the 6th CHiME Speech
Separation and Recognition Challenge (Track 2). In general,
our results indicate that the proposed architectures initiate a
promising direction for the speaker diarization research field.



REFERENCES

[1] S. E. Tranter and D. A. Reynolds, ”An overview of automatic speaker
diarization systems,” IEEE Trans. on ASLP, ovl. 14, no. 5, pp. 1557-
1565, 2006.

[2] X. Anguera, S. Bozonnet, N. Evans, C. Fredouille, G. Friedland, and
O. Vinyals, ”Speaker diarization: A review of recent research,” IEEE
Trans. on ASLP, vol. 20, no. 2, pp. 356-370, 2012.

[3] F. Landini, S. Wang, M. Diez, L. Burget, P. Matějka, K. Žmolı́ková,
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APPENDIX A
POINTER SEGMENT PREPROCESSING ALGORITHMS

Algorithm 1: First Segment Pointer (First-Ptr) Algorithm

Input: Training set D in the format (segment, label)
Output: Preprocessed training set D′

1 S ← ∅ // Dictionary in the format (speaker, first spoken segment)

2 D′ ← ∅ // Empty set used to store the preprocessed data

3 forall (s, l) ∈ D do
4 Validate segment data.
5 c← 0 // Mismatch counter

6 forall (k, v) ∈ S do
7 m← k = l // Check for dis/similarity

8 if ¬m then
9 c← c+ 1 // Increase counter

10 d′ ← ((s, 0, v),m) // Custom concatenation of segments

11 D′.add(d′) // Add to preprocessed data

/* Check if the segment introduces a new speaker to the system */

12 if c = |S| then
13 S[l]← s // Assign the current segment as the first of the new speaker

Output: D′ - the preprocessed data.



Algorithm 2: Last Segment Pointer (Last-Ptr) Algorithm

Input: Training set D in the format (segment, label)
Output: Preprocessed training set D′

1 S ← ∅ // Dictionary in the format (speaker, first spoken segment)

2 D′ ← ∅ // Empty set used to store the preprocessed data

3 forall (s, l) ∈ D do
4 Validate segment data.

5 forall (k, v) ∈ S do
6 m← k = l // Check for dis/similarity

7 d′ ← ((s, 0, v),m) // Custom concatenation of segments

8 D′.add(d′) // Add to preprocessed data

9 S[l]← s // Assign the current segment as the last of the speaker

Output: D′ - the preprocessed data.

Algorithm 3: Random Segment Pointer (Random-Ptr) Algorithm

Input: Training set D in the format (segment, label)
Number N indicating the number of past random segments to connect to

Output: Preprocessed training set D′

1 D′ ← ∅ // Empty set used to store the preprocessed data

2 Q← ∅ // Empty set used to store the past data

3 forall (s, l) ∈ D do
4 Validate segment data.

5 I ← randomly sampled N entries from Q

6 forall (s′, l′) ∈ I do
7 m← l = l′ // Check for dis/similarity

8 d′ ← ((s, 0, s′),m) // Custom concatenation of segments

9 D′.add(d′) // Add to preprocessed data

10 Q.add(s) // Add the current segment to the already computed ones

Output: D′ - the preprocessed data.



Algorithm 4: Percentile Segment Pointer (Percentile-Ptr) Algorithm

Input: Training set D in the format (segment, label)
Percentiles P to sample from

Output: Preprocessed training set D′

1 D′ ← ∅ // Empty set used to store the preprocessed data

2 S ← ∅ // Dictionary in the format (speaker, first spoken segment)

3 forall (s, l) ∈ D do
4 Validate segment data.

5 KSAME ← S[speaker = l] // Extract all the prior segments where the same speaker was active

6 KDIFF ← S[speaker 6= l] // Extract all the prior segments where a different speaker was active

7 GSAME ← the P percentiles of KSAME

8 GDIFF ← the P percentiles of KDIFF

9 forall (s′, l′) ∈ GSAME do
10 d′ ← ((s, 0, s′), 1) // Custom concatenation of segments

11 D′.add(d′) // Add to preprocessed data

12 forall (s′, l′) ∈ GDIFF do
13 d′ ← ((s, 0, s′), 0) // Custom concatenation of segments

14 D′.add(d′) // Add to preprocessed data

15 S[l].add(s) // Add the current segment to the corresponding speaker in the dictionary

Output: D′ - the preprocessed data.
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