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Abstract

Chatbot users may try to express a new intent that is not part of the known
intent set. It is important to detect such emerging intents in order to prevent
irrelevant responses and to retrain and improve the intent classification model.

State-of-the-art models apply a confidence cutoff threshold on the predicted
intent to determine if the query contains a known intent (high confidence) or if
it is an instance of an emerging intent (low confidence).

In this work, the usage of a domain adaption technique is proposed that
promotes an intent classifier to learn domain-invariant features that still pro-
vide good discriminative performance on the known intents. This is achieved
by adding a domain decoder in addition to the primary intent class decoder.
The loss of the domain decoder is maximized via a gradient reversal layer such
that the utterance encoder is conditioned to learn domain-invariant features,
resulting in a lower confidence for zero-shot samples.

The proposed method outperforms previous work on 3 out of 4 datasets and
gives more reliable results for different instances of the problem.
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Chapter 1

Introduction

Modern conversational dialog models, i.e. chatbots, are deployed in almost
every industry to serve a specific range of users, often within a very specific
domain. These models rely on an initial recognition of the users’ intent followed
by the selection of an appropriate response. The intent recognition layer in
such chatbots is often modelled as a supervised classification task that requires
a manually crafted set of labelled intent utterances and ideally many examples
for these intents. Defining a set of mutually exclusive intents can be difficult
and can fail quickly when unexpected intents are expressed in real-world user
queries. If a large number of unexpected queries are encountered in a production
model, the chatbot developer has to expand the set of labelled data for their
domain and retrain their model.

The goal of this work is to research a possible solution for detecting such
unexpected emerging intents in the context of intent classification models. De-
tected instances of emerging intents can then be used by the chatbot developer
to gain a better insight into how the deployed model is performing in the real-
world. After being verified, the detected emerging intent queries can then be
used for faster iteration and retraining of the intent classifier, in order to ulti-
mately improve the reliability of the chatbot.

This work offers a clear problem statement that describes what emerging
intents are and how they should ideally be caught. This is followed by a back-
ground chapter that gives some information about chatbots and intent detection
in general. A discussion of the related work is given, followed by a detailed de-
scription of the used approaches in this work in the chapter titled ’Emerging
Intent Detection’. The experiments section starts with some experiments spe-
cific to the used approach, followed by a comparison of all the implemented
approaches on a series of different datasets. A comparison is made to show that
the proposed model outperforms the results from previous work on the task
of online emerging intent detection. The discussion chapter discusses mean-
ing, importance and relevance of the results. Finally, the results are compiled
into a conclusion where the research questions are answered, and future work is
discussed.
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1.1 Problem statement

One of the challenging problems in chatbot development is dealing with emerg-
ing intents. In this problem, there is an existing intent classification model that
can detect K known intents. But when a new business case emerges or when
user interests shift, the deployed chatbot might start to encounter previously
unseen intents U. Such new intents are called emerging intents and these present
a challenge for existing models that have not been trained on the new intents
as the set of unknown intents is not part of the set of known intents, K∩U = ∅.

The proposed approach should be able to find unseen utterances of emerging
intents amongst unseen utterances of known intents. I.e. the proposed model
should be able to classify whether a new user utterance is part of the known
set K or part of the emerging set U. Furthermore, the proposed solution must
outperform the previous solutions from related work to be considered a success.

By detecting emerging intent utterances automatically, the chatbot devel-
oper is able to iterate faster on the intent classifier. If the validity of the detection
method is high enough, the method can ideally be used in an online setting to
increase the reliability of the chatbot on the task of detecting invalid intents
without having to immediately retrain the underlying intent classifier.

1.2 Proposed research

This thesis is an empirical study of different instances of the problem where
unknown intent utterances are removed from the training and evaluation set.
The task is then to detect these unseen utterances during inference. Using
existing supervised datasets of user intent utterances, a subset of these intents
is selected and separated from the remaining intents to define a ground truth of
unknown intents. Based on a consistent evaluation function, a range of different
solutions is to be compared in regards to their accuracy on the task of correctly
labelling the unknown intents as emerging intents.

1.2.1 Research questions

The following research questions are defined for this problem.

• How can emerging intents be detected for use in a conversational model?

• How can confidence scores be used as a metric to detect emerging intent
utterances?

• How can intent sequences be clustered such that similar emerging intents
are grouped into the same category?

• What stability metric is best used for measuring the stability of the emerg-
ing intent clusters?

• How are emerging intent detection solutions affected by an imbalanced
number of emerging intent utterances?
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Chapter 2

Background

In this chapter the context of the research is described. First a general explana-
tion of chatbots is given, followed by a background of existing intent classifiers.
Next, the industry standard approach to handle suspected invalid classifications
is explained. The final section discusses the background of emerging intents and
how they can occur.

2.1 Conversational Dialog Models

Conversational dialog models, or chatbots, are digital agents that can automate
basic user interaction. They are used across all industries as a means of first
line communication to help users with their issues related to the domain or
service that is being provided. The range of a chatbot can be limited to a
specific domain, often covering only a small set of known intents that users
are expected to use. Such a chatbot is called a closed domain chatbot in the
literature. There are also open domain approaches for conversational models
such as Google’s Meena by Adiwardana et al (2020) [1]. However, these open
domain chatbots are not within the scope of this work.

A generic closed domain chatbot consists of 3 main components. First an
interface is needed to enable interaction between the user and the chatbot via
typed or spoken text. Secondly, at the hearth of a closed domain chatbot is an
intent classifier. This is a model that predicts the intent of a user query given
the context it appears in. And finally, an appropriate response is selected by
the chatbot in order to further the conversation given the predicted intent and
context. These responses can be static pieces of texts that are mapped to the
specific intent, but the chatbot may also use the context of previous interactions
in the session to choose how the conversation develops. The intent classification
problem of a closed domain chatbot is the focus of this work.
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2.2 Intent Classification

Intent classification within a closed domain chatbot is a text classification task,
often using labelled user utterances. Many different approaches can be imple-
mented as an intent classifier, both supervised and unsupervised. This includes
unsupervised clustering solutions such as k-means clustering, linear classifica-
tion solutions such as support vector machines and lately neural networks have
been shown to perform well on the task of text classification as well.

A supervised intent classifier is trained using a set of user utterances Dk

where each utterance is labelled with one or more known intents k. The set
of known intents K covers the domain of the chatbot. This set should include
all intents that a user within that domain might use when interacting with the
chatbot. When the intent classification model is trained, new user utterances
can be classified into one of the known intents.

2.3 Confidence Metrics and Fallback Policy

As explained in the problem statement, users may try to convey an intent that
is not part of the set of known intents K. When this happens, the chatbot should
ideally respond with a ’catch all’ message, letting the user know that the chatbot
can not help with this specific issue. This default response is sometimes called
a fallback policy in the literature.

Many industry leading chatbot libraries such as DialogFlow [9], RasaNLU
[3] or IBM Watson [13] include a classification threshold, confidence score or
other intent probability metric in their intent classification output. Such values
are often a heuristic determined by the library developers or sometimes just
the raw intent classification model output for the predicted intent. In the case
of deep learning based chatbot architectures, the activation function value of
the predicted intent class can be used as a confidence score. For example,
RasaNLU [3] allows developers to define a cutoff metric and a fallback policy. If
the confidence metric is below the given cutoff value, the fallback policy will be
used such as ”Sorry I can not help you with that” or other hard coded behavior.

This approach can work seemingly well depending on the domain and train-
ing data, but it can be difficult to find an optimal cutoff value and may lead to
many false positives if implemented incorrectly. For example, if a deep learning
based intent classifier is overfitted on the training data, the resulting softmax
activation can be very close to 1 because this is what the model is designed to
optimize. Nonetheless, in current deep learning chatbot solutions this is often
the default way to handle intent prediction uncertainty and while this approach
can catch emerging intents as well as wrong predictions, it is not optimized to
do both these tasks.
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2.4 Emerging Intents

One of the main sources of emerging intents is a mismatch between the expected
domain and the real-world domain. The developer of a chatbot must take care
to create a representative training set and domain professionals may help to
predict the expected user queries. Even so, there is always a chance that the
users will use the system in an unexpected way or may have an intent that is
not covered by the vision of the original designers.

Another source of emerging intents are temporal changes. A chatbot trained
to recommend movies or restaurants may be unfamiliar with newly released
movie titles or diners. Over time, the domain of such a chatbot is expected to
shift towards the newer entities. This is problematic since the content of the
user queries can change over time depending on these changes which were not
present in the original training dataset. Consequently, the model performance
may degrade over time. This problem source is especially present in dialog
models that rely heavily on named entity detection (also called slot filling in the
literature) to decide on their response.

This ultimately results in the chatbot developer having to label additional
utterances or even add completely new intents to the dataset. The intent clas-
sifier must then be retrained and monitored to see if the validity and reliability
has increased. Automating the task of finding emerging intent utterances would
therefore yield faster iteration and increased reliability.
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Chapter 3

Related Work

A distinction is made between online and offline methods for emerging intent
detection. Several works have explored unsupervised or semi-supervised clus-
tering methods to find clusters of emerging intents. The online solutions are of
more interest as they can be used to detect emerging intent utterances in real
time without fitting a new model. Nonetheless, some offline solutions are dis-
cussed to provide context for the results of the online approaches. This chapter
also gives some background to the pretrained language models that are used.

3.1 Online Methods

For the online emerging intent detection problem, several recent works are
named here, each moving the state of the art at the time of their release. The
main approach presented in this work builds upon the methods for closed do-
main emerging intent detection problem as presented in this section.

Shu et al. (2017) are the first approach to use a probability threshold specif-
ically for emerging intent detection [22]. A convolutional neural net (CNN) was
implemented with a one-vs-rest sigmoid activation function for the final layer.
Their model, named ’DOC’, is trained on a set of known intents, and evaluated
on a subset of unknown intent utterances. A normal distribution is then fitted
to the sigmoid activation values of the known utterances on a per class basis.
Shu et al. then detect outliers by finding predictions that have a sigmoid acti-
vation of 3 standard deviations below the mean for the predicted class. If this
is the case, the utterance is labelled as an emerging intent.

A bidirectional LSTM is used by Lin and Xu (2019) in combination with
a margin loss feature extractor [16]. Their model learns intent representations
based on known intent utterances. Instead of a softmax loss function, the LMCL
loss [19] is used to apply L2 regularization. The Local Outlier Factor (LOF)
algorithm is then used to detect outliers in the intent representations. The
LOF-LMCL model of Lin and Xu outperforms the DOC model of Shu et al. on
the task of detecting emerging intent utterances.
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Another new approach was presented by Xia et al. (2018) who use a capsule
neural network architecture to find emerging intent features [27]. Very popular
in the image domain, a ’capsule’ is a vector representation of a group of neurons
that encode the properties of an object such as shape or direction of a face. A
subset of capsules can then represent a more stable representation for higher
order capsules. For example, the capsules that learn to recognize eyes and noses
can together detect faces. A major drawback is that the text based capsule
network of Xia et al. requires unseen intent classes to be available at test time
to classify the new samples into. The approach is unique because the capsules
can be interpreted as a hierarchy of features and capsules can be used to cap-
ture semantic features. Their model, called IntentCapsNet-ZSL, outperformed
previous work on the task of emerging intent detection, including the previously
described DOC and LOF-LMCL models. Furthermore, the semantic features
presented as capsules provide a meaningful insight into how the emerging intents
compare to known intents.

Concurrently with this work, Vedula et al. (2020) combined the DOC heuris-
tic with a fine-tuned BERT model to get state of the art results for emerging
intent detection [23]. Similar to the training approach presented in this work,
their model (named ’ADVIN’) also makes a distinction between on-domain and
off-domain training data. However, they use the off-domain batch to train an
additional ’unknown’ class in combination with the known classes from the on-
domain dictionary, which are trained with the on-domain batches. The paper of
Vedula et al. was released after the main results from this work were collected,
but the addition of an unknown class was shown to increase performance on the
emerging intent detection task.

3.1.1 Domain Adaption

The proposed approach from this work is very similar to the emerging intent
detection approach used by Vedula et al. Unlike their ADVIN model, this work
uses fixed token embeddings retrieved from pretrained language models whereas
Vedula et al. choose to fine-tune the pretrained language model in favor of
using a document encoder. Furthermore, rather than attempting to classify
the unknown class, the off-domain utterances are instead used to regulate the
document encoder based on a domain adaption approach and a different cutoff
metric is defined to detect emerging intent utterances.

The domain adaption approach was inspired by Ganin et al. (2014) who
implement a gradient reversal layer in an image classifier with 2 objectives [8].
Their first objective is to classify which number is being displayed in an image
(using the popular MNIST dataset). The second objective is to classify if the
input sample is part of the source domain (MNIST) or not. The network is
optimized by gradient descent. The loss of the first decoder is minimized, while
the loss of the domain decoder is maximized during back propagation by use
of a gradient reversal layer. Ganin et al. showed that this effectively serves as
a regularization of the encoder such that the resulting model does not overfit
on the source domain and is more accurate on zero-shot inputs by promoting
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the emergence of features that are robust in the presence of a domain shift.
Effectively, this approach removes domain information from the network by
learning features that are domain invariant while also being discriminative on
the known domain. It is hypothesised that a similar domain adaption approach
can also work on the text domain, specifically to regulate an intent classifier.

3.2 Offline Methods

Offline clustering solutions have been used successfully as intent classifiers. The
most basic example of this is fitting a k-means model to a set of (unlabelled)
intent utterances (Kathuria et al., 2010 [14]). The k-means approach is used as
a baseline by Lin et al. (2019) for their ’constrained deep adaptive clustering’
model, or CDAC+ for short [17]. The goal of their work is to detect emerging
intents by identifying emerging intent clusters. Lin et al. implement a clustering
approach that takes advantage of limited labelled data to guide the clustering
progress. A pretrained BERT (Devlin et al., 2019 [7]) language model is used
to encode input features. The CDAC+ model outperforms several other works
and baselines, including a k-means baseline using BERT encoded features.

Padmasundari and Bangalore (2018) also explored the k-means approach in
combination with a cluster stability metric to automatically find a stable clus-
tering solution [20]. Specifically, they experiment with the adjusted random
index (ARI) as a cluster stability measure in order to indicate the cluster ho-
mogeneity of a dataset. Word2vec and GloVe embeddings are used as the text
features.

Their experiments on supervised data show a positive correlation between
cluster homogeneity and stability of clustering using the ARI approach. Com-
pared to conventional topic modelling methods, it is claimed that this approach
works better with short texts as the conventional clustering methods are said
to have difficulty avoiding sparsity in short texts. However, the cluster ho-
mogeneity is lowest on the only two short text user dialog datasets tested by
Padmasundari and Bangalore.

While the offline methods described above are useful to add context to the
online emerging intent detection results, none of these offline methods can be
used without a dataset that contains multiple emerging intent utterances. For
the purpose of online emerging intent detection, the offline approaches fall short
when at most 1 emerging intent utterance is encountered at a time.

3.3 Pretrained Language Models

Recent advances in natural language processing were achieved using state of the
art contextual language models. In this work, 3 different pretrained English
language models are used to encode the intent utterance tokens.
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3.3.1 BERT

’Pre-training of Deep Bidirectional Transformers for Language Understanding’
by Devlin et al. (2019) [7] achieved state of the art results by training a bidi-
rectional representation using a Transformer model. They use a powerful token
masking technique during training to create a robust language model usable for
many downstream NLP tasks.

3.3.2 Flair

’Contextual String Embeddings for Sequence Labeling’ by Akbik et al. (2018)
[2] rivalled BERT on the task of named entity recognition (NER) and other
sequence labelling tasks. The Flair language model also achieves robust per-
formance when fine tuned on other NLP tasks, including text classification. A
Flair model is a character based LSTM, trained on either the forward or back-
ward direction on the task of predicting the next (or previous) character. These
directional Flair models can then be concatenated. The resulting bidirectional
LSTM (biLSTM) is a computationally cheaper alternative to BERT, as it is
much faster to train custom Flair language models from scratch as opposed to
the transformer-based model that BERT uses.

3.3.3 XLNet

’Generalized Autoregressive Pretraining for Language Understanding’ by Yang
et al. (2019) [26] builds upon the findings of BERT. The XLNet model ad-
dresses one of the main issues of BERT, namely the corrupting of the input by
partially masking random tokens during training. The proposed Transformer-
XL approach outperformed BERT on 20 tasks including document ranking,
sentiment analysis and question answering. In practise however, the model is
much slower compared to BERT and Flair when used as a feature encoder in a
text classification setting.
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Chapter 4

Emerging Intent Detection

This chapter describes the methodology and approaches presented in this work.
First, the implementation details of the used language models are discussed.
Then, a description is given for the offline clustering baseline (k-means). This is
followed by the base RNN setup as a baseline for the proposed online approach.
Finally, the proposed online domain adaption approach is explained in detail.

4.1 Token Embeddings

As discussed in the related work chapter, 3 different pretrained language models
are used in this work. Below follows a brief explanation as to how exactly the
token features are extracted from these pretrained language models.

• BERT: The token embeddings are retrieved from the last 4 layers of
the pretrained ’bert-base-uncased’ language model using a first sub word
pooling operation. This effectively means that only the embedding of the
first piece of the token is used, as defined by the word piece tokenizer used
by BERT during training [2]. The last 4 layers are concatenated to get
the BERT token embedding, rather than using a scalar mix.

• Flair: This works follows the recommendation of Akbik et al. (2018) [2]
and uses pretrained Glove embeddings [21] in combination with a forward
and backward Flair model (’news-forward’ and ’news-backward’). The
token embeddings of these 3 language models are then concatenated to
get a final Flair token embedding.

• XLNet: In this work the pretrained ’xlnet-large-cased’ model is used. The
first layer of this model is used to retrieve the token piece embeddings.
The pooling operation is set to ’first last’, which means that the token
piece embeddings of the first en last token piece are concatenated to give
a final XLNet token embedding.
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4.2 k-means Clustering

The offline baseline for this work is a k-means semi-supervised clustering of
the encoded intent utterances. This baseline uses a pretrained BERT language
model to encode the input sequences. The BERT token embeddings are con-
verted into a 3072 dimensional vector for each intent utterance by means of
mean pooling. For the initial k-means solution k is set equal to the number of
known intents n. For the cluster assignment step, the Kuhn-Munkres algorithm
(Munkres, 1957, [18]), also known as the Hungarian algorithm, is used to find
the lowest cost cluster assignment.

Because the ground truth for each training sample is known, the k-means
clustering result can be evaluated by finding the lowest cost assignment solution
for each cluster and the true label of its samples. The assignment cost of map-
ping cluster C to intent I is defined as the total number of samples for intent
I minus the number of times cluster C was assigned to intent I. By finding the
lowest cost assignment solution for this problem, the k-means clustering solution
can be used to classify new utterances.

4.2.1 Detecting Emerging Intent Clusters Using k-means

The k-means approach for emerging intent detection relies on the assumption
that an existing intent classifier for n known intents is readily available and
that there exists a new dataset of real user utterances that contains instances of
the known intents but also instances of one or more emerging intents (n known
intents + m unknown intents). If these assumptions hold, k-means can be used
to find instances of the emerging intent by fitting a new classifier with k set to
the number of known intents + 1 such that k = n + 1. The resulting clusters of
this new solution can be compared to the existing intent classifier by measuring
the cluster overlap between the 2 k-means solutions. This is done by iterating
over each of the clusters in the existing intent classifier and finding the cluster
in the new solution with the most overlap. The remaining unidentified cluster
is hypothesised to contain the utterances of the new emerging intents if there is
an emerging intent present.

4.2.2 k-means Stability Metric

The k-means clustering solution with k set to n+1 may yield false results if
there are no emerging intents present in the real user utterances. Padmasundari
and Bangalore (2018) showed that a clustering stability metric can be used to
indicate the clustering stability using k-means. It is hypothesised that a stability
metric can be used to compare the two clustering solutions to indicate the lack
of emerging intents in the clustering solution.

To this end, two k-means clustering solutions should be compared: a cluster-
ing solution where k is set to the number of known intents n, versus a clustering
solution where k is set to n+1. This approach relies on the assumption that
when k is set to the true number of intents present in the evaluation dataset,
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the variations in clustering results are expected to be minimal. This variation
is to be indicated by the ARI and NMI scores.

4.3 RNN Intent Classifier

As a baseline for the proposed online approach, a basic intent classifier is im-
plemented and tested. The model implemented here is comparable to other
deep learning implementations used in state of the art chatbot libraries such as
RasaNLU [3]. This model architecture is the same as the model used by Akbik
et al. (2018) [2] in the evaluation of their Flair embeddings on the task of text
classification, where it was shown to yield state of the art results.

Figure 4.1: Base RNN Architecture

The base model, as shown in Figure 4.1, is a recurrent neural network (RNN)
that uses pretrained embeddings to encode input tokens. Specifically, a single
layer Gated Recurrent Unit (GRU) [5] with a hidden size of 128 is used as was
implemented in the flairNLP library by Akbik et al. (2018) [2]. The output
of this GRU is fed into a linear layer to predict the intent classes with a soft-
max activation function (y). The input sentences (x) are embedded using a
pretrained language model. The GRU dropout rate is set to 0.5. The model is
optimized by Stochastic Gradient Descent (SGD), with a weight decay of 1e−5
without momentum.

4.3.1 Emerging Intent Detection

In order to detect emerging intent utterances, a confidence cutoff threshold is
applied on the softmax activation of the predicted intent. Using an arbitrary
cutoff value C, the following heuristic is defined to detect emerging intents:

If the softmax activation of the predicted intent is below the cutoff
value (C ), label the utterance as an emerging intent. Otherwise, the
utterance is labelled as a known intent.

The first quartile (Q1) of the activation distribution of the correctly pre-
dicted known intent utterances seen during training is used as an approxima-
tion of the optimal cutoff value. The experiments chapter of this work will give
insight as to how this cutoff threshold performs.
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4.4 RNN Domain Adaption

The proposed solution of this work is inspired by the domain adaption technique
of Ganin et al. (2014) [8]. The goal of the domain adaption model is to handle
the domain shift in a meaningful way. Although the goal of Ganin et al. was
slightly different and in the image domain rather than the text domain, the
same technique can be applied to text data in an attempt to remove domain
information from the RNN classifier. It is hypothesised that this will reduce
the activation value distribution for zero-shot inputs, and thus will increase the
zero-shot intent detection accuracy.

Figure 4.2: RNN Domain Adaption Architecture

In this work, a feed forward model was implemented for the intent classifi-
cation task. Figure 4.2 shows an overview of the architecture for this revised
model. Instead of the convolutional approach used by Ganin et al., a GRU is
used to encode the token embeddings retrieved from pretrained language mod-
els. The GRU is configured to have a single hidden layer with 128 nodes and
uses a dropout of 0.5. The primary intent decoder is a basic single linear layer
that classifies the GRU output into one of the known intents with a softmax
activation function (y). So far, this is exactly the same model as the base RNN
that was explained in the previous section.

A second decoder is then added that functions as a domain classifier. This
decoder classifies if the input is part of the known intent domain or not. Follow-
ing the approach of Ganin et al., the second decoder is preceded by a Gradient
Reversal Layer (GRL) such that the loss of this decoder is maximized in order
to regulate the GRU encoder [8]. During the forward propagation step of the
model the GRL has no effect on the weights whereas during the optimization
step the GRL reverses the gradient. The loss function for the intent decoder is
the cross entropy loss while the domain decoder uses a binary cross entropy loss
function.

4.4.1 Training the Model

In order to train the domain adaption model, a distinction is made between on-
domain and off-domain data. The on-domain dataset consists of known intents
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that the intent classifier is expected to encounter. This on-domain dataset
is what normally would be used to train a regular intent classifier. The off-
domain dataset consists of intent utterances or other short text queries from
a semantically unrelated domain. These off-domain samples can be from any
semantic domain that does not overlap with the on-domain and the off-domain
samples need not be labelled.

Training the model consists of a 2 step approach for each iteration, similar
to how Ganin et al. trained their model [8].

1. The first step is to do a forward pass using a batch of on-domain data. The
loss of the intent decoder and the loss of the domain decoder is returned.

2. The second step uses an equal size batch of randomly sampled off-domain
data. For this second step, the loss of the intent decoder is discarded and
only the loss of the domain decoder is returned.

The combined loss of the iteration consists of the on-domain intent decoder
loss, the on-domain domain decoder loss and the off-domain domain decoder
loss. The backward pass is then called on this combined loss value. This im-
plementation ensures that the loss of the intent decoder is minimized while also
applying regularization to the GRU encoder via the gradient reversal layer on
the domain decoder. A learning parameter α is passed to the GRL such that
the adaption rate increases from 0 to 1 over time, following the approach of
Ganin et al.

This process is repeated for each batch of on-domain data in the source
dataset, while taking a new random batch of off-domain data for each iteration.
When all on-domain batches have been iterated over, the epoch is complete and
the model is evaluated. The model is saved to disk if the training loss on the
known intents is minimal, as opposed to using the combined loss that would
include the loss of the domain decoder. This ensures that the performance of
the final best model on the known intents is maximal.

4.4.2 Emerging Intent Detection

Again, the same heuristic as is used by the base RNN model can be applied to
detect emerging intents:

If the softmax activation of the predicted intent is below the cutoff
value C, label the utterance as an emerging intent. Otherwise, the
utterance is labelled as a known intent.

Similar to the base RNN model, the first quartile (Q1) value of the correct
known intent predictions is used as an initial cutoff threshold. The experiments
chapter of this work shows results for this specific cutoff metric.

4.4.3 Adding an Unknown Class

Vedula et al. (2020) used the off-domain data as training samples for an addi-
tional ’unknown’ class and showed that this approach yields improved zero-shot
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detection results [23]. An ’unknown’ class can also be added to the described
domain adaption model from this work. When training with this additional
unknown class, the off-domain batch is also passed to the intent decoder as su-
pervised samples for this unknown class. The loss of the intent decoder is no
longer discarded such that the network learns to classify these out of domain
samples. During inference, if an utterance is predicted as ’unknown’, the ut-
terance is labelled as emerging intent regardless of the softmax activation value
for that prediction. The remaining known intent predictions are still evaluated
based on a known cutoff to label the emerging intent utterances.
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Chapter 5

Datasets

The main requirement for the datasets used in this work is that they should
contain labelled short text utterances or labelled user queries from a public
forum. The following 5 short text datasets were selected:

1. SNIPS 2017 NLU benchmark dataset (Coucke et al., 2018) [6]. SNIPS is
an English spoken language dataset with 7 generic intents. The dataset
also includes slot labels and spoken text, but for the purpose of this work
these are discarded and only the labelled short text queries are used.

2. ATIS (Hemphill et al., 1990) [10]. The Airline Travel Information System
(ATIS) dataset consists of recordings of people requesting flight reserva-
tions. The ATIS dataset used in this work has over 5000 labelled utter-
ances covering 21 intent types. Some of these intents have only 1 or 2
samples per class. Therefore only the top 15 intents are used, ordered by
number of samples per intent.

3. AskUbuntu (Braun et al., 2017) [4]. The AskUbuntu dataset is a very
small short text dataset with only 145 labelled utterances covering 4 in-
tents. The dataset was retrieved from a public forum and it covers user
queries about the Ubuntu operating system.

4. DBPedia (Lehmann et al., 2015) [15]. The DBPedia dataset is a very
large database of Wikipedia introductions, labelled with one of 14 main
categories. Samples with more than 40 words are ignored and the corpus
is down sampled to 1000 samples per category similar to the selection
done by Lin et al. (2019) [17]. While this dataset does not consist of user
queries, it is still relevant to see how the approach performs on other short
text pieces other than intent utterances.

5. StackOverflow (Xu et al., 2015) [25]; The StackOverflow dataset was pub-
lished to Kaggle by the StackOverflow team as a competition. The dataset
contains 20 different classes of user queries from the public programming
forum StackOverflow.
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5.1 Dataset Statistics

Table 5.1 lists some basic statistics for the datasets used in this work.

Dataset Avg. tokens Num. of intents Total samples Vocabulary
SNIPS 8.93 7 13,784 15,132
ATIS 11.37 22 4978 889
AskUbuntu 7.95 4 154 493
DBPedia 25.56 14 14,000 57,407
StackOverflow 8.33 20 20,000 22,958

Table 5.1: Dataset statistics and unknown subsets used in this work.

Unless stated otherwise, this work uses an 80/20 train/test split.

5.2 Emerging Intent Subsets

For the purpose of emerging intent detection, each dataset is split into subsets
consisting of different unknown intents. The unknown intents shown here are
selected arbitrarily. Unless stated otherwise, all experiments in this work use
the unknown subsets (1 unknown and 2 unknown) as shown in Table 5.2. The
final comparison to the related work uses different subsets. The subsets used
for that experiment are explained there. The intent classes mentioned here are
left out of the training and test set and are only used to evaluate the zero-shot
performance when applicable. The classes that are not mentioned are part of
the known intent set. Experiments are also done on the full datasets, in that
case all of the intents from the dataset are used as known intents.

Dataset subset: 1 unknown subset: 2 unknown
SNIPS PlayMusic PlayMusic, GetWeather
ATIS flight flight, ground service
AskUbuntu Setup Printer Setup Printer, Shutdown Computer
DBPedia Animal Animal, Company
StackOverflow sharepoint sharepoint, matlab

Table 5.2: Specification of unknown intent labels used in this work.
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Chapter 6

Experiments and Results

First, some experiments specific to the implemented approaches are done to
establish the baseline performance. This is followed by a broad comparison in
emerging intent detection performance for each of the implemented approaches.
Experiments are also conducted using an imbalanced emerging intent subset
and finally a direct comparison is done to the solutions from the related work.

6.1 K-means Clustering

This first experiment using the k-means clustering approach is done to show that
this method can be used effectively for semi-supervised intent classification. The
7 intents from the SNIPS dataset are used and thus k is set to 7. The default
dataset split is used consisting of 1600 train samples for each intent and 400
test samples for each intent. The test results from this solution are averaged
over 10 consecutive runs to get a micro average accuracy of 95.11± 0.90 and an
F1 score of 84.47± 0.90 on the full SNIPS dataset (Figure 6.1).

Figure 6.1: Confusion matrix for k-means predictions on the SNIPS dataset
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6.1.1 K-means with Stability Metric

In order to answer the cluster stability research question, the next experiment
is done using the ARI and NMI metrics. For each dataset configuration, 2
clustering solutions are evaluated. First 5 k-means models are fitted with a
value of k equal to the number of known intents in the dataset. Then, another
5 k-means models are fitted using a value of k equal to the number of known
intents + 1. The ARI and NMI scores are then calculated by comparing the
5 clustering solutions for each value of k. This experiment is then repeated
10 times for each dataset, resulting in an average score for each experiment
configuration.

Table 6.1 shows the average ARI scores for different datasets.

Dataset k = known intents k = known intents + 1
SNIPS (5 known, 2 unknown) 0.993± 0.010 0.977± 0.026
SNIPS (6 known, 1 unknown) 0.977± 0.026 0.990± 0.008
SNIPS (7 known, 0 unknown) 0.990± 0.008 0.950± 0.057
ATIS (8 known, 2 unknown) 0.850± 0.097 0.930± 0.096
ATIS (9 known, 1 unknown) 0.930± 0.096 0.871± 0.096
ATIS (10 known, 0 unknown) 0.871± 0.096 0.790± 0.084
DBPedia (12 known, 2 unknown) 0.753± 0.134 0.685± 0.100
DBPedia (13 known, 1 unknown) 0.685± 0.100 0.698± 0.106
DBPedia (14 known, 0 unknown) 0.698± 0.106 0.739± 0.106
AskUbuntu (2 known, 2 unknown) 0.979± 0.035 0.812± 0.168
AskUbuntu (3 known, 1 unknown) 0.812± 0.168 0.732± 0.117
AskUbuntu (4 known, 0 unknown) 0.732± 0.117 0.678± 0.103
StackOverflow (18 known, 2 unknown) 0.463± 0.070 0.446± 0.060
StackOverflow (19 known, 1 unknown) 0.446± 0.060 0.458± 0.058
StackOverflow (20 known, 0 unknown) 0.458± 0.058 0.450± 0.051

Table 6.1: Comparison between average ARI scores for different datasets

In addition to the ARI score, the NMI was also computed to give another
measure of correlation between the clustering solutions. Table 6.2 shows the
NMI scores for the different datasets.
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Dataset k = known intents k = known intents + 1
SNIPS (5 known, 2 unknown) 0.991± 0.013 0.975± 0.024
SNIPS (6 known, 1 unknown) 0.975± 0.024 0.987± 0.009
SNIPS (7 known, 0 unknown) 0.987± 0.009 0.951± 0.045
ATIS (8 known, 2 unknown) 0.863± 0.080 0.937± 0.069
ATIS (9 known, 1 unknown) 0.937± 0.069 0.900± 0.061
ATIS (10 known, 0 unknown) 0.900± 0.061 0.852± 0.047
DBPedia (12 known, 2 unknown) 0.856± 0.061 0.829± 0.041
DBPedia (13 known, 1 unknown) 0.829± 0.041 0.839± 0.046
DBPedia (14 known, 0 unknown) 0.839± 0.046 0.868± 0.044
AskUbuntu (2 known, 2 unknown) 0.964± 0.055 0.805± 0.119
AskUbuntu (3 known, 1 unknown) 0.805± 0.119 0.767± 0.076
AskUbuntu (4 known, 0 unknown) 0.767± 0.076 0.744± 0.068
StackOverflow (18 known, 2 unknown) 0.626± 0.041 0.622± 0.033
StackOverflow (19 known, 1 unknown) 0.622± 0.033 0.630± 0.034
StackOverflow (20 known, 0 unknown) 0.630± 0.034 0.631± 0.029

Table 6.2: Comparison between average NMI scores for different datasets

6.2 RNN Intent Classifier

The purpose of this experiment is to show that the base RNN architecture
achieves state of the art results on the task of known intent classification. This
experiment also demonstrates how a confidence cutoff can be applied to detect
wrong predictions.

6.2.1 Known Intent Performance

The base RNN intent classifier is tested using 3 different language models and
the full SNIPS dataset. Each model is trained for 40 epochs. The accuracy
and F1 score is reported as a micro average over the known intent classes. In
addition to the accuracy of these models, the softmax activation intervals are
also reported. These activation values are interesting to measure because this
is the value that is normally used in chatbot libraries such as RasaNLU [3] to
trigger a fallback policy if the activation is below a predefined cutoff value.

BERT Embeddings

For this experiment, pretrained BERT embeddings [7] are used. The model
achieves a micro average accuracy of 97.92% and F1 score of 98.95% on the
7 intents of the SNIPS dataset. The average softmax activation on correct
predictions is 1.00, whereas the average activation on the few wrong predictions
is 0.88 as shown in Figure 6.2.
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Figure 6.2: Activation intervals for the RNN classifier using BERT embeddings

Flair Embeddings

Next, pretrained Flair embeddings [2] are used. The model achieves a micro
average accuracy of 98.13% and F1 score of 99.06% on the SNIPS dataset. The
average softmax activation on correct predictions is 1.00, whereas the average
activation on wrong predictions is 0.87 as shown in Figure 6.3.

Figure 6.3: Activation intervals for the RNN classifier using Flair embeddings

XLNet Embeddings

Finally, using pretrained XLNet embeddings [26], the micro averaged accuracy is
97.85% and the F1 score is 98.91% on the SNIPS dataset. The average softmax
activation on correct predictions is 1.00 on the 1982 correct predictions, whereas
the average activation on the 18 wrong predictions is 0.77 on average as can be
seen in Figure 6.4.
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Figure 6.4: Activation intervals for the RNN classifier using XLNet embeddings

These results on the SNIPS dataset indicate that the base RNN architec-
ture indeed achieves state of the art performance on the task of known intent
classification. The choice of language model does not result in large difference
in performance on known intent classification. However, the model using Flair
embeddings achieves the highest accuracy by a small margin.

Figures 6.2, 6.3 and 6.4 show that all 3 language models produce similar
confidence values for wrong predictions. A confidence cutoff threshold of e.g.
0.95 could be used to trigger the fallback policy for wrong predictions if these
models were used as intent classifiers in a chatbot.

6.2.2 Zero-Shot Performance

The next experiment introduces zero-shot intents to the base model in order
to simulate what would happen if the model encountered emerging intent ut-
terances. This experiment is done to show how the base model performs on
the task of emerging intent detection using a confidence cutoff threshold. This
is done by removing the intent entirely from the train set and evaluation set
whilst leaving it present in the final test set. The base RNN model is trained
on the 6 remaining known intents from the SNIPS dataset. Table 6.3 shows the
model performance on the 6 known intents when the ’PlayMusic’ intent is left
out from the SNIPS dataset (1 unknown intent).

Embeddings Known intent accuracy Known intent F1 score
BERT 96.66 98.30
Flair 98.74 99.36
XLNet 96.50 98.22

Table 6.3: RNN intent classifier performance on 6 known SNIPS intents

The trained model is then evaluated on the zero-shot ’PlayMusic’ queries
to measure the softmax activation on these unseen intent utterances. Since the
intent of these utterances was not part of the train or evaluation set, ideally the
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models would produce a low confidence such that a confidence cutoff would be
successful in detecting the unknown intents. However, as can be seen in Figure
6.5 the BERT based model has a high average zero-shot activation of 0.98 on
the dataset with 1 zero-shot intent.

Figure 6.5: Activation intervals on the zero-shot intent utterances (BERT)

Figure 6.6 shows the distribution of the activation values compared between
zero-shot utterances (1 unknown intent), incorrectly classified training utter-
ances and correctly classified training utterances. This shows that for the SNIPS
dataset the activation on known intents is always very close to 1 and the ac-
tivation on zero-shot utterances is somewhat lower but still largely close to 1.
The activation on zero-shot intents even reaches a value of 1 on a large number
of utterances. However, the activation on incorrectly predicted utterances is
much lower. Ideally, the zero-shot intent utterances would receive a similarly
low activation.

Figure 6.6: Activation distribution for known incorrect predictions

Figure 6.7 includes the activation distribution on unseen known utterances
(seen during evaluation). The activation for incorrectly predicted utterances
is left out of this figure to show that the zero-shot utterances indeed receive
a slightly lower activation compared to the known utterances. However, this
decrease in activation is likely not enough to split the zero-shot utterances from
the known utterances as there is still a big overlap between the activation values
for known and unknown utterances.
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Figure 6.7: Activation distributions for 1 zero-shot SNIPS intent

Selecting a Confidence Cutoff Value

Nonetheless, a confidence cutoff can be applied to detect if the intent is an
emerging intent. The first quartile (Q1) of the activation distribution of the
correctly predicted known intent utterances seen during training is used as an
approximation of the optimal cutoff value. Figures 6.8, 6.9 and 6.10 show the
performance on the task of emerging intent detection for the dataset with 1
zero-shot SNIPS intent, using a range of different cutoff values. For most of
these models, the Q1 value of the known utterances is a good approximation of
the maximal cutoff value. However, the activation for known utterances is most
often 1.0, resulting in an equally high known Q1 cutoff. This means that only
the utterances that receive an activation of 1.0 are not labelled as emerging
intents. Nonetheless, the BERT based model reaches an accuracy as high as
79.49 on the task of emerging intent detection using a Q1 cutoff of 1.0.

Figure 6.8: Emerging intent detection (BERT, 1 unknown intent)
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Figure 6.9: Emerging intent detection (Flair, 1 unknown intent)

Figure 6.10: Emerging intent detection (XLNet, 1 unknown intent)

Table 6.4 shows the final score on the task of emerging intent detection using
a known Q1 confidence cutoff on the base model with 1 unknown SNIPS intent.
The experiment is repeated using Bert, Flair and XLNet embeddings.

Embeddings Q1 Cutoff
Avg. zero-shot
activation

Precision Recall F1 Accuracy

BERT 1.0 0.99± 0.06 79.71 99.65 88.57 79.49
Flair 1.0 0.96± 0.10 88.57 85.69 87.11 77.16
XLNet 1.0 0.99± 0.04 82.10 80.09 81.08 68.19

Table 6.4: Detecting zero-shot utterances (1 unknown SNIPS intents)

2 Emerging SNIPS Intents

Next, the same experiment is done with 2 zero-shot SNIPS intents left out of the
training data (2 unknown intents). Again, the Q1 value of the known utterance
activation distribution is used as an initial cutoff point. Table 6.5 shows the
model performance on the 5 remaining known intents when the ’PlayMusic’
and ’GetWeather’ intents are removed from the training set.
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Embeddings Known intent accuracy Known intent F1 score
BERT 96.39 98.16
Flair 97.98 98.98
XLNet 96.00 97.96

Table 6.5: RNN intent classifier performance on 5 known SNIPS intents

Figure 6.11 shows the performance on this dataset for a range of different
cutoff values when using BERT embeddings, again confirming that the known
Q1 value is a good approximation of the optimal cutoff value. Table 6.6 shows
the performance on emerging intent detection for these 2 zero-shot intents when
using BERT, Flair or XLNet embeddings.

Figure 6.11: Emerging intent detection (BERT, 2 unknown intents)

Embeddings Q1 Cutoff
Avg. zero-shot
activation

Precision Recall F1 Accuracy

BERT 1.0 0.94± 0.12 82.38 90.50 86.25 75.82
Flair 1.0 0.96± 0.10 88.66 86.21 87.42 77.64
XLNet 1.0 0.94± 0.11 86.50 82.79 84.60 73.32

Table 6.6: Detecting zero-shot utterances (2 unknown SNIPS intents)

The BERT based model performs best for 1 unknown SNIPS intents whereas
the Flair model outperforms BERT on the problem with 2 unknown intents.
XLNet gives the lowest results for both problems.

The results for the SNIPS dataset are promising, but the activation values
for known and zero-shot utterances is still quite high and often reach a value
of 1. This overlap in activation values results in poor performance for all of
the language models. Ideally, the activation distributions of the known and
zero-shot intents should have less overlap and be more efficiently divisible.

Optimal Cutoff Values

Finding a good approximation of the optimal cutoff value is a challenging prob-
lem. The known Q1 approximation delivers varying results and it appears that
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taking a static value of 1 as confidence cutoff would always produce the same
result on these models (As seen in Figures 6.8, 6.9, 6.10 and 6.11).

However, as shown in Figures 6.12 and 6.13, this is not always the case.
Using a static cutoff of 1 would not be optimal in these instances of the problem.
Thus, it is concluded that for the base RNN model a dynamic cutoff value is
needed and should be automatically selected based on the limited known data.
The Q1 value of the known intent utterances is a good approximation of the
optimal cutoff point, given the limited information at hand. The AUROC scores
are perhaps a better indication of the performance of the approach, as a cutoff
threshold can always be changed depending on the requirements of the domain.

Figure 6.12: Zero-shot performance (BERT, 1 unknown StackOverflow intent)

Figure 6.13: Zero-shot performance (BERT, 2 unknown ATIS intents)
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Figure 6.14: Train versus validation performance during training (1 unknown
ATIS, BERT)

The comparison in performance on the known train and known evaluation
data does not suggest overfitting on the training data as shown in Figure 6.14.
One explanation for the decreased zero-shot detection performance on some data
sets could be that the base RNN approach learns too many domain dependent
features. It is suspected that the network would perform better on the task
of detecting zero-shot intents if it learned less domain dependent features and
instead learned other features that are more robust for a shift between the
domain of the training set and the domain of the test set or even zero-shot
utterances.

6.3 RNN Domain Adaption

First, experiments are done to find a good learning rate strategy. This is followed
by an optimization of the hyper parameters for the domain adaption model. The
model is then tested on 1 unknown SNIPS intent, followed by experiments with
2 unknown SNIPS intents, similar to the tests done on the base RNN. The goal
of these tests is to show how the learning process is affected by the additional
domain decoder.
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6.3.1 Early Stopping and Learning Rate Adjustments

The initial learning rate is set to 0.1. Continuing to use this same learning rate
until a maximum number of epochs results in unreliable results as shown in
Figure 6.15. The best model in this figure is found by minimizing the intent
decoder loss for on-domain samples. Due to the high learning rate in the later
epochs, the zero-shot accuracy continues to make large jumps in performance
between different epochs. In order to ensure reliable zero-shot performance, it
is desirable to decrease the learning rate over time.

Figure 6.15: Learning progress with a constant learning rate of 0.1

Learning Rate Annealing

A learning rate schedule is defined such that the learning rate is decreased
by a factor of 0.8 every epoch that the known intent decoder loss decreases.
Furthermore, training is stopped when the learning rate is decreased to 5% of its
initial setting. E.g. if the initial learning rate is 0.1, the minimum learning rate
is set to 0.05. At this point the performance of the model no longer increases
significantly and the training can be stopped. As shown in Figure 6.16, this
approach results in a reliable convergence to an optimal model.

Figure 6.16: Learning progress with learning rate annealing
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6.3.2 Hyperparameter Evaluation

This section covers the most important hyperparameter settings used by the
previously introduced RNN domain adaption method. The goal of this exper-
iment is to find the optimal hyperparameter settings, optimized for the task
of emerging intent detection. To this end, a short comparison is done between
dropout values, hidden layer sizes, RNN types, optimizers and an optional added
reprojection layer. All of the experiments in this section were done using subset
1 of the SNIPS dataset (1 unknown intent). The off-domain data for these ex-
periments is a shuffled subset of the ATIS dataset. The same random ordering is
used for each experiment to create a fair comparison and the models are trained
for 25 epochs. Each experiment is repeated 5 times for each hyperparameter
setting described here. The models are evaluated, and their performance is
reported as an average over the 5 evaluations.

Dropout

Hinton et al. (2012) showed that using random dropout in neural networks can
help decrease overfitting and can result in better performance [11]. All models
in this comparison were trained with a hidden layer size of 256 and a learning
rate of 0.1. The activation values for each measured subset slightly increase
with a higher dropout as seen in Figure 6.17.

Figure 6.17: Average activation for different RNN dropout values

Figure 6.18 shows the results for different RNN dropout values.
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Figure 6.18: Domain adaption performance for different RNN dropout values

It appears that the zero-shot accuracy increases with a higher dropout value.
Overall, a dropout value around 0.5 seems to be the most appropriate setting for
the task of zero-shot intent detection as it gives the highest average score and
is also the most reliable. Using a higher dropout value increases the average
zero-shot accuracy by almost 1 point, however this also results in a reduced
known intent accuracy and is therefore not worth the trade-off.

Embedding Reprojection Layer

Akbik et al. (2018) proposed the usage of a fully connected linear layer placed
between the retrieved pretrained token embeddings and the document RNN
[2]. They argue that this added reprojection layer can act as a fine-tuning of
the embedding space. In order to test if such a layer would be beneficial for
the emerging intent problem, a few models are trained with and a few models
without the layer present. The remaining parameters are the same for each
experiment iteration; a unidirectional GRU with a hidden size of 256 is used
and the dropout is set to 0.45.
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Figure 6.19: Performance comparison with (True) versus without (False) token
reprojections.

Figure 6.19 shows the performance for the GRU model with a reprojection
layer (True) versus the GRU model without a reprojection layer (False). While
the performance on the known intents is not significantly affected by the pres-
ence of a reprojection layer, the performance on the task of zero-shot intent
detection is increased if there is no reprojection layer between the token embed-
dings and the GRU. This might be because the activation values for zero-shot
utterances appear to be lower for the models without reprojection layer while
the activation on known utterances is about the same as can be seen in Figure
6.20. It is concluded that for the task of emerging intent detection it is best
to not use a token reprojection layer as a means of fine tuning the pretrained
embeddings.

Figure 6.20: Average activation with (True) versus without (False) token repro-
jections.
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RNN Cell Type

In this experiment a comparison is made between GRU cells [5] versus long
short-term memory (LSTM) cells [12] for the RNN. GRU cells were used by
Akbik et al. (2018) [2] for text classification whereas LSTM cells were used by
Lin and Xu (2019) [16] to detect emerging intent utterances. Each cell type is
tested in a unidirectional RNN setting with a dropout of 0.45 and a hidden layer
size of 256. There is no token reprojection layer added between the pretrained
embeddings and the RNN.

Figure 6.21: Domain adaption performance for LSTM versus GRU cells

Figure 6.22: Average activation for LSTM versus GRU cells

As shown in Figure 6.21, the GRU model achieves slightly better results
compared to the LSTM based model. The activation for zero-shot utterances
is also slightly lower for the GRU based models as can be seen in Figure 6.22,
which is likely why the performance on the task of emerging intent detection is
better for these models.
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RNN Hidden Layer Size

A range of different hidden layer sizes was tested for the unidirectional GRU.
For all of the models in this comparison, the dropout is set to 0.45 and there is
no token reprojection layer added.

Figure 6.23: Domain adaption performance for different RNN hidden layer sizes
values

The results in Figure 6.23 show that the best and most reliable results are
obtained for a hidden size of 128 or 256. These values ensure a high AUROC
score which indicates that these models would perform best given that the opti-
mal cutoff value is chosen. Especially the known intent accuracy has a marked
decrease in performance and reliability if the hidden layer size is too large or
too small. The activation values in Figure 6.24 show that extreme network
sizes produce decreased activation values for all subsets, likely resulting in more
overlap between zero-shot and known activation values.

Figure 6.24: Average activation for different RNN hidden layer sizes
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Optimizer Momentum

The results in Figure 6.25 and 6.26 show that the best setting for momentum
is 0 or 0.1. While the known intent accuracy does benefit from an increased
momentum, the zero-shot accuracy and AUROC score rapidly decrease with
larger momentum.

Figure 6.25: Domain adaption performance for different SGD momentum values

Figure 6.26: Average activation for different SGD momentum values

Optimizer Weight Decay

Finally, the results for weight decay (Figure 6.27 and 6.28) show that this pa-
rameter does not have a large impact on the performance of the model. A small
weight decay setting of 1e-05 seems to give a slight boost to the known intent
accuracy and AUROC score. A larger value of 0.1 results in decreased reliability.
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Figure 6.27: Domain adaption performance for different weight decay values

Figure 6.28: Average activation for different weight decay values

6.3.3 Visualizing the Learning Process

The following experiment is done to evaluate the learning process of the domain
adaption approach. The goal is to give insight into how the model learns, and
specifically how this process is affected by the added domain decoder.

For this experiment a combination of the SNIPS and ATIS datasets is used.
The on-domain training set consists of 6 intents from the SNIPS dataset for
a total of 9424 on-domain samples (roughly 1600 per intent class). The off-
domain dataset consists of the top 15 intents from the ATIS dataset for a total
of 4978 off-domain samples. The 7th SNIPS intent, ’PlayMusic’, is left out of the
on-domain and off-domain dataset to simulate an emerging intent. Pretrained
BERT embeddings are used to encode the input utterances.

In order to give an insight into how the different loss values affect each other,
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the following comparison shows how these values develop over time during the
learning process. Figure 6.29 shows the training loss for the known intents
(blue), combined on-domain loss (green) and the combined off-domain loss (or-
ange) during the first 4 epochs. Already in the first 2 epochs, this figure shows
that the optimization reaches a point where the on-domain loss reaches the same
level as the off-domain loss. The known intent loss only slightly decreases after
this point, while the training approach ensures that the domain decoder loss is
being maximized and the intent decoder loss is being minimized.

Figure 6.29: On-domain and off-domain loss over the first 2 epochs

Next, in order to visualize how the average activation values change over
time, Figure 6.30 shows the batch average softmax activation values of predicted
intent for known intent utterances (blue) and off-domain samples (orange) dur-
ing training. This figure clearly indicates that the activation for unknown intents
is significantly lower than the activation for known intents. Furthermore, this
shows that the difference between the activation distribution for these 2 subsets
remains fairly constant and clearly separable.

Figure 6.30: Average softmax activation for both known and zero-shot intents

After 30 epochs, the domain adaption model achieves a micro average accu-
racy of 96.78% and an F1 score of 98.22% on the 6 on-domain SNIPS intents.
This performance on the known intents is very similar to the base RNN perfor-
mance on these same intents as was shown in Table 6.4. This shows that despite
applying the domain adaption technique, the model still learns good discrimi-
native features for the known intents. The domain adaption approach does not
appear to have a measurable negative effect on the known intent performance
when compared to a classical RNN text classifier.

To confirm the hypothesis that the domain adaption strategy results in a
lower confidence in zero-shot intent utterances, the softmax activation intervals
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for the domain adaption model are shown in Figure 6.31. The average softmax
activation is 0.98 for on-domain known intent utterances, whereas the average
softmax activation for the zero-shot intent utterances is much lower at 0.79.

(a) zero-shot utterances (b) on-domain utterances

Figure 6.31: Intent decoder activation intervals for zero-shot versus known intent
uttrances

Evaluation on Emerging Intent Utterances

Next, the performance on the zero-shot ’PlayMusic’ intent is observed, which has
been left out of the train and evaluation data. A confidence cutoff is applied to
predict if the intent is an emerging intent. Selecting the correct cutoff value can
make a large difference in emerging intent detection performance. Figure 6.32
shows the softmax activation distributions of the intent decoder for different
input types, when trained on 6 known SNIPS intents. The optimal cutoff is
defined as the value that maximizes the emerging intent detection accuracy.

Figure 6.32: Intent decoder activation distribution for different inputs

In a real-world scenario, the activation distribution is only known for the
known intent utterances and the off-domain utterances. This information can
be used to make a best guess as to the maximal cutoff that separates the unseen
zero-shot utterances from the unseen known utterances. The initial cutoff value
is set to the first quartile (Q1) of the activation distribution for the correctly
predicted known intent utterances seen during training. This value gives a
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decent approximation of the optimal cutoff value, but a lower value could be
selected for a further performance improvement as shown in Figure 6.33.

Figure 6.33: Emerging intent detection performance for a range of cutoff values

Using the known utterance Q1 value as a cutoff results in an accuracy of
86.60 on the task of emerging intent detection with 1 unknown SNIPS intent.
The precision is a bit lower at 79.23 due to the many false positives, but the
recall of this approaches is very good at 99.20. Using a lower cutoff would
result in even better results, reaching as high as 90% accuracy, but finding that
optimal cutoff point is a challenging problem given the limited information.
The AUROC for this solution reaches as high as 0.95. Nonetheless, the domain
adaption approach outperformed the baseline RNN, which achieved only a 79.49
accuracy on 1 unknown SNIPS intent.

6.3.4 Domain Adaption with 2 Emerging Intents

Previous work used the SNIPS dataset with 2 zero-shot intents as a benchmark
[24]. This experiment is similar to the previous experiment with the only differ-
ence being the number of emerging intents set to 2 intents instead of only 1 in-
tent. The ’PlayMusic’ and ’GetWeather’ intents are used as zero-shot emerging
intents while the other 5 SNIPS intents are used as known on-domain training
and evaluation data. Again, the first quartile (Q1) of the correctly predicted
known utterances is used as a cutoff and BERT embeddings are used to encode
the utterances. The off-domain dataset for this experiment is DBPedia and the
model is trained for 30 epochs.

Figure 6.34: Intent decoder activation distribution for different inputs
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Figure 6.34 shows the activation distributions of the intent decoder for dif-
ferent inputs. The emerging intent detection performance for this experiment
is shown in Figure 6.35 for a range of different cutoff values.

Figure 6.35: Detecting 2 emerging SNIPS intents (BERT, off-domain: DBPedia)

Using the Q1 as a cutoff value, the model achieves an accuracy of 91.45 on
the task of emerging intent detection for 2 zero-shot SNIPS intents. The domain
adaption model outperforms the baseline RNN, which achieved an accuracy of
75.82 on this dataset with a Q1 cutoff using BERT embeddings. The emerging
intent precision is 87.48, the emerging intent recall is 96.83 and the F1 score on
emerging intents is 91.87.

The accuracy of this model on the 5 known intents is still very high at 97.88%
with an F1 score of 98.93%, which is similar to the base RNN performance on
these 5 intents as was shown in Table 6.5. This again confirms that the attempt
to remove the domain information from the RNN did not reduce the performance
on the known intents. In fact, the domain adaption model slightly outperforms
the base RNN on the 5 known intents when using BERT embeddings.
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6.4 Other Corpora and Embeddings

A comparison was done between all of the implemented models from this work.
For each different problem instance, the known intent micro average accuracy as
well as the zero-shot accuracy is reported. Detailed test results for each model
are available in Appendix A. Each RNN based model is trained for 30 epochs.
The following model abbreviations are used:

• k-means: Offline k-means baseline using mean pooled BERT embeddings.

• RNN: Base RNN model using a known Q1 confidence cutoff. The lan-
guage model that was used is given in parenthesis.

• DA: Base RNN model with domain adaption using a known Q1 confi-
dence cutoff. The language model and off-domain are given in parenthesis
respectively.

• DA + unknown: Base RNN model with domain adaption using a known
Q1 confidence cutoff. An additional ’unknown’ class is added to the set
of on-domain intents to represent the off-domain utterances in the intent
decoder. The language model and off-domain is stated in parenthesis
respectively. A ’random’ off-domain is used, which means that off-domain
utterances are randomly sampled from all the datasets used in this work,
excluding the on-domain dataset for that specific experiment.

SNIPS

Table 6.7 shows the performance on the SNIPS dataset.

Approach 1 unknown 2 unknown
Known
accuracy

Zero-shot
accuracy

Known
accuracy

Zero-shot
accuracy

k-means 95.89 89.55 90.17 73.85

RNN (BERT) 96.66 63.03 96.39 82.69
RNN (Flair) 98.74 85.54 97.98 86.16

DA (BERT, ATIS) 96.78 86.47 97.48 90.25
DA (BERT, Ubuntu) 97.55 79.34 97.68 90.70
DA (BERT, DBPedia) 95.63 83.99 97.88 91.45
DA (BERT, StackOverflow) 96.88 82.27 97.28 88.79
DA (Flair, ATIS) 97.07 83.77 97.38 87.97
DA (Flair, Ubuntu) 96.97 85.07 96.98 86.82
DA (Flair, DBPedia) 98.04 86.52 97.38 86.98
DA (Flair, StackOverflow) 97.36 84.24 97.18 86.64

DA + unknown (BERT, random) 97.68 77.44 96.17 86.23
DA + unknown (Flair, random) 95.79 87.50 94.68 91.21

Table 6.7: Known and zero-shot accuracy comparison on the SNIPS dataset
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ATIS

Table 6.8 shows the performance on the ATIS dataset.

Approach 1 unknown 2 unknown
Known
accuracy

Zero-shot
accuracy

Known
accuracy

Zero-shot
accuracy

k-means 77.21 70.00 71.96 64.89

RNN (BERT) 90.34 85.28 92.71 79.65
RNN (Flair) 85.85 84.64 82.71 82.97

DA (BERT, SNIPS) 86.29 85.53 87.57 83.91
DA (BERT, Ubuntu) 88.52 87.69 88.69 88.17
DA (BERT, DBPedia) 87.17 86.68 88.69 85.02
DA (BERT, StackOverflow) 84.11 81.85 90.39 83.75
DA (Flair, SNIPS) 93.61 82.74 91.54 83.44
DA (Flair, Ubuntu) 92.67 76.65 90.39 81.70
DA (Flair, DBPedia) 91.26 82.36 90.96 82.81
DA (Flair, StackOverflow) 92.20 80.96 92.12 83.60

DA + unknown (BERT, random) 85.41 84.14 86.47 86.28
DA + unknown (Flair, random) 80.73 86.29 74.18 80.76

Table 6.8: Known and zero-shot accuracy comparison on the ATIS dataset

AskUbuntu

Table 6.9 shows the performance on the AskUbuntu dataset.

Approach 1 unknown 2 unknown
Known
accuracy

Zero-shot
accuracy

Known
accuracy

Zero-shot
accuracy

k-means 76.85 68.22 78.96 68.13

RNN (BERT) 86.36 65.91 100.0 82.80
RNN (Flair) 78.26 56.82 100.0 75.00

DA (BERT, SNIPS) 78.26 52.27 100.0 73.44
DA (BERT, ATIS) 82.22 63.64 100.0 78.12
DA (BERT, DBPedia) 82.22 54.55 93.94 79.69
DA (BERT, StackOverflow) 90.70 68.18 100.0 75.00
DA (Flair, SNIPS) 82.22 81.82 93.94 71.88
DA (Flair, ATIS) 86.36 68.18 100.0 82.81
DA (Flair, DBPedia) 70.83 63.64 93.94 81.25
DA (Flair, StackOverflow) 82.22 75.00 100.0 75.00

DA + unknown (BERT, random) 51.85 70.45 45.45 75.00
DA + unknown (Flair, random) 41.38 50.00 45.45 68.75

Table 6.9: Known and zero-shot accuracy comparison on the AskUbuntu dataset
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DBPedia

Table 6.10 shows the performance on the DBPedia dataset.

Approach 1 unknown 2 unknown
Known
accuracy

Zero-shot
accuracy

Known
accuracy

Zero-shot
accuracy

k-means 91.26 82.62 90.06 65.07

RNN (BERT) 97.19 56.93 97.53 54.55
RNN (Flair) 97.42 46.41 96.88 60.68

DA (BERT, ATIS) 97.55 85.16 97.94 87.58
DA (BERT, Ubuntu) 97.55 87.76 97.74 87.03
DA (BERT, SNIPS) 97.94 87.21 97.74 85.85
DA (BERT, StackOverflow) 97.94 77.23 98.04 86.35
DA (Flair, ATIS) 94.31 39.72 95.07 66.60
DA (Flair, Ubuntu) 93.94 45.59 91.76 59.47
DA (Flair, SNIPS) 94.50 39.02 94.68 64.57
DA (Flair, StackOverflow) 93.29 41.42 93.57 65.23

DA + unknown (BERT, random) 97.30 75.15 98.07 89.98
DA + unknown (Flair, random) 92.48 45.62 94.31 55.06

Table 6.10: Known and zero-shot accuracy comparison on the DBPedia dataset

StackOverflow

Table 6.11 shows the performance on the StackOverflow dataset.

Approach 1 unknown 2 unknown
Known
accuracy

Zero-shot
accuracy

Known
accuracy

Zero-shot
accuracy

k-means 66.12 50.93 60.77 50.45

RNN (BERT) 68.12 85.59 69.19 84.77
RNN (Flair) 78.15 83.88 77.38 84.97

DA (BERT, ATIS) 72.97 86.09 75.95 87.11
DA (BERT, SNIPS) 73.12 85.74 76.10 86.77
DA (BERT, Ubuntu) 74.60 86.34 76.70 87.60
DA (BERT, DBPedia) 72.68 85.54 73.27 81.40
DA (Flair, ATIS) 59.75 80.08 65.29 83.94
DA (Flair, SNIPS) 65.03 81.83 63.97 80.47
DA (Flair, Ubuntu) 65.29 81.28 63.58 80.96
DA (Flair, DBPedia) 65.29 81.58 65.56 81.25

DA + unknown (BERT, random) 73.56 86.31 70.67 86.81
DA + unknown (Flair, random) 71.52 84.03 68.70 83.04

Table 6.11: Known and zero-shot accuracy comparison on the StackOverflow dataset
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6.5 Emerging Intent Imbalance

One of the research questions is about how the imbalance of a dataset affects
the emerging intent detection performance. In all the previous experiments, the
number of emerging samples has been equal to the number of samples for the
known intents. E.g. if there are 2000 known intent evaluation samples, then
the number of zero-shot evaluation samples is also set to 2000. However, when
emerging intents are encountered in a real-world scenario, it could very well be
that there is a much smaller number of samples for the emerging utterances
compared to the known intent utterances. E.g. a dataset of real user utter-
ances might contain 95% known intent utterances and only 5% emerging intent
utterances if any at all.

In order to test emerging intent detection with an imbalanced dataset, the
following experiment uses a 90% decreased zero-shot subset during evaluation.
This results in an evaluation set of 2000 known intent samples and 200 zero-shot
intents. The experiments are done using the SNIPS dataset with 2 unknown
intents. Table 6.12 shows the results for the imbalanced evaluation on a range
of different models. Because the evaluation dataset is imbalanced, the balanced
accuracy is used as accuracy measure.

Model Precision Recall F1 score Accuracy
k-means 1.67 12.38 2.93 51.13

RNN (BERT) 34.48 82.56 48.64 83.47
RNN (Flair) 39.91 89.23 55.15 87.92

DA (BERT, ATIS) 25.82 92.35 40.36 82.97
DA (BERT, Ubuntu) 27.43 100.0 43.05 86.82
DA (BERT, DBPedia) 28.87 99.49 44.75 87.54
DA (BERT, StackOverflow) 27.46 100.0 43.09 86.85
DA (Flair, ATIS) 25.90 100.0 41.14 85.75
DA (Flair, Ubuntu) 27.32 97.95 42.72 86.00
DA (Flair, DBPedia) 26.41 98.46 41.65 85.57
DA (Flair, StackOverflow) 27.23 96.92 42.52 85.57

DA + unknown (BERT, random) 26.13 97.44 41.21 85.00
DA + unknown (Flair, random) 28.03 99.49 43.74 87.03

Table 6.12: Zero-shot domain adaption with imbalanced samples (SNIPS, 2 unknown)

The results indicate a very good recall and balanced accuracy, however the
precision and F1 score are greatly reduced due to the relatively large number of
false positives compared to the small number of zero-shot intent utterances in
the evaluation.
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6.6 Comparison with Previous Work

On the task of detecting emerging intent utterances a comparison can be made
to previous solutions for emerging intent detection as mentioned in the related
work chapter of this thesis.

6.6.1 Offline Clustering

The CDAC+ results in table 6.13 were retrieved from its original paper by
Lin et al. (2019) [17]. Note that the CDAC+ results are reported as a total
accuracy over the combined known and unknown clusters as opposed the results
for the methods from this work, for which only the zero-shot intent accuracy is
reported. The results for the approaches from this work were retrieved from the
experiments shown in Figures 6.7, 6.10 and 6.11. The problem instance used in
this comparison is the detection of 2 unknown intents of the SNIPS, DBPedia
and StackOverflow datasets, respectively.

Model
SNIPS
Accuracy

DBPedia
Accuracy

StackOverflow
Accuracy

CDAC+ [17] 93.63 91.66 73.48
k-means 74.85 65.07 68.18
RNN 77.64 41.33 77.03
DA 91.45 87.58 87.60
DA + unknown 91.21 89.98 86.81

Table 6.13: Comparison with offline methods for zero-shot accuracy on 2 unknown intents

6.6.2 Online Emerging Intent Detection

As explained in the related work section, the state-of-the-art model on the task
of online emerging intent detection is ADVIN by Vedula et al. (2020) [23].
Because of this, their experiment setup is used as a benchmark for this work as
well. To this end, the models are evaluated on 2 new subsets from the SNIPS
dataset and 2 new subsets from the ATIS dataset as shown in Table 6.14.

Dataset Subset Unknown Intent Labels
SNIPS subset 1 BookRestaurant, GetWeather
SNIPS subset 2 AddToPlaylist, RateBook
ATIS subset 1 airline, meal, airfare, distance
ATIS subset 2 flight time, flight no, flight, aircraft, ground service

Table 6.14: Unknown intent subsets used in the comparison
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Table 6.15 shows a comparison between the results from related work and
the results from the approaches presented in this work. The results for the
related work models (DOC [22], LOF-LMCL [16], IntentCapsNet-ZSL [27] and
ADVIN [23]) were retrieved from the analysis done by Vedula et al. (2020) [23].
Since the exact same experiment setup is used, a direct comparison can be made
to the F1 scores reported in their work.

Approach SNIPS ATIS
subset 1 subset 2 subset 1 subset 2

DOC (Shu et al. [22]) 73 69 71 70
LOF-LMCL (Lin and Xu [16]) 79 73 68 73
IntentCapsNet-ZSL (Xia et al. [27]) 81 77 70 75
ADVIN (Vedula et al. [23]) 90 87 78 84
RNN (BERT) 86.32 72.54 81.08 79.74
RNN (Flair) 84.24 79.28 86.73 80.72

DA (BERT, SNIPS) n/a n/a 63.32 69.31
DA (BERT, ATIS) 86.92 73.31 n/a n/a
DA (BERT, Ubuntu) 82.06 72.10 72.61 70.57
DA (BERT, DBPedia) 83.98 78.51 66.40 70.66
DA (BERT, StackOverflow) 80.02 74.49 68.14 68.48
DA (BERT, random) 83.47 72.94 71.14 65.47
DA (Flair, SNIPS) n/a n/a 55.86 72.83
DA (Flair, ATIS) 77.95 84.41 n/a n/a
DA (Flair, Ubuntu) 79.06 84.90 57.59 68.98
DA (Flair, DBPedia) 78.87 80.93 66.41 73.04
DA (Flair, StackOverflow) 78.26 86.35 63.40 48.76
DA (Flair, random) 73.31 84.98 44.37 78.62

DA + unknown (BERT, SNIPS) n/a n/a 71.17 86.07
DA + unknown (BERT, ATIS) 95.33 77.11 n/a n/a
DA + unknown (BERT, Ubuntu) 91.31 74.62 64.78 81.80
DA + unknown (BERT, DBPedia) 88.54 78.70 83.13 83.66
DA + unknown (BERT, StackOverflow) 90.32 78.77 70.55 78.65
DA + unknown (BERT, random) 94.19 84.83 72.21 81.92
DA + unknown (Flair, SNIPS) n/a n/a 79.20 79.73
DA + unknown (Flair, ATIS) 91.93 81.98 n/a n/a
DA + unknown (Flair, Ubuntu) 86.05 84.49 78.74 79.79
DA + unknown (Flair, DBPedia) 90.25 79.33 71.74 78.77
DA + unknown (Flair, StackOverflow) 91.97 91.37 75.90 76.34
DA + unknown (Flair, random) 93.68 93.99 81.10 79.27

Table 6.15: F1 scores on the task of zero-shot intent utterance detection
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Chapter 7

Discussion

In this chapter the interpretations and implications of the results are discussed.
The limitations of the proposed approach are described along with the appro-
priate recommendations.

7.1 Interpretations and Implications

Initial experiments with the offline k-means baseline showed that this method
can be effectively used to predict known intents. On the task of emerging intent
detection, the k-means baseline was only able to yield good results for the SNIPS
dataset. On the other datasets, the k-means baseline was outperformed by the
online approaches. Furthermore, the k-means approach gives very poor results
when there are a limited number of emerging intent utterances present in the
dataset. This implies that the clustering approach is not very good at handling
imbalanced datasets.

This is in line with the observations of Lin et al. (2019) who showed lower
zero-shot performance on imbalanced datasets [17]. The results for the k-means
baseline are also in line with the results of Lin et al. who used the same baseline
for their CDAC+ model and also outperformed the k-means approach on every
instance of the problem [17]. The results show that an offline clustering approach
can be used to cluster known and zero-shot intents, however this requires more
advanced algorithms and a relatively large number of emerging intent utterances
present in the real-world dataset.

In regard to cluster stability for the k-means baseline, both the ARI and
NMI scores are found to be insignificant as a measure of emerging intent cluster
detection for such low values of k. While stability differences can be observed
between certain dataset clustering solutions (e.g. on the ATIS dataset), the
results are mostly inconsistent without a clearly definable pattern. The hypoth-
esis that a clustering solution with k set to the number of true intents is more
stable than a solution where k is set to the number of known intents is not
apparent from either the ARI or NMI scores for these datasets.
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This is in line with the results of Padmasundari and Bangalore (2018), who
had to use significantly larger values for k in order to find stable clustering
solutions [20], far exceeding the number of intents as indicated by the set of
ground truth intents. A possible explanation for this is that the cluster stability
indicated by these metrics is very dependent on the clustering algorithm that is
used and thus these metrics say more about the algorithm rather than the true
number of intents present in the dataset.

The base RNN approach gives surprisingly good results on the SNIPS and
StackOverflow datasets, and to some extent even the ATIS dataset. However,
the performance on other domains such as AskUbuntu and DBPedia is very
poor. The results show that the base RNN produces an average softmax acti-
vation very close to 1 for both known and zero-shot intents for some of these
datasets. As a result, using a cutoff value based on the known activation distri-
bution results in unreliable performance for different instances of the problem.
For this cutoff approach to work, the activation on zero-shot intents must be
considerably lower compared to the known intents, while maintaining a high
activation for known intents. In other words, the activation for zero-shot ut-
terances in some domains is too high compared to the activation on known
utterances.

With the addition of the domain adaption strategy to regulate the RNN en-
coder, reliability is greatly improved. On the task of emerging intent detection,
the domain adaption model only performs slightly better than the base RNN
approach on most datasets (SNIPS, ATIS, StackOverflow), but the results on
both the DBPedia and AskUbuntu datasets shows that this approach is much
more reliable compared to the base RNN. The results indicate that the hypoth-
esis in regard to domain adaption resulting in a lower activation for zero-shot
utterances was correct.

Notably, it is also observed that the addition of this second domain decoder
does not decrease the classification performance on the known intents. There
are even instances, specifically on the SNIPS dataset, where the domain adap-
tion model increases the known intent performance. The results show that the
observations of Ganin et al. (2014) also appear to hold for the text domain
experiments in this work, specifically in regard to the model robustness on zero-
shot utterances [8].

Adding an unknown class to the domain adaption model and supervising it
with the off-domain utterances can improve zero-shot detection results further,
but this is not always the case. Furthermore, the addition of the unknown
intent class yields decreased accuracy on the task of classifying the known intent
utterances, which is undesirable. This statistic was not shown by Vedula et al.
(2020), but it was likely present in the evaluation of their ADVIN model as well.

Nonetheless, the proposed domain adaption model with added unknown class
outperformed all other models, including the other online methods from related
work on 3 out of 4 evaluation subsets as was shown in Table 6.15. However, the
proposed model only outperforms the offline CDAC+ approach of Lin et al. on
one out of 3 datasets.
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7.2 Limitations and Recommendations

This work showed that using an off-domain to apply domain adaption yields
state of the art results. However, the choice of an appropriate off-domain and
input feature embedding strategy has a large impact on the zero-shot intent
detection accuracy. The experiments conducted in this work were done on all
available off-domain datasets and the best result was highlighted. However, in a
production scenario with different domains, it will not be immediately apparent
which off-domain is best.

A possible solution to this problem is to conduct masking experiments with
the known intents in the on-domain, similar to the experiments done in this
work. This way, a choice can be made for off-domain and pretrained lan-
guage model, based on the results on other known intents for that specific on-
domain. Another alternative would be to randomly sample from many different
off-domains, however initial results with the random off-domain showed that
this is not always an optimal solution. Further research is needed to determine
the exact impact of the off-domain. Ideally there would be some heuristic to
find a good off-domain for any given on-domain. For example, the pretrained
Flair language model performed much worse compared to the BERT language
model for the DBPedia dataset. Further research is needed to indicate if this
can be inferred by testing the language model on a masked unknown subset of
the known intents.

It is beyond the scope of this research to test different network architecture
choices, mainly due to time constraints. It is recommended to do further anal-
ysis, mainly on the activation function used by the domain adaption model.
While the softmax activation function used in this work resulted in state of
the art performance, a comparison should be made with the sigmoid activation
approach used by the DOC model of Shu et al. (2017) and the ADVIN model
of Vedula et al. (2020). Another possible choice is the LMCL approach used by
Lin and Xu. (2019).

The next step after detecting an emerging intent utterance is to identify
new (sub)classes of emerging intents. Some of the related work deals with this
problem directly (e.g. Xia et al.) following the detection step, by utilising the
output parameters of their detection approach to make assumptions or even
cluster the emerging utterances into new intent classes. It is beyond the scope
of this research to examine if the model is also able to cluster the emerging
utterances into sub classes or if a separate clustering step is needed to find the
emerging intent classes. E.g. the softmax activation of the other classes might
be used for further clustering steps or the hidden state of the model could
possibly be employed for this task.

Because of the observation that the domain adaption model with added
unknown class yields to decreased performance on the known intent classification
task, it is recommended that this model be used as a secondary classifier in the
chatbot pipeline. I.e. the adapted model could be used to detect if a query
contains an emerging intent or not, and then a regular intent classifier (e.g.
base RNN) is to be used to do the known intent prediction if the adapted model
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indicates that the utterance contains a known intent. This way, emerging intent
utterances can still be detected with the improved accuracy, but at the same
time this approach does not result in a decreased accuracy on the known intent
predictions.

The approach presented in this work is further limited by the choice of
cutoff point. Mainly the Q1 value of the known intent activation values seen
during training was used. This did not always result in optimal results. The
recommendation in this regard is to use two or more different cutoff values for
a production model. The first cutoff should be relatively high, e.g. the Q1
cutoff could be used for this. This high cutoff would be used to write suspected
emerging intent utterances to a log file, such that the developer can do a manual
inspection of the suspected emerging utterances. The highlighted utterances can
then be verified by the developers to possibly expand the domain and retrain
the intent classifier with the new data included.

It is then recommended to use a secondary cutoff at a much lower activation
threshold, e.g. 3 or more standard deviations below the mean as was done by
Shu et al. [22]. This would greatly reduce the false positive rate at the cost
of recall on the task of detecting emerging intent utterances. This would allow
the model to still detect emerging intent utterances but with a higher precision,
greatly reducing the number of false positives which should be predicted as one
of the known intents. Such a lower cutoff threshold would be more appropriate
to use in real-time when attempting to answer a user query.
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Chapter 8

Conclusion

In this chapter, the research questions will be answered. A list of future work
topics is defined and finally the main research goal and its conclusion is sum-
marized.

8.1 Research Questions

Below follows a list of the research questions and answers, supported by the
observations of this research.

• How can emerging intents be detected for use in a conversational model?
The online instance of the emerging intent detection problem is best solved
using a domain adaption strategy to regulate the intent classifier such
that it learns domain invariant features while maintaining good discrim-
inative ability on the known intents. It is concluded that this approach
can successfully detect emerging intent utterances in combination with a
confidence cutoff. If there are many real-world utterances available and if
the task of detecting emerging intents can be handled offline, then state-
of-the-art clustering solutions offer better performance. However, these
offline approaches can not be used to detect emerging intents in new user
queries in a real-time conversational model.

• How can confidence scores be used as a metric to detect emerging intent
utterances? This research confirmed earlier results which also used con-
fidence based metrics. The results from this work showed that such a
confidence based approach is still the best solution to detect emerging in-
tent utterances in the online setting and that other approaches such as
the domain adaption strategy proposed in this work can be successfully
employed to change the confidence output for zero-shot utterances across
different domains. Ultimately this improves the confidence scores such
that they can be used more accurately as a metric for emerging intent
detection.
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• How can intent sequences be clustered such that similar emerging intents
are grouped into the same category? This work implemented a k-means
baseline using a pretrained BERT language model. This model was able to
detect emerging intent utterances by clustering the user queries but only
on balanced datasets and the approach was found to be unreliable across
different domains. The online methods in this work also outperformed the
CDAC+ clustering approach of Lin et al. on the StackOverflow dataset,
which is further evidence that the clustering approaches are unreliable on
some domains. It is concluded that a clustering approach can be used as a
second step in the emerging intent discovery pipeline, for example to split
the detected utterances into sub classes, but not as a first line measure to
detect emerging intents in an online setting.

• What stability metric is best used for measuring the stability of the emerg-
ing intent clusters? In this research, limited testing was done with ARI
and NMI scores for the k-means model. It was shown that such an ap-
proach is not a good indication of emerging intent utterance presence,
due to the relatively low values for k used in this approach. Much larger
values, exceeding the true number of intents, are needed to get a good
indication of cluster stability from such metrics.

• How are emerging intent detection solutions affected by an imbalanced
number of emerging intent utterances? This research showed that the
proposed RNN architectures all maintain a very high recall on the task of
detecting emerging intent utterances on an imbalanced dataset. However,
the precision and F1 score dramatically decrease as a result of emerg-
ing intent utterance imbalance. This is because the false positive rate is
relatively high, compared to the small number of possible true positives
in the imbalanced problem. Nonetheless, thanks to the high recall, it
is concluded that this approach can still be used to manually verify new
emerging intents and retrain the intent classifier with the verified samples.
The proposed domain adaption model also outperforms the offline clus-
tering solutions when it comes to zero-shot detection on an imbalanced
dataset.

8.2 Future work

This section lists the most important ideas for future work on this topic.
The proposed approach in this work showed state-of-the-art results using

an RNN intent classifier in combination with a domain adaption approach.
However, future work could evaluate the approach on other intent classifier
architectures that can benefit from the domain adaption approach, such as con-
volutional neural networks or transformer-based architectures. Previous work
already experimented with a CNN architecture, but not yet in combination with
the proposed domain adaption approach. More research is needed to confirm if

55



the RNN approach is indeed the best possible architecture for domain adaption
or if another architecture can improve results further.

In order to better understand the effect of the used off-domain, future stud-
ies could address possible heuristics to determine the best off-domain for any
given on-domain. These studies should also take the pretrained language model
into consideration. This work showed that some off-domains result in better
performance on the emerging intent detection task than others. Having such
a heuristic would be desirable to find an appropriate off-domain and language
model for new domains. An alternative would be to use a randomly sampled
off-domain, but future studies should evaluate if this approach is optimal or not.

Future studies could evaluate different cutoff strategies and activation func-
tions. In this work, a softmax activation function was used, and the cutoff
was placed at the first quartile of the known intent activation values seen dur-
ing training. Many different strategies could be used here, for example with a
sigmoid function, using different cutoff indicators and using a per class cutoff
rather than a general cutoff value for all classes. Future work could possibly
find improved performance by optimizing this cutoff strategy.

Another possible idea for future work is to evaluate how the pretrained
language models would perform without an additional utterance encoder. For
example, rather than using a static language model in combination with an
RNN document encoder, the domain adaption approach could also be applied
to the fine tuning of a pretrained language model.

8.3 Summary

This research aimed to find a method that is able to accurately detect emerging
intent utterances in an online setting. The results indicate that using a basic
RNN architecture in combination with a pretrained state-of-the-art language
model and a confidence cutoff can already yield good results, but this is found
to be unreliable across different instances of the problem. The proposed RNN
domain adaption approach yields slightly increased validity compared to the
base RNN but also greatly improves the reliability of the approach on different
datasets. The domain adaption model combined with an unknown class to
represent out of domain samples outperformed all previous work on the task
of emerging intent detection on 3 out of 4 datasets. It is concluded that the
proposed domain adaption approach improved upon the state-of-the-art-results,
and future work could potentially improve results further by optimizing several
choices made in the implementation of the model.
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Appendix A: Detailed
Emerging Intent Detection
Test Results

This appendix offers more detailed test results for all the tested approaches. This
includes information such as activation averages, AUROC scores and cutoff val-
ues, which were not shown in the model comparison section of the experiments.

Detecting Emerging Intent Clusters using k-means

Table 8.1 and 8.2 show the results of the k-means approach for a series of random
test setups. The experiment was repeated 20 times for each dataset, using a
different random subset of unknown intents for each iteration.

Dataset Accuracy F1-score Precision Recall
SNIPS (5 known, 2 unknown) 95.78± 1.75 88.38± 4.51 89.79± 8.83 88.00± 6.69
DBPedia (10 known, 4 unknown) 92.11± 2.80 69.75± 10.27 71.91± 12.00 70.08± 14.49
ATIS (8 known, 2 unknown) 74.82± 7.91 34.41± 27.58 35.19± 34.60 44.07± 25.36
StackOverflow (15 known, 5 unknown) 68.18± 2.50 31.08± 4.72 30.94± 3.58 31.67± 7.04
AskUbuntu (3 known, 1 unknown) 84.21± 9.78 70.16± 20.80 70.50± 25.49 76.52± 23.91

Table 8.1: Clustering emerging intent utterances (25% unknown intents)

Dataset Accuracy F1-score Precision Recall
SNIPS (6 known, 1 unknown) 96.27± 0.07 88.18± 0.21 86.54± 0.29 89.88± 0.15
DBPedia (13 known, 1 unknown) 90.80± 5.81 49.99± 29.84 41.05± 27.14 69.01± 37.81
ATIS (9 known, 1 unknown) 70.50± 13.18 17.13± 25.73 18.66± 31.98 24.18± 31.98
StackOverflow (19 known, 1 unknown) 71.64± 3.72 8.18± 5.09 6.15± 3.70 13.59± 9.51
AskUbuntu (3 known, 1 unknown) 79.45± 12.49 60.65± 28.37 60.77± 33.44 69.46± 31.15

Table 8.2: Clustering emerging intent utterances (1 unknown intent)
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Detecting Emerging Intents Using the base RNN

Table 8.3 shows the results of the base RNN model on different corpora, using
BERT embeddings. This table includes the average activation for zero-shot
utterances as well as the cutoff value that was selected.

Dataset # zero-shot
Known intent
accuracy

Avg. zero-shot
activation

Known
Q1 cutoff

Zero-shot intent
accuracy

SNIPS 1 unknown 96.66 0.99± 0.06 1.0 79.49
2 unknown 96.39 0.94± 0.12 1.0 75.82

ATIS 1 unknown 90.34 0.69± 0.22 0.99998 76.47
2 unknown 92.71 0.87± 0.17 0.99994 68.46

AskUbuntu 1 unknown 86.36 0.99± 0.03 1.0 48.00
2 unknown 100 0.97± 0.06 1.0 68.57

DBPedia 1 unknown 97.19 0.99± 0.05 1.0 20.70
2 unknown 97.53 0.97± 0.09 1.0 41.33

StackOverflow 1 unknown 68.12 0.22± 0.18 0.99874 71.51
2 unknown 69.19 0.33± 0.27 0.99938 71.61

Table 8.3: Zero-shot base RNN results for different datasets using BERT embeddings

Detecting Emerging Intents Using Domain Adaption

Each of the following tables represents a different combination of on-domain
dataset and language model. All domain adaption models in this section were
trained with a GRU hidden size of 128 and a dropout of 0.5. The learning rate
is initiated at 0.1.

SNIPS

Table 8.4 shows the results for the SNIPS dataset using BERT embeddings.
Table 8.7 shows the results for the same datasets using Flair embeddings. All
of these models were trained for 30 epochs using a downsampled SNIPS dataset
(400 samples per intent). Each model was trained on the same on-domain subset
with randomly sampled off-domain batches.
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# zero-shot Off-domain
Known
accuracy

Zero-shot
activation

Known
Q1

Zero-shot
AUROC

Zero-shot
accuracy

1 unknown ATIS 96.78 0.90± 0.14 0.9998 0.95 86.47
Ubuntu 97.55 0.94± 0.12 0.9998 0.87 79.34
DBPedia 95.63 0.80± 0.15 0.9797 0.92 83.99
StackOverflow 96.88 0.90± 0.14 0.9994 0.91 82.27

2 unknown ATIS 97.48 0.86± 0.16 0.997 0.95 90.25
Ubuntu 97.68 0.86± 0.16 0.9978 0.95 90.70
DBPedia 97.88 0.84± 0.15 0.997 0.96 91.45
StackOverflow 97.28 0.84± 0.16 0.9928 0.94 88.79

Table 8.4: Zero-shot domain adaption results for the SNIPS dataset using BERT

# zero-shot Off-domain
Known
accuracy

Zero-shot
activation

Known
Q1

Zero-shot
AUROC

Zero-shot
accuracy

1 unknown ATIS 97.07 0.94± 0.11 0.999 0.89 83.77
Ubuntu 96.97 0.90± 0.15 0.999 0.92 85.07
DBPedia 98.04 0.88± 0.15 0.9991 0.94 86.52
StackOverflow 97.36 0.92± 0.13 0.9998 0.92 84.24

2 unkonwn ATIS 97.38 0.85± 0.16 0.9976 0.95 87.97
Ubuntu 96.98 0.86± 0.16 0.9974 0.93 86.82
DBPedia 97.38 0.87± 0.15 0.9974 0.94 86.98
StackOverflow 97.18 0.85± 0.17 0.997 0.94 86.64

Table 8.5: Zero-shot domain adaption results for the SNIPS dataset using Flair

ATIS

The ATIS models in Table 8.6 (BERT) and Table 8.7 (Flair) were trained for
50 epochs on the full ATIS training dataset.

# zero-shot Off-domain
Known
accuracy

Zero-shot
activation

Known
Q1

Zero-shot
AUROC

Zero-shot
accuracy

1 unknown SNIPS 86.29 0.68± 0.21 0.9824 0.92 85.53
Ubuntu 88.52 0.67± 0.21 0.9784 0.92 87.69
DBPedia 87.17 0.54± 0.21 0.928 0.94 86.68
StackOverflow 84.11 0.68± 0.22 0.9444 0.90 81.85

2 unknown SNIPS 87.57 0.72± 0.22 0.9829 0.91 83.91
Ubuntu 88.69 0.66± 0.21 0.9613 0.93 88.17
DBPedia 88.69 0.56± 0.20 0.8954 0.92 85.02
StackOverflow 90.39 0.63± 0.22 0.9414 0.91 83.75

Table 8.6: Zero-shot domain adaption results for the ATIS dataset using BERT
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# zero-shot Off-domain
Known
accuracy

Zero-shot
activation

Known
Q1

Zero-shot
AUROC

Zero-shot
accuracy

1 unknown SNIPS 93.61 0.78± 0.20 0.9992 0.92 82.74
Ubuntu 92.67 0.87± 0.18 0.9985 0.84 76.65
DBPedia 91.26 0.72± 0.21 0.9982 0.91 82.36
StackOverflow 92.20 0.86± 0.18 0.9987 0.86 80.96

2 unknown SNIPS 91.54 0.89± 0.16 0.9981 0.89 83.44
Ubuntu 90.39 0.86± 0.18 0.9992 0.89 81.70
DBPedia 90.96 0.74± 0.21 0.9963 0.92 82.81
StackOverflow 92.12 0.87± 0.17 0.9989 0.91 83.60

Table 8.7: Zero-shot domain adaption results for the ATIS dataset using Flair

AskUbuntu

Table 8.8 (BERT) and Table 8.9 (Flair) show the domain adaption results for
the full AskUbuntu dataset. Each model was trained for 50 epochs. The models
using Flair encodings produce significantly better results compared to the BERT
based models. The BERT performance is notably worse on the Ubuntu dataset
with 1 unknown intent. The AskUbuntu dataset is small compared to the other
datasets, with only 88 known training utterances for the dataset with 1 unknown
intent and 70 known training utterances when there are 2 unknown intents. It
appears that the Flair based model works better with this limited number of
training samples and also produces more stable results for different off-domains.
The BERT based model struggles when there are so few training samples.

# zero-shot Off-domain
Known
accuracy

Zero-shot
activation

Known
Q1

Zero-shot
AUROC

Zero-shot
accuracy

1 unknown SNIPS 78.26 0.94± 0.12 0.991 0.60 52.27
ATIS 82.22 0.92± 0.13 0.9934 0.59 63.64
DBPedia 82.22 0.91± 0.15 0.9671 0.62 54.55
StackOverflow 90.70 0.90± 0.10 0.9909 0.68 68.18
All 86.36 0.91± 0.14 0.9932 0.69 65.91

2 unknown SNIPS 100.00 0.85± 0.13 0.9972 0.88 73.44
ATIS 100.00 0.85± 0.15 0.9963 0.87 78.12
DBPedia 93.94 0.86± 0.14 0.9934 0.80 79.69
StackOverflow 100.00 0.87± 0.13 0.9973 0.85 75.00
All 100.00 0.84± 0.12 0.9957 0.89 73.44

Table 8.8: Zero-shot domain adaption results for the Ubuntu dataset using BERT
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# zero-shot Off-domain
Known
accuracy

Zero-shot
activation

Known
Q1

Zero-shot
AUROC

Zero-shot
accuracy

1 unknown SNIPS 82.22 0.85± 0.16 0.996 0.89 81.82
ATIS 86.36 0.94± 0.07 0.9976 0.76 68.18
DBPedia 70.83 0.82± 0.16 0.8989 0.79 63.64
StackOverflow 82.22 0.78± 0.15 0.9314 0.85 75.00

2 unknown SNIPS 93.94 0.89± 0.14 0.9962 0.84 71.88
ATIS 100.00 0.92± 0.14 0.9997 0.91 82.81
DBPedia 93.94 0.94± 0.11 0.9984 0.82 81.25
StackOverflow 100.00 0.89± 0.14 0.9958 0.80 75.00

Table 8.9: Zero-shot domain adaption results for the Ubuntu dataset using Flair

DBPedia

The models in this section were trained for 30 epochs on a subset of DBPedia
data. The DBPedia dataset is downsampled to 200 samples per known training
intent and 200 samples per known intent in the evaluation partition.

The BERT based model achieves a good zero-shot detection accuracy as
shown in Table 8.10. The high AUROC scores are an indication that better
zero-shot accuracy is possible with a better cutoff value. Nonetheless, the known
Q1 value is a good approximation.

# zero-shot Off-domain
Known
accuracy

Zero-shot
activation

Known
Q1

Zero-shot
AUROC

Zero-shot
accuracy

1 unknown ATIS 97.55 0.95± 0.10 0.9997 0.94 85.16
Ubuntu 97.55 0.90± 0.16 0.9998 0.97 87.76
SNIPS 97.94 0.92± 0.14 0.9997 0.97 87.21
StackOverflow 97.94 0.91± 0.16 0.9996 0.84 77.23

2 unknown ATIS 97.94 0.84± 0.21 0.9996 0.98 87.58
Ubuntu 97.74 0.86± 0.19 0.9994 0.96 87.03
SNIPS 97.74 0.89± 0.18 0.9997 0.95 85.85
StackOverflow 98.04 0.88± 0.19 0.9997 0.96 86.35

Table 8.10: Zero-shot domain adaption results for the DBPedia dataset using BERT

The Flair encoded models are shown in Table 8.11. As can be seen the
performance for the Flair based models is much worse compared to the stable
results achieved by using BERT embeddings. It appears that the Flair based
model struggles to remove domain information from the network trained on a
subset from the DBPedia dataset, which is semantically more diverse compared
to other datasets such as SNIPS.
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# zero-shot Off-domain
Known
accuracy

Zero-shot
activation

Known
Q1

Zero-shot
AUROC

Zero-shot
accuracy

1 unknown ATIS 94.31 1.00± 0.02 0.9993 0.40 39.72
Ubuntu 93.94 0.99± 0.04 0.9993 0.56 45.59
SNIPS 94.50 1.00± 0.03 0.9992 0.48 39.02
StackOverflow 93.29 1.00± 0.03 0.9991 0.52 41.42

2 unknown ATIS 95.07 0.95± 0.12 0.9983 0.76 66.60
SNIPS 91.76 0.94± 0.13 0.9923 0.62 59.47
Ubuntu 94.68 0.93± 0.13 0.9885 0.66 64.57
StackOverflow 93.57 0.93± 0.13 0.9919 0.71 65.23

Table 8.11: Zero-shot domain adaption results for the DBPedia dataset using Flair

StackOverflow

# zero-shot Off-domain
Known
accuracy

Zero-shot
activation

Known
Q1

Zero-shot
AUROC

Zero-shot
accuracy

1 unknown ATIS 72.97 0.49± 0.21 0.958 0.89 86.09
SNIPS 73.12 0.49± 0.20 0.9688 0.90 85.74
Ubuntu 74.60 0.50± 0.20 0.9667 0.90 86.34
DBPedia 72.68 0.45± 0.21 0.9221 0.90 85.54

2 unknown ATIS 75.95 0.49± 0.21 0.9537 0.90 87.11
SNIPS 76.10 0.51± 0.22 0.9677 0.90 86.77
Ubuntu 76.70 0.54± 0.22 0.9619 0.90 87.60
DBPedia 73.27 0.53± 0.25 0.9063 0.87 81.40

Table 8.12: Zero-shot domain adaption results for the StackOverflow dataset using BERT

# zero-shot Off-domain
Known
accuracy

Zero-shot
activation

Known
Q1

Zero-shot
AUROC

Zero-shot
accuracy

1 unknown ATIS 59.75 0.49± 0.20 0.858 0.86 80.08
SNIPS 65.03 0.44± 0.20 0.8705 0.85 81.83
Ubuntu 65.29 0.44± 0.19 0.8578 0.86 81.28
DBPedia 65.29 0.51± 0.22 0.8624 0.84 81.58

2 unknown ATIS 65.29 0.43± 0.18 0.8536 0.86 83.94
SNIPS 63.97 0.48± 0.19 0.8745 0.84 80.47
Ubuntu 63.58 0.49± 0.19 0.8159 0.84 80.96
DBPedia 65.56 0.48± 0.21 0.8637 0.84 81.25

Table 8.13: Zero-shot domain adaption results for the StackOverflow dataset using Flair
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