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Abstract—Automated detection of computer generated text is
important because of the potential dangers of evermore powerful
language models related to fake-news, spam, propaganda and
hate-speech. There is a need for automated detection due to
human inability to differentiate human written and computer
generated text. Previous ways of automated detection are evalu-
ated with regard to their robustness and generalization ability.
A new attack method called adversarial decoding is proposed
and shown to break previous defence methods. The adversarial
decoding consists of two components: a generator and a dis-
criminator working together in a simple greedy search loop. A
defence, using adversarial training in the loop with adversarial
decoding, is proposed and shown to significantly improve OpenAI
RoBERTa based discriminator.

Index Terms—fake news, adversarial examples, spam, propa-
ganda, text generation, text classification, language models

I. INTRODUCTION

Since the introduction of the transformer architecture [1] the
field of natural language processing has gone trough dramatic
changes. Introduction of new powerful models [2] [3] poses
new challenges. This paper explores the potential to abuse
some of the new systems in order to create high amounts of
fake and unwanted speech designed to overwhelm internet
forums. The potential defense methods are investigated as
well.

A. Existing Literature

In the past 10 years there have been many changes in
NLP. In general the trend has been towards more general
methods that are able make use of high quantities of compute
[4] and data [5]. New paradigm emerged based on self-
supervised learning [6] and transfer learning [7] ranging from
new embedding methods GloVe [8] and WordNet [9] to new
architectures like RNN [10] [11], LSTM [12] and GRU [13].
Most recently the transformer architecture [1] [14] dominated
benchmarks across NLP [15] [16] as well as made significant
contributions to other fields like vision [17], audio [18] or
bioinformatics [19].

1) Language Models: More recently a lot of attention has
been dedicated to autoregressive language models. Autore-
gressive language models are trained to predict probability
distribution of a token following a sequence of tokens. OpenAI
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decided to scale this type of models with very good results.
The GPT-2 [2] model has been shown to be an unsupervised
multitask learner and the GPT-3 [3] model has been shown to
be able to perform few-shot learning.

2) Potential dangers: After developing GPT-2 OpenAI de-
cided to release the model with delay fearing that a model
capable of arbitrary text generation could be misused. The
report from the Center on Terrorism, Extremism, and Countert-
errorism of the Middlebury Institute of International Studies
[20] found that GPT-2 model could be fine-tuned and used to
produce extremist content.

When evaluating GPT-3 OpenAI also tested whether hu-
mans are able to differentiate between computer and human
generated text. They found that people had near random mean
accuracy of 52% in this task when faced with outputs of the
biggest 175 billion parameter version.

This was also confirmed in practice when one of the beta
testers of GPT-3 API managed to generate blog posts that
appeared twice on the front page of HackerNews visited by
tens of thousands of people [21] without anyone noticing. In
another instance someone was generating answers to Reddit
users without disclosing automatic nature of the account [22].
One of the bot answers received 157 upvotes.

3) Discriminators: One way to to prevent harms from
large scale language models is to deploy automatic computer
generated text detection, so called discriminators [20] [23]
[24]. A discriminator is a statistical model that classifies text
as either written by a human or computer generated. OpenAI
RoBERTa detector achieves around 95% on 510-token long
text samples.

4) Adversarial Examples: Szegedy et. al. [25] discovered
that small changes to a data sample, in their case an image, can
cause a model to predict very confidently a wrong label, even
if the model was providing a correct label before the change.
The adversarial changes seem to transfer between different
models [26], so an adversarial example can fool not only the
model that it was optimized against but also other models with
different architectures.

It has been demonstrated that adversarial examples can
be produced not only for vision models, but also in natural
language [27] [28]. Specifically, Wolf et. al. [29] demonstrate
that OpenAI RoBERTa detector can be broken with recall
reduced to approx. 0%.



B. Motivation and Problem statement

Given the potential dangers and inability of humans to
differentiate human written text from computer generated
text further improvements in this area are very important.
Following research questions will be answered:

1) How can adversarial examples be generated against
discriminators?

2) Do adversarial examples generalize between different
discriminators?

3) Can a discriminator be iteratively improved trough ad-
versarial training?

C. Contributions

1) A new, simple method of decoding from language mod-
els called adversarial decoding is proposed.

2) The paper shows that adversarial decoding allows to
break discriminators. This highlights the need to further
improve the discriminators.

3) Adversarial training with adversarial decoding in the
loop is shown to significantly increase within domain
accuracy, robustness to adversarial attack and out of
distribution generalization of a discriminator.

D. Structure of the report

First, transformer architecture will be discussed as well as
language modeling and computer vs. human classification. The
datasets used in the research will be presented. Methods of
sampling from language model will be discussed including
detailed introduction of the adversarial decoding. A possible
method of further improvement of the classification using
adversarial training will be introduced.

Secondly, I will present the design and motivation behind
experiments. I will explain how computer generated sam-
ples and adversarial examples were generated. The section
will explain how discriminators will be compared including
generalization across generators and datasets. The process of
adversarial training and its evaluation will be explained.

Thirdly, I will present and discuss the results. The last
section will be dedicated to conclusions, opportunities for
future works and ethical consideration.

II. METHODS

The approach used in this paper involves using transformer
based language models as generators and discriminators for the
purpose of generating adversarial examples with adversarial
decoding. Additionally, adversarial training is introduced as a
method of defence.

A. Language Models

Language models are a statistical tool used in natural
language processing. Language model provides a probability
distribution over a set of tokens given a context.

B. Transformers

Transformer is a deep learning architecture making use of
attention module for working long range dependencies in a
sequence [1].
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C. Discriminator

The discriminator in adversarial setting presented in this
study refers to a classification model. The model is tasked
with deciding whether a text sample was written by a human
or by a computer. Two methods of classifying the samples
will be considered and compared. The first method will be
use logistic regression on tf-idf features. The second method
will use a full transformer model.

D. Logistic Regression on Tf-Idf features

The term frequency–inverse document frequency or Tf-
Idf for short is a method of extracting statistical properties
from text that may be useful for downstream tasks. Tf-idf
is supposed to indicate how important a term is in a single
document as compared to the whole corpus of documents. This
property makes it especially usefully in information retrieval.
This statistics consists of two parts. The term frequency
indicating how often a term appears in a single document. As
well as, the inverse document frequency indicating how often
or how rarely a term appears in a whole corpus of documents.
The both parts are then combined to indicate the importance
term.

This method may be well suited to detecting computer
generated text if the text contains statistical artifacts that are
significantly different from the human generated text. E.g. if
computer is using some words more frequently than a human
would.

Logistic regression is a simple statistical tool often used
to for binary classification. The model is based on result of
applying logistic function to a linear combination of weights
and features. In this case the model will be used to estimate
whether a text sample is computer generated or human written
based on the tf-idf features.

E. Decoding

Decoding is a process of sampling from auto regressive lan-
guage model. An auto regressive language model is provided
with a context and predicts a probability distribution for the
next token. However, the probability distribution can not be
directly used for text generation. Decoding refers to a specific
procedure applied to the probability distribution in order to
obtain a specific token. Few methods has been proposed and
among them naive decoding, top-k decoding [30], top-p [31]
decoding. Different methods have different advantages and
pitfalls.

The naive decoding refers to simply sampling from the prob-
ability distribution. This method is very simple and intuitive.
However, it has been shown that it can lead to producing
repetitive text [31].



Top-k decoding [30] refer to selecting a top k tokens
from the probability distribution. The previously assigned
probabilities to each token are then again normalized to obtain
a distribution that can be interpreted as probability distribution
specifically it has to sum to 1. The token is then sampled from
the probability distribution over the top k token.

Top-p decoding [31] refers to selecting selecting a set of
token of variable size. The size of the set is adjusted to include
at least p probability mass over the tokens. Similarly as with
the top-k decoding the probability distribution over the tokens
is normalized to sum to 1. The final token is then sampled
from the resulting distribution.

F. Datasets

Two main datasets are considered in this research. The
WebText [2] is a dataset collected by OpenAI for training GPT-
2, and The Pile [32] is collected by EleutherAI for training
GPT-Neo.

The WebText was collected by scraping all outgoing links
from a social media website Reddit with at least 3 karama
indicating intrest of the users of the website. In total 45
million links were scraped. After cleaning the dataset contains
8 million documents, or 40GB of text. The dataset should
not contain anything created after December 2017. Despite
branding of the company as open the dataset was never fully
released publicly, therefore only the fragment that was made
public on GitHub is used in this research.

The Pile is considerably bigger dataset collected with the
intention of recreating GPT-3, but as an open source model.
The dataset is combination of 22 smaller diverse datasets. This
includes Pile-CC, PubMed Central, Books3, OpenWebText2,
ArXiv, Github etc.

G. Adversarial Decoding

The adversarial decoding consists of two components: a
generator and a discriminator working together in a simple
greedy search loop. The generator proposes n samples of
length m using standard methods of top-p/top-k decoding. Out
of those, the samples that fool the discriminator the most are
selected. Then the generator proposes further n samples which
are appended to the previously generated sequence, and the
whole process of selection is repeated. This should in effect
create adversarial examples for the discriminator. Figure 1
shows pseudo-code of the method.

Fig. 1: Pseudocode of adversarial decoding.

H. Adversarial Training

Adversarial training [33] [34] is one of the simplest and
also one of the most successful methods of defending against
adversarial examples [35]. The main idea is to use adversarial
examples to train model to recognize them. This procedure is
similar to a Minimax optimization and attempts to minimize
the worst case error of a model.

Adversarial Training in this setting bears significant sem-
blance to the Generative Adversarial Network (GAN) [36]
where two networks, generator and discriminator engage in
a similar min-max game. The main difference is that GAN
work on continuous domain that allows them to propagate
error trough the discriminator network. Natural language is a
discrete domain and backpropagation of the error trough token
decoding process is not possible.

I. Libraries

All experiments are using diverse set of Open-Source li-
braries. Without them, carrying out this experiments would
not be possible. For logistic regression model training SciKit-
Learn [37], SciPy [38] and NumPy [39] were used. For
RoBERTa models HuggingFace Transformers [40] and Py-
Torch [41] were used.

III. EXPERIMENTS

In this section I will discuss the design and motivation
behind my experiments.

A. Datasets

The work will require generating 2 new datasets in order
to test and train the discriminators. GPT-2-base and GPT-
Neo-base will be used as generators. 10 thousand samples
from each generator will be generated. 10 thousand samples
will be selected from the WebText dataset and 10 thousand
samples from the Pile dataset. This will give in total 20
thousand samples generated by computer and 20 thousand
samples generated by a human. Additionally 485 samples
generated from GPT-3 provided by OpenAI will be used. Due
to prohibitively high cost of generating custom samples in
adversarial decoding and for training datasets, the length of
all samples will be limited to 64 tokens as counted by the
GPT-2 tokenizer. Accuracy of discriminators increases with
input sequence length [20]; therefore 64 tokens long inputs
as opposed to maximum of 512 tokens long should present
challenging setup to evaluate discriminators.

B. Evaluation

Previous studies sometimes evaluate discriminators based
on accuracy on evenly split datasets between human and
computer samples [2] [24]. This type of evaluation may be
misleading due to the fact that in practice a defender may face
situations when there is no attack and human written text is
orders of magnitude more prevalent than computer generated
text. Or potentially face orders of magnitude more computer
generated text when under attack when the goal of attacker
is to spam as widely as possible. The proportions can also



change dynamically. Therefore, this paper evaluates accuracy
on human written text separately from computer generated text
in order to avoid being misleading about expected performance
of methods when applied in real world scenario.

C. Discriminators

Given the datasets, a baseline logistic regression model on
the TF-IDF features will be trained. This model will allow to
compare results of a very simple method using only statistical
features. I will be comparing the baseline discriminator against
a RoBERTA model trained by Facebook and later fine-tuned
by the OpenAI for the purpose of discriminating GPT-2 vs.
WebText output. The WebText dataset used in this study will
have no overlap with the dataset RoBERTA discriminator was
trained on.

D. Adversarial Examples

Next experiment will involve testing whether adversarial de-
coding is capable of generating adversarial examples. The test
will involve grid search across steps (n) and sequences (m) as
hyper-parameters. The fastest combination that reliably breaks
the discriminators will be selected for further experiments.

The goal will be to test generating adversarial examples in
2 configurations. Using GPT-2 as generators as well as using
logistic regression on TF-IDF features and OpenAI RoBERTA
discriminators.

I will try to establish the most effective hyper-parameters
for adversarial decoding using grid search. The two most
important hyper-parameters are the number of samples per
step and the numbers of tokens generated per step. I will
aim to select the fastest combination that reliably breaks the
discriminators. I will assume that a discriminator is broken if
across 10 computer generated samples the mean prediction is
below 0.1 i.e. the error is bigger than 0.9.

E. Adversarial training

An attempt at improving the OpenAI RoBERTa discrimi-
nator will be made using adversarial training. The procedure
will involve generating adversarial examples using GPT-2-base
generator and parameters obtained in grid search in subsection
III-D on adversarial examples.

More specifically adversarial training will be divided in 100
epochs. In each epoch the discriminator will be trained on a
new small dataset. The dataset will consist of 20 computer
generated samples and 20 human samples from the WebText
dataset. Across 100 epoch the discriminator will see 4 thou-
sand samples. The 20 computer generated samples will consist
of 10 adversarial examples generated against discriminator
from previous epoch, 5 randomly sampled adversarial exam-
ples from all previous epochs and 5 not adversarial samples
from the GPT-2-base dataset.

From the 100 epochs a model with the lowest error on
validation set will be selected. The validation set will consist
of 150 samples from WebText dataset and 150 samples from
GPT-2-base dataset.

F. Generalization across generators and datasets

In the adversarial setting it is important to evaluate whether
adversarial examples transfer between generators and dis-
criminators. It is important both from the perspective of the
attacker and defender. The adversarial examples generated
trough adversarial decoding with one generator against one
discriminator will be tested against another discriminator.

For this purpose two additional datasets will be created
using adversarial decoding. The datasets will be generated
using GPT-2-base as generator and RoBERTa and TF-IDF
as discriminators using parameters obtained in grid search in
subsection III-D on adversarial examples.

The GPT-3-175B, GPT-Neo-base and the Pile will provide
out of distribution samples allowing to evaluate robustness of
the discriminators.

IV. RESULTS

A. Adversarial Examples

A grid search on steps (n) and sequences (m) hyper-
parameters of adversarial decoding was performed with re-
sults in table I. Each mean was computed from 10 samples.
Prediction with value close to 1 indicate that a sample was
recognized as computer generated by the discriminator. The
threshold for assuming that a discriminator is broken was set
on 0.1.

The OpenAI RoBERTa discriminator gets broken the fastest
with n = 12 and m = 16 hyper-parameters, therefore this
parameters will be used in later experiments. For 64 tokens
long sequences n = 12 and m = 16 translates to 48
evaluations and takes on average 1.9 seconds per sample.

Across hyper-parameters the TF-IDF and RoBERTa dis-
criminators appear to have robustness of 0.086 and 0.083
respectively. The results from grid search on adversarially
trained RoBERTa are presented in the next section.

B. Adversarial training

OpenAI RoBERTa model has been trained for 100 epochs.
Figure 2 shows the progress of the training including mean
computer-like scores assigned to 20 adversarial examples
generated per epoch with the latest version of discriminators,
as well as humanness scores assigned to constant 150 human
and 150 computer validation samples.

The score on adversarial examples generated per epoch
chaotically changes trough the training jumping as much as
0.5 between epochs. The training starts with score as low as
0.18 and rapidly improves within the first 20 epochs from
mean score of 0.42 in the fist 5 epochs to 0.68 in the epochs
20-25 and ends with mean score 0.81 in the last 5 epochs.
Similar rapid improvement in the first 20 epochs can be
seen in the discriminator ability to correctly score computer
generated validation samples. Although the improvement is
smaller in magnitude, the score raises from values as low as
0.88 to stay fairly constant trough the training at around 0.95.
The discriminator ability to correctly score human validation
samples does not appear to clear improvement trend and stays
within values of 0.1 and 0.3 trough the training.



Fig. 2: Progress of adversarial training across 100 epochs on
the RoBERTa discriminator. Current Adv. line indicates the
mean computer-like score assigned by the discriminator to the
adversarial examples generated in that that epoch. Human and
computer line indicates the computer-like score computed on
validation split of the WebText and GPT-2-Base datasets.

Overall the lowest validation error is achieved at epoch 50
with computer-like scores for adversarial examples of 0.81,
computer validation samples of 0.98 and human validation
samples of 0.09. Therefore, the discriminator from the epoch
50 will be used in all later experiments. This discriminator
will be referred to as Adv. RoBERTa for short.

Similarly to TF-IDF and OpenAI version of RoBERTa, the
Adv. RoBERTa was evaluated with grid search. The model
achieves higher robustness on adversarial decoding attack than
OpenAI RoBERTa and requires at least 256 evaluations to be
considered broken according to the 0.1 mean score threshold.
The OpenAI RoBERTa and TF-IDF are considered broken
with only 48 evaluations. The Adv. RoBERTa achieves also
higher 0.5 mean score across hyper-parameters than the other
models that achieve only 0.09 and 0.08.

C. Generalization across generators and datasets

Next generalization of generators and discriminators across
datasets is evaluated. 7 datasets were assembled each with 500
samples with the exception of the GPT-3-175B dataset with
485 samples.

RoBERTa achieves higher than random accuracy on all
datasets but the Adv-RoBERTa dataset consisting of adversar-
ial examples of that dataset where RoBERTa achieves accuracy
of 3%. RoBERTa achieves highest accuracy on the GPT-2
dataset with accuracy of 98%. Besides Adv-RoBERTa dataset,
the second lowest accuracy is on GPT-3 dataset with 68%
accuracy.

Adv. RoBERTa shows statistically significant (p < 0.01)
improvement on all, but the GPT-3-175B dataset over OpenAI
version of RoBERTa. The statistical significance was estab-
lished with two-sample z-test allowing unequal variance [42].
There was no statically significant decrease in mean score. The
highest improvement is on the Adv-RoBERTa dataset from 3%
accuracy to 50% accuracy. The next biggest improvement is

on the Pile dataset with increase in accuracy from 69% to
76%.

Besides RoBERTa model also logistic regression on Tf-Idf
features was evaluated for generalization across dataset with
the results avaliable in the table III. The model was trained on
4 different datasets: (1) GPT-2 + WebText, (2) GPT-NEO +
The Pile, (3) Adv. RoBERTa + Webtext and (4) Adv. Tf-Idf +
WebText. Accuracy ranges from 0% for (1) GPT-2 + WebText
tested on Adv. Tf-Idf dataset to 90% for (4) Adv. Tf-Idf +
WebText tested on the Webtext.

No single logistic regression model managed to achieve
advantage over other models in accuracy across more than half
datasets. The model (4) Adv. Tf-Idf + WebText appears to be
performing the best on the WebText and the Pile datasets as
well as the Adv. Tf-Idf dataset. Otherwise this model performs
the worst from all 4 models on all other datasets. Generalizing
to GPT-3-175B dataset appears to be difficult to all 4 models.
Models trained on one adv. dataset can learn to discriminate
that adversary, but fail to generalize to the other adversary. All
models are able to generalize to the Pile dataset. Interestingly
the worst accuracy of 75% on the Pile is by the model that
was trained on that dataset. No model is able to generalize to
the GPT-NEO, with all models that had to generalize achieving
worse than random accuracy. The model trained on GPT-NEO
achieves 75% accuracy.

V. DISCUSSION

A new simple method of creating adversarial examples
called adversarial decoding has been proposed and evaluated
with regard to the effort and the ability to break existing
discriminator methods. The grid search on adversarial decod-
ing hyper-parameters shows that it does not require extensive
computational resources, therefore it is a viable attack method
for potential adversaries. The results confirm findings of the
Wolf et. al. [29] that OpenAI RoBERTa discriminator can be
broken with an adversarial attack.

The logistic regression on Tf-Idf features appears to be
about as robust to the adversarial decoding as OpenAI
RoBERTa discriminator despite lower in-domain accuracy (ta-
ble I). Additional, the OpenAI RoBERTa discriminator seems
to significantly better at non-adversarial out of distribution
generalization both on the Pile and GPT-NEO datasets as well
as GPT-3-175B dataset.

Adversarial examples generated with model of one archi-
tecture transfer within that architecture even if models are
trained on different datasets as shown in the table III on Adv.
Tf-Idf dataset. However, adversarial examples generated with
the logistic regression model do not appear to transfer to the
OpenAI RoBERTa model. The adversarial examples generated
with OpenAI RoBERTa model do transfer slightly to the Tf-
Idf model. This suggests that ensemble discriminators could
be explored as a way to defend against adversarial decoding.
Using ensemble discriminator in adversarial decoding may be
also a way to strengthen the adversarial decoding.

Adversarial training statistically significantly increases Ope-
nAI RoBERTa accuracy within domain, its robustness to



TF-IDF RoBERTa Adv. RoBERTa
step (m) sequences (n) evaluations time (sec) mean mean mean

32 4 8 11 0.437 0.277 1.000
32 8 16 13 0.190 0.185 0.801
32 12 24 16 0.152 0.174 0.528
32 16 32 19 0.110 0.107 0.700
32 32 64 30 0.064 0.074 0.701
16 4 16 13 0.121 0.213 1.000
16 8 32 16 0.184 0.104 0.701
16 12 48 19 0.039 0.067 0.511
16 16 64 21 0.051 0.074 0.646
16 32 128 35 0.026 0.029 0.308
8 4 32 14 0.147 0.169 0.900
8 8 64 20 0.035 0.039 0.469
8 12 96 24 0.040 0.018 0.511
8 16 128 28 0.024 0.024 0.196
8 32 256 47 0.011 0.006 0.100
4 4 64 20 0.062 0.052 0.838
4 8 128 24 0.026 0.022 0.208
4 12 192 33 0.005 0.008 0.100
4 16 256 40 0.006 0.005 0.000
4 32 512 69 0.001 0.003 0.000

mean: 0.086 0.083 0.511

TABLE I: Results of a grid search across step (m) and sequences (n) hyper parameters of adversarial decoding for TF-IDF,
OpenAI RoBERTa and Adversarially Trained RoBERTa discriminators. In each case GPT-2-Base is used a generator. Each
mean computed from 10 samples each length 64. Prediction with value close to 1 indicate that a sample was recognized as
computer generated by the discriminator. Time column indicates time it took to generate 10 samples and is reported only for
RoBERTa. The last row contains summary across all hyper-parameters for a given discriminator for easier comparison.

adversarial decoding attack as well as out of distribution
generalization. Due to noticeable effect size the results may
have also important practical significance. More research is
needed on how to improve discriminators ability to defend
against largest OpenAI language models like GPT-3-175B.

VI. CONCLUSIONS

The area of automated computer generated text detection is
important to study because of the potential dangers of ever
more powerful language models [3] related to fake-news [23],
spam [21] [22], propaganda [24] and hate-speech [24]. The
need for automation is compounded by human inability to
differentiate human written text from computer generated text
[20].

Automated ways of defending against [24] [23] [20] have
been proposed in the past. This paper evaluated their robust-
ness to adversarial attacks and out of distribution general-
ization. Both Logistic Regression on TF-IDF and OpenAI
RoBERTa appear to be not robust to adversarial attacks.
OpenAI RoBERTa generalizes better to out of distribution
datasets than Logistic Regression on TF-IDF features.

A new, simple method of generating adversarial examples
called adversarial decoding has been proposed. The adversarial
decoding consists of two components: a generator and a
discriminator working together in a simple greedy search loop.

It was shown that this method is able to break previously
proposed methods.

Adversarial examples generated with Logistic Regression
on TF-IDF features do not generalize to OpenAI RoBERTa
discriminators. However, adversarial examples generated with
OpenAI RoBERTa discriminator do decrease Logistic Regres-
sion on TF-IDF features accuracy.

The adversarial decoding attack has been proven to be
useful in adversarial training procedure. Adversarially trained
RoBERTa significantly increases within domain accuracy, ro-
bustness to adversarial decoding attack as well as generaliza-
tion on out of distribution datasets.

A. Ethical Considerations

This paper studies issues related to politically sensitive
subject like fake news, hate speech and propaganda therefore
the ethical issues must be carefully considered. The goal of
this research is to alarm the community about the inadequacy
of some of the automated moderation systems and to evaluate
potential improvements. The author acknowledges possibility
of misuse of this work. However, it is impossible to inform
about inadequacy without clearly explaining the nature of
said inadequacy [43] [44]. In the author view, the benefits
of drawing attention to the subject and researching it further
are bigger than the drawbacks.



RoBERTA Adv. RoBERTa
dataset target samples accuracy mean std accuracy mean std p value
webtext 0 500 0.778 0.257 0.32 0.804 0.192 0.39 0.0019
gpt-2 1 500 0.978 0.964 0.12 0.992 0.992 0.09 0.0000
adv-roberta 1 500 0.026 0.076 0.12 0.528 0.522 0.48 0.0000
adv-tfidf 1 500 0.94 0.91 0.19 0.974 0.975 0.15 0.0000
gpt-3-175b 1 485 0.682 0.669 0.37 0.633 0.63 0.47 0.0762
gpt-neo 1 500 0.914 0.882 0.22 0.934 0.934 0.24 0.0002
pile 0 500 0.69 0.325 0.36 0.764 0.234 0.41 0.0001

TABLE II: Evaluation of RoBERTa and Adv. RoBERTa generalization across diverse datasets. The target column specifies
desired prediction and the mean columns specify the mean of actual predictions while std colum specifies the standard
deviation of the mean. Adv. RoBERTa shows statistically significant (p < 0.01) improvement on all, but the gpt-3-175b
dataset. Statistically significant improvements are in bold. RoBERTa table II and TF-IDF table III are split for readability.

Accuracy of Logistic Regression TF-IDF model trained on
dataset target samples gpt-2 + webtext gpt-neo + pile adv-roberta + webtext adv-tfidf + webtext
webtext 0 500 0.756 0.796 0.772 0.900
gpt-2 1 500 0.796 0.550 0.616 0.040
adv-roberta 1 500 0.648 0.444 0.792 0.064
adv-tfidf 1 500 0.002 0.138 0.066 0.88
gpt-3-175b 1 485 0.357 0.384 0.270 0.113
gpt-neo 1 500 0.442 0.748 0.354 0.126
pile 0 500 0.818 0.754 0.800 0.852

TABLE III: Evaluation of logistic regression model trained on Tf-Idf features across diverse datasets. Columns show evaluation
of one model trained on combination of computer and human train samples. Rows show evaluation of many models on one
test dataset. The target column specifies label assigned to dataset 0 for dataset of human samples and 1 for dataset of computer
samples. The best performing models on a dataset are in bold. No single model appears to be significantly outperforming
another.

dataset target samples TFIDF-GPT2 TFIDF-GPT-NEO RoBERTa RoBERTa-Adv
human-prompt-4 1 100 0.59 0.38 0.17 0.71
human-prompt-8 1 100 0.63 0.35 0.16 0.6
human-prompt-16 1 100 0.54 0.32 0.17 0.46
human-prompt-32 1 100 0.47 0.34 0.1 0.27

TABLE IV: Evaluation of combining human written prompts with computer generation. Accuracy across 4 different models
are reported. Despite human prompt each sample is assumed to be computer written, so the model is expected to predict that
the samples were computer generated. 4 different human written prompt lengths are considered: 4, 8, 16 and 32 tokens long.
The best performing models on a dataset are in bold.

The legality of the datasets used in the study should be also
considered. Specifically, the datasets used are scraped from
the internet therefore they may infringe intellectual property
rights. Their use is based on the exception provided in the
Article 3 ”Text and data mining for the purposes of scientific
research” of the Directive on Copyright in the Digital Single
Market [45].
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