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Abstract—Mobile telecommunications networks are complex
architectures dealing with millions of devices every day. They
produce enormous amounts of log data which needs to be
sifted to find potential anomalies which can then be analyzed
and diagnosed by domain experts. While deterministic tools
exist for finding individual anomalous events, neural network
models operating on sequences of events have been shown to
find interesting anomalies. This thesis evaluates different such
models in hopes of finding an optimal architecture and parameter
combination for anomaly detection.

I. INTRODUCTION

A mobile telecommunications network consists of the phys-
ical and digital infrastructure which connects millions of
devices and allows them to seamlessly communicate. Ericsson
manages the network of one of the largest mobile operators
in the Netherlands. The network includes multiple commu-
nications standards, the most commonly used at the time
of writing is Long Term Evolution (LTE) (also known as
4G) offering higher speeds and an entirely packet-switched
architecture compared to earlier standards. The structure of
the LTE network is defined by the LTE international standard
[1].

Within this standard, the Mobility Management Entity
(MME) is a node between the terrestrial network and the
operator’s core network. It is responsible for maintaining con-
nections with all the devices present on the network, referred
to as User Equipment (UE), tracking their locations, verifying
whether they are authorized to perform certain actions, and
forwarding their requests to the operator.

The MME keeps a log of every event that occurs on the
network. Ericsson routinely monitors this log for anomalous
behavior which might signal a problem with a certain device
or class of devices, with a certain base station, or with the
MME itself.

Each event in the log contains information about its type,
the identity of the UE that requested it, the time it took to com-
plete, a success value, and other relevant information. Based
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on this information, Ericsson searches for potential anomalies
in the logs by identifying known problematic patterns in
certain events. Domain experts are ultimately responsible for
investigating further.

Previous work performed at Ericsson was aimed at devel-
oping a new way of identifying potential anomalies in the
logs, based on LSTM Autoencoder (AE) models. Methods
were developed for finding anomalous sequences of events
and demonstrated to yield relevant results. The goal of this
thesis is to further develop these methods and, in particular,
evaluate different AE architectures on their ability to identify
anomalies in unlabeled data.

The questions this thesis investigates are which architecture
is best among dense, LSTM, and convolutional, whether
adding variational inference to an AEs improves its perfor-
mance, and what embedding size and other parameters yield
the best results.

II. LITERATURE REVIEW

There has been research into anomaly detection of discrete
sequences, often in the context of intrusion detection and
airline safety [2].

Including using unlabeled datasets. Chandola et al. [3]
identify four different types of anomaly detection algorithms
on discrete sequences. Two of these, namely Markovian tech-
niques and Hidden Markov Model based techniques, are not
suitable to the dataset in question. These techniques work
with sequences consisting of a finite alphabet of symbols
while MME log data contains important continuous fields
such as time and duration making the alphabet infinite. It
is possible to quantize these fields but any useful precision
would require an extremely large alphabet. The other two tech-
niques, namely kernel-based and window-based techniques
are applicable. These techniques rely on the calculation of a
similarity measure between sequences such as the Normalized
Longest Common Subsequence (nLCS) [4]. The use of nLCS
in particular was tried in previous experiments but was found
to be too inefficient for a large dataset. In general, these
techniques require O(n2) time making them impractical in



a real-time environment. Additionally, nLCS doesn’t work
with an infinite alphabet which raises the problems previously
mentioned.

Guo et al. [5] propose the use of a variational Long Short-
Term Memory (LSTM) Autoencoder (AE) architecture for
anomaly detection. An AE is a neural network that compresses
its input into a low-dimensional latent vector space and learns
to reconstruct the input from the latent representation. The
goal is for the network to learn a meaningful compressed
representation of its input.

The advantage of training an autoencoder to recognize
anomalous sequences is twofold. First, given a complex set of
continuous and categorical variables as well as a chronological
ordering, a neural network is theoretically able to learn a very
complex encoding that would be very difficult to devise by
hand. Second, once an autoencoder is trained, it can efficiently
be used on unseen data with only an occasional need to retrain
if the general conditions of the network change (such as to
account for seasonal variation in usage patterns).

When trained on a dataset of mostly similar data, this
means the network learns to encode the unique aspects of each
datapoint. The paper uses the latent space representation of
sequences as the data points among which to find anomalies
with techniques such as random forest and clustering. This
was attempted as part of this thesis, specifically using k-means
and DBSCAN clustering algorithms but no useful results were
obtained.

III. DATA

A. Data retrieval

For the purposes of redundancy, Ericsson manages three
MME nodes, each of which is responsible for roughly a third
of the traffic on the network, without any bias towards user
group or geographical area. The three MMEs are located in
different cities and of them keeps its own separate event log.
For this thesis, data was only taken from a single MME. The
data was converted from binary to textual format, cleaned, and
loaded into a relational database. A database was chosen for
this purpose because it provides an efficient storage solution
and allows for complex grouping operations to be performed
on the data. Since MME event logs are only roughly chrono-
logically ordered, events were only gathered into data sessions
once all the data was in the database. Finally, the data sessions
were extracted from the database, normalized, and stored in
an HDF5 file for easy retrieval when training. Normalization
was performed by setting the range for every event field to
[0, 1] using the minimum and maximum value over the whole
dataset. Note that binary-encoded fields (as described in IV-B)
are not affected by normalization as all their numbers are
already in the range [0, 1].

Time was represented in the sequences as three separate
fields. One field was used to denote the time since the
beginning of the sequence. The other two were used to encode
the time of day and day of the week. The goal of this setup
was to give the model all useful information regarding the
temporal location of the event in the sequence and allow it

to account for seasonality. Absolute time was not included as
this was deemed to be superfluous information.

Ericsson uses three virtualized MME nodes which share
responsibility for the whole network. To reduce the amount
of data, events were taken from a single MME allowing for
a longer period of time to be analyzed. This data represents
roughly a third of network activity and is not expected to be
biased.

It is known that roaming users often experience unusual
behavior. Since these users already represent a negligible
fraction of traffic on the network, only data relating to home
network users was included.

The MME logs events from all communication protocols
(3G, LTE, 5G). Different protocols have different patterns so
it was chosen to only focus on LTE data as it represents the
majority of data. Only events relating to LTE communication
were considered. Among these, certain types of events were
removed. In particular, L_HANDOVER events are logged when
a UE switches from one base station to another. These events
do not relate to a UE’s activity and can occur at any time
which pollutes the sequences.

In total, 7 types of events were included in the dataset:
• L_ATTACH: This is logged when a UE first connects to

the network and registers with the MME.
• L_DETACH: This is the opposite of L_ATTACH and is

logged when a UE disconnects from the MME. This event
can be initiated by the UE or the network.

• L_PDN_CONNECT: This is logged when the UE requests
a connection to a Packet Data Network (PDN) such as
the internet. In most cases, this event is implicitly part of
L_ATTACH.

• L_PDN_DISCONNECT: This is the opposite of
L_PDN_CONNECT and is logged when a UE disconnects
from a PDN. This event should be logged right before
L_DETACH.

• L_DEDICATED_BEARER_ACTIVATE: This is logged
when the UE requests a service that can’t be handled by
its default bearer. Generally this signifies the beginning
of a voice call.

• L_DEDICATED_BEARER_DEACTIVATE: This is the
opposite of
L_DEDICATED_BEARER_ACTIVATE and is logged
when the MME deactivates a dedicated bearer.

• L_SERVICE_REQUEST: This event is logged when a
UE requests data from the network.

B. Sequences of events

In previous work it was found that searching for point
anomalies (single events) is not desirable, Ericsson already has
tools that find these anomalies based on deterministic criteria.
Attention was instead focused on finding collective anomalies,
namely periods of user activity (sequences of events) that were
anomalous compared to other such sequences, the justification
being that abnormal behavior can occur without any of the
individual events being suspicious. For instance, the exact
sequence of events might indicate that a UE is acting in an



unexpected manner or, more subtly, the timing of events in a
sequence might be identified as unusual.

A user’s activity can be conceptualized as a sequence of
events in chronological order with no clear beginning or end.
Any data retrieved from the MME is a window into this
sequence of activity. Since the anomaly detection method used
in this thesis relies on finding data points that do not match the
majority of data, it is important that the sequences be fairly
homogeneous.

Previous work on this topic relied on two kinds of se-
quences: L_ATTACH-L_DETACH sequences and data ses-
sions. In both cases, sequences were composed of all the events
between the starting event and ending event (inclusive).

For the first type of sequence, these events were L_ATTACH
and L_DETACH. These events represent when a UE connects
to and disconnects from the network respectively meaning that
this type of sequence represents the entirety of a UE’s activity
while it is connected. Therefore, these sequences tend to be
relatively long. This has two disadvantages. First, there are
fewer of these sequences in any given dataset because most
of them are longer than the dataset itself, this also leads to
a selection bias preferring shorter sequences. Second, there is
significant variability among the sequences. A UE’s full activ-
ity log is unpredictable and many patterns can be considered
normal. This lack of training data and homogeneity harms
anomaly detection efforts. Most of the anomalies identified
from L_ATTACH-L_DETACH sequences consisted of a single
event or pair of events being repeated indefinitely. These
anomalies are useful to find but also trivial to identify with
traditional tools so they were deemed relatively uninteresting.

The other type of sequence, the data session, consists
of events between an L_PDN_CONNECT event and an
L_PDN_DISCONNECT event. Data sessions are more mean-
ingful than the previous type of sequence in that they represent
a user’s activity while connected to a PDN. An L_ATTACH-
L_DETACH sequence can contain multiple data sessions
within it. This, in addition to the aforementioned bias towards
shorter sequences, means there are roughly 10 times more data
sessions in a 3 hour dataset.

The data used in this thesis consists of data sessions and a
third type of sequence: ends of data sessions. As explained in
III-B1, it was decided to only use sequences of constant length.
This puts a limit on the number of data sessions available for
training. As shown in Figure 6, the number of available data
sessions is inversely proportional to their length. Length 10
was chosen as a compromise between having long enough
sequences to find meaningful patterns and having enough
training data. In total, there are 17 217 data sessions of length
10. The desire for longer sequences led to the use of ends
of data sessions. This choice was justified with the rationale
that anomalies often lead to a termination either of the data
session or of the UE’s connection to the network (which also
terminates any active data sessions). This makes it sensible
to look for anomalous events in the final few events of a
data session. Not requiring the beginning of the data session
to be known allows for the use of many different lengths of

data sessions as well as ones that started before the start of
the dataset. It was chosen to take ends of data sessions of
length 30. These were filtered to exclude L_PDN_CONNECT
events and to only include one final L_PDN_DISCONNECT
event. The first limitation was to avoid full data sessions,
the second was due to a recurring pattern of repeated pairs
of L_PDN_DISCONNECT and L_PDN_DISCONNECT events
being pervasive in the data and comprising all found anoma-
lies. As with other patterns, this is indeed an anomaly but not
an interesting one.

1) Sequences of different lengths: Previous experiments on
this data were conducted with LSTM models that could be
trained with sequences of different lengths. It was found in
the course of those experiments that length always turned out
to be the best predictor of loss meaning that loss could not
reasonably be used to identify anomalies. For this reason, all
experiments in this thesis were performed using sequences of
constant length.

IV. METHODS

A. Definition of an anomaly

As previously mentioned, all data used in this thesis as well
as in previous work is entirely unlabeled. It consists simply of
a large number of events. It can be argued that events marked
as rejected or aborted are labeled as anomalous by the MME
but these are not the kinds of anomalies this work is interested
in finding. It is also infeasible to ask a domain expert to label
any significant subset of the data because this would have to
consists of tens of thousands of sequences of events. For this
reason, a definition of anomaly is required that makes only
very limited assumptions about the data.

As previously mentioned, no labeled data is available and
due to the enormous amount of data and the rarity of anoma-
lies, it is not feasible to ask a domain expert to label any
significant portion of data either. However, these qualities of
the dataset, together with its homogeneity, allow for anomalies
to be defined as data points (sequences of events in this case)
that are significantly different from the vast majority of the
data. Using this definition, what is classified as an anomaly
can change over time if normal usage patterns change. It
also does not necessarily identify problematic data points,
anomalies found using this definition can be considered benign
while very common malicious patterns will not be identified.
These are inherent limitations of the unsupervised nature of
this work.

Specifically, anomalies are identified in this thesis by taking
the n sequences from a dataset which have the highest
reconstruction loss, as suggested in [6].

B. Binary encoding

Most fields of an event are categorical with no ordinal
relationship between the values. The representation of such
fields can affect the performance of the model. Representing
a categorical field with a different number for every value has
two disadvantages. Firstly, after normalization, the numbers
become very close together, especially if the field has many



possible values, which makes fundamentally different values
look similar. Secondly, the model can learn an ordinal rela-
tionship where one doesn’t exist, assuming certain pairs of
values are closer than others or that some values are larger
than others when this is just an artifact of the encoding.
A commonly used alternative is One-Hot Encoding (OHE)
where a categorical field with n possible values is represented
using n numbers all set to 0 except one which is set to 1
to indicate the field’s value. The disadvantage of OHE is the
size requirement. Depending on the exact dataset and field
that were used, events encoded using OHE would contain
anywhere from 600 to over 10 000 numbers. Even on the low
end, given the amount of training data used, these events took
up too much of the GPU’s memory. As a compromise, binary
encoding was used instead requiring only dlog2(n)e numbers
to encode the same field and greatly reducing the sizes of event
vectors to a total of 69 or 81 depending on the dataset. Potdar
et al. [7] showed that binary encoding performs as well as OHE
for encoding categorical fields in a classification task, both
encoding methods performed better than ordinal encoding.

C. Models

In total eight different models were evaluated. Some of
these include a parameter for which different values were
tested. Each model supports any embedding size greater or
equal to 1. All embeddings are continuous and no activation
functions are used in any of the models. An experiment was
performed to judge the success of binary embeddings and
sigmoid activations and it was determined that these are not
beneficial.

The architectures are listed as follows:
• Single-depth dense AE

This architecture consists of a single fully connected
encoding layer and a single fully connected decoding
layer. Sequences are input as one-dimensional vectors
where all events are concatenated end-to-end. As with
all other models, the embedding size is variable, there
are no other parameters in this model.

• Double-depth dense AE
This architecture is similar to the single-depth dense
AE but it includes an additional layer in the encoder
and an additional layer in the decoder. The size of this
intermediate layer is variable and multiple different sizes
were tried. The encoder and decoder are symmetrical so
the intermediate layers of each have the same size.

• Quadruple-depth dense AE
This architecture further extends the dense AE by having
four layers in the encoder and four layers in the decoder.
Varying the sizes of each layer would result in too many
parameters so their sizes are fixed. In the encoder, the
sizes of intermediate layers decrease quadratically from
the input size to the embedding size. The decoder has the
same layer sizes in reverse. There are no parameters to
this model other than the embedding size.

• Convolutional AE
In this architecture, the encoder consists of two CNN

layers, each followed by a pooling layer. Input is taken as
a two-dimensional matrix where event vectors are stacked
on top of each other meaning the width is equal to the
length of an event vector and the height is equal to the
number of events in a sequence. The first CNN layer has
10 filters and a kernel of height 4 and width equivalent
to an event vector. The kernel strides one row at a time,
seeing 4 event vectors at each step.
Since the data is not image data, it was found to be
impractical to use CNN layers in the decoder. For this
reason, the decoder is a double-depth dense decoder with
an intermediate layer of size 64. This architecture is
parametrized by the type of the two pooling layers: either
maximum pooling or average pooling can be used.

• Variational dense AE
This architecture is similar to a double-depth dense AE
but includes variational inference as part of the decoder.
The encoder consists of a first intermediate layer with
independently variable size followed by two separate
embedding layers, each taking the intermediate layer’s
output as input, one generating a vector of means and
one a vector of variances which together describe a
multivariate normal distribution. The decoder starts by
taking a random sample from this distribution (meaning
that decoding is nondeterministic). The sampled vector
is then treated as input to a regular two-layer dense
decoder whose intermediate layer has the same size as
the encoder’s intermediate layer.

• Single-depth LSTM AE
This architecture includes an LSTM as part of the encoder
and one as part of the decoder. Input is taken and output
is returned not as a single vector but as a number of
timesteps, one for each event vector in the sequence.
The first layer in the encoder is an LSTM layer whose
hidden state size is individually variable. Each LSTM cell
receives the previous cell’s hidden state (initialized as all
0s for the first cell) and one timestep and produces a new
hidden state. The final hidden state is passed to a dense
layer that converts it to the desired embedding size. The
decoder also consists of an LSTM layer with the same
hidden state size, this time each cell gets the embedding
as input in addition to the previous cell’s hidden state.
The hidden state of each cell is passed through a dense
layer to convert it to a timestep of the output sequence,
this is referred to as a time-distributed dense layer.

• Double-depth LSTM AE
This architecture is similar to the single-depth LSTM AE
but has two LSTM layers in the encoder and two in
the decoder. The first LSTM layer in the encoder passes
each hidden state to the corresponding cell in the second
LSTM layer, the final hidden state of which is then used
to produce the embedding. The second LSTM layer in
the decoder is inserted between the first LSTM layer and
the final time-distributed dense layer.

• Variational LSTM AE
This architecture combines the single-depth AE with



variational inference. Mirroring the variational dense AE,
the hidden state of the final cell in the encoder is passed
to two separate layers that produce a vector of means and
a vector of variances respectively. The decoder randomly
samples a vector from the multivariate distribution and
passes it to a decoder equivalent to that of the single-
depth LSTM architecture. As with that model, the sizes
of the hidden states in the encoder and decoder are equal
and variable as a parameter of the model.

1) Variational models: Two variational models are eval-
uated as part of this thesis: one based on fully connected
encoder and decoder layers and one using LSTMs. Variational
inference was originally added to autoencoders as a regular-
ization technique, it was meant to force AEs to learn a more
meaningful representation of their input [8].

D. Loss function

Previous work as well as initial exploratory experiments in
this thesis use Mean Squared Error (MSE) or Mean Absolute
Error (MAE) as the loss function used to judge how well an
AE reconstructs its input. In previous work, MSE was found
to be preferable to MAE because, since it squares errors, it
punishes larger deviations proportionately more than smaller
ones. This is desirable because it encourages the AE to not
prioritize any particular field or event but to learn to represent
the whole sequence of events as closely as possible.

For this thesis, a modified MSE loss function was imple-
mented to account for binary-encoded fields taking up different
amounts of space. The problem can be demonstrated with a
simple example: if two binary-encoded fields are predicted
by a model to be entirely composed of 0.5 values (where
each value is expected to be a 0 or a 1), the error for each
position will be 0.52 = 0.25 but the field which is represented
using more numbers will have a higher total error. This leads
to the model prioritizing the representation of categorical
fields with more possible values (which are represented using
more numbers) over those with fewer. To prevent this, the
custom loss function takes the average squared error of all the
positions representing the ordinal field and adds that to the
total loss instead. For instance, a field with 4 possible values
would be represented by dlog2(4)e = 2 binary numbers, each
of which would contribute its error scaled by 0.5 to the total
loss. In the previous example, where all numbers are predicted
to be 0.5, both fields would contribute the same amount (0.25)
to the loss.

If a sigmoid activation function is used on the output, this
loss function also limits the total loss attributed to a single
ordinal field to 1, the same as the maximum loss for a single
continuous field. However, most experiments in this thesis do
not include sigmoid activation allowing losses to be arbitrarily
high.

E. Training the models

Optimization was performed using the Adam algorithm [9]
as suggested in [5] with a batch size of 8 per training step.
Given the different convergence rates inherent in different

model structures, the number of training epochs was not
limited. Instead, training was terminated when the validation
loss did not decrease by more than 0.0001 for 30 epochs in a
row. Data was split into 90% training and 10% validation data.
The data was shuffled before splitting it so different models
were trained with different subsets selected as training and
validation data. Models were trained on an Nvidia Quadro
RTX 4000 graphics card.

V. EXPERIMENTS

A. Initial evaluation of models based on training loss

Some preliminary experiments were conducted to evaluate
the minimum validation loss achieved by each model during
training. The models used for this experiment were the single-
depth dense AE, the double-depth dense AE, three versions
of the variational dense AE with intermediate layer sizes 16,
32, and 64, a version of the single-depth LSTM AE where
the hidden state size is equal to the embedding size and no
dense layers are used, and a version of the double-depth LSTM
AE with the same design. The loss function used for this
experiment was MSE.

Experience from previous research indicated that the opti-
mal embedding size would be somewhere between 1 and 10,
more specifically, previous research determined that validation
loss can be minimized with an embedding size between 5 and
7. It was decided to evaluate these models with embedding
sizes 2, 4, 6, and 8.

B. Checking that models are learning

The results of the previous experiment raised concerns that
models might not be learning to compress input sequences but
might rather be learning to produce a constant output sequence
which happens to have a very low average loss against the
whole training dataset.

Two things were done to test this. First, an average sequence
was produced by taking the mean value over the training
dataset for every continuous field and the most common
value for every number in a binary field. This sequence
was constructed in hopes of minimizing its average loss
against the training dataset. Second, models were created with
very tight sigmoid activation functions applied to the layer
which generates the embedding. A sigmoid activation function
constrains the values produced by a layer to the range (0, 1)
with very small values becoming close to 0 and very large
values becoming close to 1. Between the two extremes, there
is a smooth transition where the sigmoid function will generate
values between 0 and 1. By tightening the sigmoid function
(multiplying the input by a large constant), it is possible to re-
duce the range of intermediate values and increase the gradient
of the middle part of the function increasing the probability
that values close to 0 or 1 will be returned while maintaining
differentiability. The tight sigmoid activation function with a
‘tightness’ factor α is as follows:

1

1 + e−αx



This experiment used α values of 100 and 1000 and an
embedding size of 2.

C. Evaluating models

Finally, 12 model configurations were trained on both
datasets and evaluated with input from a domain expert. The
configurations were the following:

• Single-depth dense
• Double-depth dense with intermediate layer sizes 8 and

128
• 4-depth dense
• Single-depth LSTM with hidden state sizes 8 and 128
• Variational dense with intermediate layer sizes 8 and 128
• Variational LSTM with hidden state sizes 8 and 128
• Convolutional with max and average pooling.
The models were trained on a subset of training data. They

were then used to identify n anomalies each from a separate
testing dataset. All anomalies found by all models were then
passed to a domain expert to be labeled as truly anomalous
or normal. The truly anomalous sequences were then inserted
into yet another dataset, modifying their timestamps to make
them fit in, and all model configurations were re-trained on
this new dataset. Models were scored by how many of the
true anomalies they correctly identified as such in the new
dataset. This experiment was performed on both datasets, the
one consisting of full data sessions of length 10 and the one
consisting of data session ends of length 30.

When true anomalies were inserted into a new dataset, care
was taken to insert them into the same day of the week and
time as in their original dataset. This means an anomalous
sequence from a Monday morning would be inserted into
another Monday morning to avoid it being flagged as an
anomaly from its time context.

VI. RESULTS

A. Initial evaluation of models based on training loss

A very important initial result from this experiment was
that the hidden state size of LSTM models should not equal
the embedding size but should be an independent parameter.
Figure 1 clearly shows that the hidden state size is the limiting
factor preventing LSTM models from achieving validation
losses comparable to dense and variational models.

Figure 1 also shows that models were able to learn to
compress the dataset with a surprisingly low validation loss
even at very small embedding sizes. This was true of regular
dense models but was particularly evident with variational
models which achieved validation losses almost as good with
an embedding size of 2 as they did with an embedding size
of 8.

B. Checking that models are learning

Table I reports the resulting losses from the average se-
quence and single-depth dense models equipped with sigmoid
activation functions with α values of 1, 100, and 1000. The
results for other types of models were very similar. In this case,
the model with α = 100 generated a single binary embedding

Figure 1: Minimum validation MSE loss achieved by models
trained on sequences of fixed length 10.

Model with no activation 0.0043
Model with σ activation (α = 1) 0.0048
Model with σ activation (α = 100) 0.01944
Model with σ activation (α = 1000) 0.01932
Average sequence 0.02849

Table I: Average loss over the training dataset using three
single-depth dense AEs with sigmoid activation of different
tightness, one single-depth dense AE without activation, and
an average data point.

for every input meaning that the decoder always received the
same embedding as input and thus always produced the same
output. This is equivalent to learning an optimal constant
output. The model with α = 1000 learned two distinct
binary embeddings representing the whole dataset. Its decoder
received a single bit of information for every input. This might
be the reason for its very slightly lower loss but this is well
within any reasonable margin of error. The loss achieved by the
average sequence is about 1.5 times higher. This is expected
since the models learned the optimal constant output while the
average sequence was constructed by hand.

All three of these results compare very poorly to the model
with regular sigmoid activation (α = 1) and the model with
no activation at all. These models achieved average validation
losses roughly 4 times smaller than the other two models. This
is very strong evidence that the models are indeed learning to
represent their input sequences in a continuous embedding of
size 2 and not just producing a constant output.

C. Evaluating models

After the models were trained, they were first compared to
each other by visualizing the number of anomalies they found
in common. Figure 2 shows an example of similarity matrix
for the convolutional models, it shows that almost all models
found the same anomalies with models with embedding sizes
1 and 2 performing very similarly as well as those with
embedding sizes 3, 4, and 5 and those with embedding
sizes larger than 6. This suggests that three distinct encoding
strategies were learned by different models, each requiring
a certain dimensionality to be used. A very similar pattern
was observed in single-depth, double-depth and 4-depth dense
models.



Figure 2: Similarity matrix for convolutional models with both
maximum and average pooling and different embedding sizes.

A different pattern is visible in Figure 3 which shows the
similarity matrix for variational dense models. In this case,
both a larger intermediate layer size and larger embedding
sizes allowed models to learn more diverse embedding strate-
gies leading to different models finding different anomalies.

Figure 5 shows the similarity matrix for LSTM models.
These show a similar pattern to variational dense models,
and indeed to variational LSTM models where models with
more storage capacity and more encoding machinery in the
layers find more diverse anomalies. Comparing LSTM models
to variational LSTM models also gives a similar pattern
suggesting that the parameters are more important than the
model architecture. The similarity matrices relate to the dataset
consisting of thesis ends of length 30 but very similar results
were observed for the other dataset.

Taking the top 10 sequences as anomalies from each of
the 12 model configurations, 52 total anomalous sequences
were produced, showing once again that models find similar
anomalies. The domain expert evaluated all 52 sequences to
be truly anomalous. Models were then evaluated on how many
of these they could find. Table II shows the average number of
sequences (out of 52) that a model included in its 10 sequences
with highest loss. Note that it is impossible for a model to
score 100% in this case, the objective is not to evaluate models
absolutely, but rather to compare them to each other.

Tables II and ?? show how model architectures and embed-
ding sizes compare to each other for the first dataset, Tables IV
and V show the same for the second dataset. Full results are
shown in Tables VII for the first dataset and VI for the second.
Unfortunately, some data was lost during processing. The
available results are inconclusive, it appears that LSTM models
perform on average a little better than dense models and

Figure 3: Similarity matrix for variational dense models with
intermediate layer sizes 8 and 128 and different embedding
sizes.

Figure 4: Similarity matrix for LSTM models with hidden state
sizes 8 and 128 and different embedding sizes.



Figure 5: Similarity matrix between LSTM and variational
LSTM models with hidden state sizes 8 and 128 and different
embedding sizes.

Model variant Average number of true
anomalies identified

Single-depth LSTM 8.7
Double-depth dense 8.7
Variational dense 8.3
Variational LSTM 7.7

Table II: Model architectures compared by the average number
of true anomalies models of that type could find. Dataset of
full data sessions of length 10.

that variational dense models in particular perform relatively
poorly.

D. Comparing the similarity of anomalies found by different
models

Since there is no a priori ground truth, an indication of
model performance is to compare the anomalies found by
different models from the same dataset.

Models were trained on a dataset consisting of 30-event-
long ends of sequences. Figure ?? shows similarity matrices
for the individual types of models parametrized by embedding
size and optionally another parameter depending on the type
of model. The patterns we observe are that for dense models,

Embedding size Average number of true
anomalies identified

7 8.75
5 8.5
6 8.375
2 8.13
1 8

Table III: Embedding sizes compared by the average number
of true anomalies models with that embedding size could find.
Dataset of full data sessions of length 10.

Model variant Average number of true
anomalies identified

Variational LSTM 7.33
Single-depth LSTM 7.25
Single-depth dense 7.17
Convolutional 7.17
Double-depth dense 7
4-depth dense 6.5
Variational dense 6

Table IV: Model architectures compared by the average num-
ber of true anomalies models of that type could find. Dataset
of data session ends of length 30.

Embedding size Average number of true
anomalies identified

7 7.75
5 6.75
6 6.67
2 6
1 5.33

Table V: Embedding sizes compared by the average number
of true anomalies models with that embedding size could find.
Dataset of data session ends of length 30.

models with an embedding size of 1 give fairly unique
result, embedding sizes 2 and 3 are similar and models with
embedding sizes 4-15 return the most similar results in terms
of anomaly detection.

VII. DISCUSSION

The results of this work are inconclusive. They seem to
suggest that certain architectures perform better than others
depending on the dataset. They also confirm results from
previous work that indicate that the optimal range for the
embedding size is 5-7. One of the major insights from this
work is that embedding sizes as well as lstm hidden layers
should not be too large as this leads to models learning dif-
ferent encoding techniques on different runs and thus finding
different anomalies.

VIII. CONCLUSIONS

Variational models did not demonstrate a clear advantage
over regular models, neither did convolutional models. It
was also shown that dense models perform about as well as
LSTM models suggesting that these lighter-weight models are
a viable strategy for anomaly detection in MME log data.
All models did however identify rare sequences as anomalous
and domain experts confirmed that these sequences include
abnormal behavior meaning the operational definition of an
anomaly used in this thesis is valid.

Future work should focus on simplifying the models further,
perhaps using smaller events with less data to enable faster
training and an online architecture.
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APPENDIX

Variant Parameter
Embedding

size Number of anomalies
identified (/49)

1 Single-depth LSTM 128 10 10
1 Convolutional avg 10 10
2 Double-depth dense 128 10 9
2 Single-depth LSTM 128 7 9
2 Single-depth LSTM 128 5 9
2 Convolutional avg 6 9
2 Double-depth dense 8 10 9
2 Convolutional max 10 9
2 Variational LSTM 128 7 9
2 Single-depth dense - 6 9
2 Double-depth dense 8 7 9
2 Variational dense 128 5 9
2 Variational LSTM 128 5 9
2 Single-depth LSTM 128 2 9
2 Single-depth dense - 10 9
Variational dense 8 5 8
4-depth dense 8 7 8
4-depth dense 8 10 8
Variational dense 128 7 8
Single-depth LSTM 128 6 8
Variational LSTM 128 6 8
Double-depth dense 128 7 8
Single-depth dense - 7 8
Variational LSTM 128 10 8
Convolutional max 7 8
Convolutional avg 7 8
Variational dense 128 6 8
Convolutional max 6 7
Variational dense 128 10 7
Variational dense 8 2 7
Single-depth LSTM 8 10 7
Variational dense 8 1 6
Variational LSTM 8 1 6
Double-depth dense 8 5 6
Variational dense 8 7 6
Double-depth dense 128 2 6
Double-depth dense 128 6 6
Double-depth dense 128 5 6
Variational LSTM 8 10 6
Single-depth LSTM 8 5 6
Convolutional max 1 6
4-depth dense 8 2 6
Double-depth dense 8 6 6
Convolutional max 2 6
Single-depth LSTM 8 2 6
Double-depth dense 8 2 6
Single-depth dense - 5 6
Convolutional max 5 6
Variational LSTM 128 2 6
4-depth dense 8 5 6
Single-depth LSTM 128 1 6
4-depth dense 8 6 6
Variational LSTM 8 7 6
Single-depth LSTM 8 1 6
Convolutional avg 2 6
Convolutional avg 1 6
Double-depth dense 128 1 6
Single-depth dense - 2 6
Single-depth LSTM 8 7 6
Variational LSTM 8 2 5
Convolutional avg 5 5
Variational dense 8 10 5
Single-depth dense - 1 5
Variational LSTM 128 1 5
Double-depth dense 8 1 5
Single-depth LSTM 8 6 5
Variational LSTM 8 5 5
4-depth dense 8 1 5
Variational LSTM 8 6 5
Variational dense 128 2 3
Variational dense 8 6 3
Variational dense 128 1 2

Table VI: All model configurations tested on data session ends
of length 30 ranked by how many true anomalies they were
able to identify. What the parameter refers to depends on the
type of model, see IV-C.



Variant Parameter
Embedding

size Number of anomalies
identified (/49)

Double-depth dense 10 5 8
Variational LSTM 10 5 8
Variational LSTM 10 2 8
Variational LSTM 1000 5 8
Variational LSTM 1000 1 7
Variational LSTM 10 6 7
Variational dense 128 5 9
Single-depth LSTM 10 5 7
Single-depth LSTM 50 1 9
Double-depth dense 128 7 9
Single-depth LSTM 50 6 9
Variational dense 128 7 9
Double-depth dense 128 5 9
Double-depth dense 10 2 9
Variational dense 128 1 8
Double-depth dense 10 1 7
Single-depth LSTM 10 7 9
Single-depth LSTM 10 6 8
Variational LSTM 10 1 7
Double-depth dense 128 2 9
Variational dense 128 6 9
Single-depth LSTM 50 7 9
Double-depth dense 10 7 9
Double-depth dense 128 6 9
Double-depth dense 10 6 9
Variational dense 10 7 8
Double-depth dense 128 1 9
Variational LSTM 1000 7 9
Single-depth LSTM 50 5 8
Variational LSTM 10 7 8
Single-depth LSTM 50 2 9
Variational LSTM 1000 2 7
Variational dense 10 1 8
Variational dense 10 6 8
Variational LSTM 1000 6 8
Variational dense 10 5 8
Variational dense 128 2 8
Single-depth LSTM 10 2 7
Single-depth LSTM 10 1 9
Variational dense 10 2 8

Table VII: All model configurations tested on full data sessions
of length 10 ranked by how many true anomalies they were
able to identify. What the parameter refers to depends on the
type of model, see IV-C.


