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Abstract—Question answering (QA) in Dutch is lagging behind
major languages in terms of data set availability for training
and testing. This is a bottleneck issue for the development
of Dutch Natural Language Processing. This project addresses
the issue of a missing test data set by contributing a Dutch
question answering benchmark constructed from real reading
comprehension exams used in Dutch schools.

It is also investigated how a pre-trained multilingual trans-
former could be trained to answer questions in Dutch without
a dedicated training data set available in this language. Possible
approaches are evaluated against the new Dutch QA benchmark,
and a detailed analysis of potential challenges posed by this test
set is provided. Finally, the role of accurate information retrieval
as a component of the QA system is explored.

Index Terms—question answering, reading comprehension,
information retrieval, data augmentation, language models

I. INTRODUCTION

A. Problem statement

This thesis is written in collaboration with a Dutch company
whose services include answering customer questions. Often
the questions must be answered on the basis of company
documents that may or may not be available to the public, and
part of the problem is finding the document which contains
the right information. Once the correct document is identified,
the information must be processed into the form of an answer
that addresses the question of the customer.

For these reasons, the focus of this project is to study
generative open-book question answering systems. Focusing
on generative rather than extractive QA is necessary because
an extractive system would only provide the customer with
selected spans of text from the company documents, without
any ability to summarize or reformulate the information to be
more directed to the answer.

Formulating the QA task as an open-book problem, as
opposed to closed-book, means that the system will produce
the answer on the basis of a text document fed to a reading
comprehension model (reader), rather than having to produce
the answer purely on the basis of the knowledge stored during
training. However, even the best currently available reading
comprehension models are subject to constraints in terms of
how much text they can read, due to the manner in which
computational requirements scale with increased input length.
Therefore, in order to be useful, the QA system must be able
to retrieve the most relevant text resources from the available
documents. This warrants the inclusion of an information

retrieval component (retriever), in addition to the reader model
that produces the final answer.

An important additional consideration is the fact that the
system will receive questions in Dutch and likewise need
to produce the answers in Dutch. The company documents
also usually exist in Dutch only. The language constraint
poses significant additional challenges due to the shortage of
resources. The research problem addressed by this project is to
investigate how to build such a generative question answering
system in Dutch, a language for which question answering
train and test data are not readily available.

The primary contributions presented in this paper are as
follows:

• Addressing the lack of a Dutch QA benchmark by con-
structing a challenging test data set from real reading
comprehension exams used in Dutch schools;

• Investigating how to train a Dutch question answering
system in the absence of a dedicated training data set,
and testing the potential solutions on the Dutch test set
that was developed;

• Providing a detailed analysis of some of the potential
challenges that models face on the test set;

• Studying the effect of information retrieval on generative
QA performance.

B. Background and related work

Question Answering is a popular, yet unsolved problem
in Natural Language Processing (NLP) that has captured the
attention of researchers for several decades. Over the years
multiple paradigms have emerged and passed with regard to
QA, ranging from knowledge-based QA systems that rely
on structured databases or knowledge graphs to information
retrieval based systems that use a reading comprehension
module to produce an answer on the basis of unstructured text
documents obtained from a larger collection. Most recently,
leaderboards have been dominated by language models with
a Transformer architecture, pre-trained on very large text
datasets.

a) Benchmarks: Development in QA (as in other NLP)
heavily depends on the availability of suitable benchmarks to
evaluate against. There are many benchmarks for QA, some
of which focus on specific types of questions. Some of the
earliest benchmarks include SQuAD [1] and SQuAD 2.0 [2]
which focus on straightforward factoid questions answerable



on the basis of Wikipedia articles. SQuAD 2.0 also includes
unanswerable questions. On this dataset existing models have
already exceeded human baselines. Other prominent factoid
question datasets include e.g. HotpotQA [3], the key char-
acteristic of which is that the questions are not answerable
on the basis of only a single passage but they require multi-
hop reasoning on the basis of two or more passages. Nat-
ural Questions [4], TriviaQA [5] and MS MARCO [6] are
other often-used test sets. While most benchmarks focus on
extractive factoid type questions, MS MARCO (now retired)
includes a NLGEN task which requires the system to generate
a well-formed answer that would be understandable without
additional information. Finally, in addition to the QA specific
benchmarks, the general language understanding benchmark
SuperGLUE [7] also includes question answering or reading
comprehension test sets such as MultiRC [8] and ReCoRD
[9].

Some of the above benchmarks are easier than others. For
example, in SQuAD and SQuAD 2.0 existing systems have
already exceeded the human baselines and the top-performing
system on the leaderboard can predict the answer exactly in
over 90% of the questions (EM score). On HotpotQA, which
measures the ability to answer questions that require com-
bining information from multiple documents, the EM score
of the top system is around 20 percentage points lower and
even the F1 score less than 85. This can be partly explained
by differences in task difficulty; however, the benchmarks and
models often cannot be directly compared since not all models
have been publicly evaluated on the same benchmarks.

In addition to the above benchmarks in English, a number
of benchmarks exists to evaluate question answering in other
languages. The most prominent ones include e.g. TydiQA
[10], XQuAD [11] and MLQA [12]. However, none of these
include Dutch question answering test sets, although Dutch is
sometimes represented for other NLP tasks such as Named
Entity Recognition [13].

b) Recent work on Question Answering and Information
Retrieval: One of the most prominent trends in question
answering and other NLP research currently is producing
neural language models with more and more parameters.
Transformers are the most popular architectural choice for
such models. At the time of writing, the largest dense model
in terms of the number of parameters is OpenAI’s GPT-3 [14]
with 175 billion parameters. Large models have demonstrated
strong performance in numerous NLP tasks, including question
answering. According to a study on the scaling laws of neural
models [15], cross-entropy loss scales according to a power
law mainly depending on the size of the model, the size of
the data set and the amount of compute used for training. The
study also notes that large models require significantly less
data for reaching high performance. This is supported by the
fact that GPT-3 often exceeds the performance of specifically
fine-tuned models, including the 11 billion parameter T5 [16],
on many NLP benchmarks in a zero-shot or few-shot setting.

Google’s Switch Transformer [17] has an even higher
number of parameters, up to one trillion. However, Switch

Transformer is a sparse model with specialized parameters for
different input examples. The authors compare FLOP-matched
versions of the fine-tuned Switch Transformer to T5 and report
significant improvements on both reasoning and knowledge-
heavy tasks.

Another interesting line of work concerns the role of
the retriever component in question answering. As discussed
above, very large models with billions of parameters have
demonstrated an ability store a great deal of knowledge from
training and perform well on closed-book tasks. However, later
work has shown that retrieval still plays a complementary role
to this parametric memory.

While the classic approach to information retrieval in this
context has been to use a bag-of-words technique such as
TF-IDF or BM25, it has been shown that at least in some
contexts better results can be achieved by training a retriever
specifically for the task. The authors of ORQA [18] argue
that question answering is fundamentally different from the
classic task of information retrieval and that therefore using
a differentiable retriever is crucial. When comparing the QA
performance of ORQA with BM25+BERT [19] they find that
the former performs better on benchmarks where the questions
were created without knowing the answer, while the latter
achieves higher scores on data sets constructed with e.g.
crowdworkers so that the answer and possibly the evidence
document were known at the time of writing the question.

A later paper REALM [20] uses a similar approach and im-
proves on the ORQA results on the benchmarks where ORQA
outperforms BM25+BERT. In RAG [21] a differentiable re-
triever is combined with a generative, as opposed to extractive,
BART [22] model and the two components are trained jointly
for question answering. The authors report high scores on
open-book QA as well as improvements in terms of answer
performance and quality over models that do not use retrieval.
The ablation study where the learned retriever is replaced with
BM25 shows that the learned retriever outperforms BM25 on
all data sets except one out of the seven tested.

On the other hand, the recently introduced information
retrieval benchmark BEIR [23] shows that BM25 is still a
very strong method for retrieval in a zero-shot setting. The
benchmark includes 17 data sets, grouped into nine categories
of retrieval tasks. Within the comparison, BM25 achieves
the best results on four data sets in different retrieval tasks.
Combined with a re-ranker, BM25 scores the highest on six
data sets related to categories such as Question Answering.
Meanwhile, neural methods such as DPR [24] perform poorly
on the zero-shot evaluation. Considering these results together
with the ones reported by other researchers for QA models that
use differentiable retrievers, it is possible that a trade-off could
exist between learning a very high retrieval and generation
accuracy on a specific QA data set and the ability to generalize
to a wider variety of questions and domains.

II. DUTCH READING COMPREHENSION (RC) TEST SET

One contribution made during this project is the construc-
tion of a Dutch-language test data set for question answering,



built from real-life reading comprehension exams used to
assess secondary school students in the Netherlands (HAVO
and VWO school-leaving exams). Each exam includes two
articles as background texts and a set of questions designed to
be answerable on the basis of the articles. Grading guidelines,
including correct answers to the questions, are also published
together with the exam materials. The exams encompass
different kinds of questions, including multi-choice questions
as well as questions resembling factoid-type questions that
require e.g. recognizing the type of argumentation utilized in
the background article.

Out of existing question answering benchmarks, the one
most similar to the Dutch data set introduced here is RACE
[25], which consists of English reading comprehension exams
for Chinese students. However, the reading comprehension
texts in the Dutch exams are much longer than those in RACE,
to the point that they clearly exceed the maximum input sizes
of most models. In addition, some questions in the Dutch data
set resemble parts of the recently introduced Massive Multitask
(MMT) test set [26] which includes questions on e.g. logical
fallacies. However, MMT has been designed to test the world-
knowledge that large language models have obtained during
pre-training and its questions do not, for the most part, test
reading comprehension but rather subject-matter expertise in
various fields.

The test data set built during this project consists of
approximately 450 questions extracted from the exams, the
background articles for the corresponding exams and the
reference answers from the grading guidelines. The reference
texts are split into numbered paragraphs based on the structure
of the original exam document, and all the paragraphs of a
given exam are treated as the set of documents for the QA
system to retrieve and read when receiving a question from
the corresponding exam. The questions are clearly answerable
by an educated person equipped with the background article;
however, most existing models are not able to read through
the whole background article due to manner in which the
computational requirements scale with increasing input size.
In principle, there are two possibilities to go around this
issue with a view to achieving good performance on this test
set: increasing the computational efficiency of the reader, or
selectively retrieving the most relevant parts of the reference
text.

Out of the grand total of 450 questions approximately 200
are multi-choice questions, most commonly with 4 answer
options A, B, C and D but some questions can have slightly
more or fewer options. The non-multi-choice questions have
different forms ranging from factoid questions to requests to
quote relevant sentences and/or providing longer explanations
to address the questions. Example questions are displayed
in Fig. 1 in the Appendix. Although the test set primarily
measures reading comprehension, it is expected to be quite
difficult. The questions require in-depth understanding of
language and argumentation styles.

The metrics used to evaluate model performance on the
data set include Exact Match (EM) and F1 scores. These

metrics can be fairly harsh for generative models, especially
with respect to multi-choice questions. Therefore, for the
multi-choice questions an additional form of evaluation is
used, following the approach taken in ([26]). This approach
involves finding the logits that the model outputs for the
tokens corresponding to the multi-choice options and checking
if the model ranks the correct option more highly than the
comparison points, including random selection.

Retrieval is likely to be an important component in QA
systems tested on this data set. For most questions it is not
possible to separately analyze retrieval performance. However,
approximately 175 questions specifically mention the para-
graphs on the basis of which the answer must be provided.
In order to gain an even deeper understanding on model
performance and possible issues, for this subset of questions
a version of the data set has been constructed that includes
the correct paragraphs as context. Out of these 175 questions
approximately 75 are multi-choice questions.

In summary, for the purposes of the experiments set out
in this report, the following Dutch RC test sets have been
constructed:

• All non-multi-choice questions (one version with BM25
retrieved context, another with no context): approximately
250 questions

• All multi-choice questions (one version with BM25 re-
trieved context, another with no context): approximately
200 questions

• Non-multi-choice questions that mention paragraph num-
bers (one version with perfectly retrieved context, a
second version with BM25 retrieved context, and a third
version with no context): approximately 100 questions

• multi-choice questions that mention paragraph numbers
(one version with perfectly retrieved context, a second
version with BM25 retrieved context, and a third version
with no context): approximately 75 questions

III. METHODS

The main objective of this project is to investigate ways
to build, train and test a QA system that is able to work
with Dutch documents and both receive and answer questions
in Dutch. The methods described in this section focus on
addressing the problem of how to train a model to answer
Dutch questions in the absence of a Dutch train set. The
proposed solutions are tested on the Dutch RC test set and a
detailed analysis is carried out on some of the main points of
difficulty that the models face on this test set. Finally, the role
of information retrieval in QA performance is investigated.

a) Training a QA system to answer Dutch questions:
NLP leaderboards are currently heavily dominated by Trans-
former language models pre-trained with very large text cor-
pora. A common approach to achieve good performance on a
NLP task is to use such a model that has bee pre-trained in an
unsupervised manner and fine-tune it for a specific downstream
task such as question answering. The available models include
not only monolingual ones but also multilingual models pre-
trained with corpora in many languages. However, there are no



readily available training data sets for Dutch question answer-
ing. This presents the initial problem of how to overcome the
shortage of resources to train a model to answer questions
in Dutch. To address this initial problem, two alternative
approaches are tested and compared: data augmentation by
machine translation, and freezing the embedding layer of the
model during training.

The first approach investigates whether it is beneficial to
use an English question answering data set that has been
automatically translated into Dutch. While Dutch training data
for question answering is very difficult to come by, there is an
abundance of English data sets available online. Automatically
translating a data set is significantly easier than building one
from scratch. The shortcoming of this approach is that it
is to some extent dependent on the quality of the machine
translation. If the translation is poor, the model may not be
trained properly. Moreover, using a model that has been pre-
trained in multiple languages could in principle reduce the
need for Dutch fine-tuning data. If the model already knows
Dutch, perhaps it could be trained to answer questions in
English and it would also learn to handle questions in Dutch.

The second approach involves using the English training
data set directly and freezing the model weights in the em-
bedding layer during training. This is again based on the fact
that the model has already been extensively pre-trained on
Dutch documents. The aim is to prevent the Dutch language
skill of the model from being adversely affected by the fact
that the training data is in English only, while allowing the
other layers of the model to be changed in order for the
model to learn to answer questions. It has been shown in
previous work that it is not always beneficial to fine-tune all
layers of a transformer [27]. The weights of the embedding
layer determine how vocabulary is represented in vector form
and are therefore likely to play a major role in the model’s
ability to understand and generate text in different languages.
If this approach is successful for Dutch question answering,
it would likely generalize to other languages as well. In
addition, freezing layers of the Transformer would reduce the
computational cost of training.

These two alternatively trained models are compared against
a baseline model finetuned out-of-the-box without any ar-
chitectural modifications, using the original English training
data set. The baseline model essentially represents zero-shot
transfer from English question answering to Dutch question
answering. The data set used for training all three models is
the multi-hop QA data set HotpotQA [3]. The baseline model
and the frozen embedding model are evaluated on two different
English test sets. All three models are evaluated and compared
on two different Dutch test sets, including an unseen part of
the machine translated data set and the Dutch RC test set
constructed during this project.

The model chosen for fine-tuning is mT5 [28]. It is the
multilingual version of T5 [16], which is a model that appears
(most recently in combination with other components) among
the highest-performing systems for various NLP benchmarks
(e.g. SuperGLUE, OpenBookQA [29], MultiNLI [30]). For the

experiments below we use the small version of mT5 which
only has 300 million parameters, compared to the 11 billion
parameters of the largest available version. This decision
affects the evaluation of the results, as it has been shown that
larger versions of mT5 achieve higher performance scores in
general and close the performance gap with the English T5.
While the monolingual T5 was pre-trained on the C4 data set
which consists of 750GB of English text from Common Crawl,
mT5 has been pre-trained on the data likewise collected from
Common Crawl but in over 100 languages. As a result, the
model should possess a large amount of knowledge stored in
its parameters.

b) Answering questions correctly: Analysis of perfor-
mance on Dutch RC: The Dutch RC data set has many
characteristics that make it different from most other question
answering data set. Two of them are studied in this project
as possible reasons for why a model trained in question
answering may still perform poorly in this data set.

The first characteristic is the presence of different question
types. Notably, almost half of the questions are multi-choice
questions. While mT5 has almost certainly seen multi-choice
questions among the pre-training documents, the fine-tuning
data set HotpotQA consists of factoid questions only. As part
of the analysis, the HotpotQA data set is augmented further
by converting the original factoid questions into multi-choice
questions and testing whether this is beneficial to performance
on the Dutch RC data set.

The second characteristic is the fact that many questions
refer to specific paragraphs of the exam reference text. Again,
the pre-training data of mT5 almost certainly includes text
on the basis of which the concept of paragraph could in
principle have been learned. However, this knowledge might
not have been stored in a manner that makes it usable for the
question answering task. To assess whether the effects of this
characteristic, the ability of mT5 to reason about paragraphs
is tested on two artificial test sets. In addition, it is studied
whether further augmenting HotpotQA to train this concept
could improve Dutch RC test score.

c) Investigating the role of information retrieval: Ques-
tion answering systems often need to find the answer from a
large set of documents, paragraphs or sentences. The Dutch
RC test set is one example where the background articles are
too long to be processed as input in their entirety by our reader.
In such a case the relevant parts of the text must be selected
as the documents fed to the reader as input. In other situations
the task might be even more difficult, if e.g. the answer must
be found from a large corpus such as the entire Wikipedia. It
appears, therefore, that having a high-quality retriever can be
decisive for whether the reader can produce the right answer
or not.

One of the most common retrieval methods is BM25, which
is used as the baseline also in many of the most recent papers
on information retrieval. A fairly recently emerged popular
approach is to retrieve an initial shortlist of documents with
BM25 and then re-rank them with a more sophisticated method
that relies on e.g. a dense vector representation of the query



and the documents. BM25 has the benefit of being relatively
fast and language-agnostic, while dense retrievers rely on
learned representations that are often language-dependent. In
addition, BM25 has still been shown to outperform other
methods on a number of zero-shot retrieval tasks. In this
project we use BM25 as the retrieval component and explore
the importance of the gap between this method and perfect
retrieval. This is done by evaluating the retrieval accuracy of
BM25 on two different data sets. In addition, the effects of
the retrieval method on reading comprehension are studied by
evaluating the performance of the reader when using input
retrieved with BM25, and comparing against perfect retrieval
on the one hand and having to answer the question without
any retrieval on the other hand.

IV. EXPERIMENTS

1) Experiment 1: Training a QA model to answer Dutch
questions: The first experiments focuses on how we can
leverage existing data sets in English to train a multilingual
language model to answer Dutch-language questions in Dutch,
by way of transfer learning. Since we are using the multilin-
gual mT5 which has already been pre-trained on a large set of
Dutch-language data, it is reasonable to think that the model
may benefit from the Dutch-language ability even after it has
been fine-tuned on a downstream task in English. Therefore, as
the baseline approach we use mT5 fine-tuned on a HotpotQA
train set of around 60k items where each item includes a
multi-hop factoid question, the correct supporting documents
as context, and the correct answer. The model is trained using
cross-entropy loss and a learning rate 0.001.

The baseline is compared to a model fine-tuned on the same
data but translated into Dutch using machine translation. The
translation is carried out using the OPUS-MT [31] English-to-
Dutch machine translation model which is publicly available as
part of the Huggingface Transformers [32] library. The creators
of the translation model report the performance of their model
on the Tatoeba translation challenge [33], on which is achieves
a chrF2 score 57.1 and a BLEU score 0.730.

In addition to the data augmentation approach, an alternative
method of improving on the baseline mT5 trained on English
HotpotQA is tested: namely, freezing the weights in the
embedding layer of mT5 when it is trained on the English
HotpotQA.

The three models are tested and their performance analysed
on three different test sets: an unseen part of the HotpotQA[3]
data set, the SQuAD 2.0 [2] test set and the Dutch RC test
set constructed as part of this project. Since this experiment
concerns question answering in isolation from retrieval, the
testing is carried out using a perfect retrieval setting, i.e. a
setting where the model is provided with all the relevant
context sentences or paragraphs and only those. For HotpotQA
and SQuAD 2.0, the evaluation metrics used are Exact Match
(EM) and F1, following the approach taken by the authors of
these benchmarks. Out of these two, EM is the most reliable
but also very harsh since even tiny deviations in the generated
output will lead to the answer being counted as false. F1 is

more lenient as it measures the average token overlap between
the generated answer and the target answer. However, in the
question answering context F1 has the drawback that it may
not reflect the effects of small variations that can in the worst
case completely change the meaning of the answer.

For the Dutch RC test set the evaluation is otherwise the
same but multiple choice questions are evaluated separately
as a classification task, following the approach of [26]. This
approach involves analysing the probabilities that the model
gives to each of the options (e.g. A-D) and checking how
often the correct option is given the highest probability. The
resulting score is compared to the score that would be expected
given a random selection from among the options.

2) Experiment 2: Training multi-choice questions by data
augmentation: Part of the analysis of QA performance on the
Dutch RC test set is focused on investigating the effect of the
change in question type; in particular, if the model is able
to handle multi-choice questions or if they are an important
contributor to lower performance.

This experiment involves augmenting the HotpotQA data
set by converting existing train questions to multi-choice
questions and adding them to the train set. Two different
augmentation methods are tested for this purpose, each of
which involves concatenating the question with for options
A-D, one of which is the correct answer. The first method,
’Random answer MC augmentation’, does this by randomly
sampling three answers to other questions in the train set.
The position of the correct answer among the options is also
random. The reference answer to the augmented question, used
for training the model, is the label (A, B, C or D) of the correct
answer.

The second method, ’Word frequency MC augmentation’
involves counting the total frequencies of each word n-gram of
length 2-5 in all the context documents of the train set. Instead
of using answers to other questions, the negative (incorrect)
options are constructed by taking a sequence of text that
appears in the context part of the training example and has
the same number of words as the correct answer. Moreover,
the negative options are chosen from among all word n-grams
of the same size appearing in the context text relevant to the
question so that the frequency of the selected n-gram, within
the set of contexts for all questions, is as similar to the correct
answer as possible.

The two new models trained on a combination data set,
using both the original HotpotQA questions and questions
constructed with one of the two augmentation methods, are
then firstly tested on the multi-choice HotpotQA test set. This
is done with the classification script that evaluates how often
the model gives the highest probability to the correct option
token. The results are compared to how the model trained
on the initial Dutch HotpotQA train set performs on the
augmented multi-choice test sets. All three models are also
tested on the Dutch RC test set to see if the augmented training
has an effect.

3) Experiment 3: Can mT5 distinguish between numbered
paragraphs?: Many questions on the Dutch RC test set rely on



having the ability to navigate the background text by paragraph
numbers. In order to isolate this ability as a possible point
of failure, this experiment is carried out specifically to check
whether mT5 is able to identify the right paragraph when given
directions.

The experiment involves two artificially created English
datasets where each question is of the form ”What is the
conclusion in paragraph X?” where X is an integer between
1 and 5 inclusive. The context part of the input includes 5
paragraphs separated by a new line delimiter, each paragraph
containing the text ”The conclusion is Y” where Y is a capital
letter between A and T inclusive. In the first version of the test
set each paragraph also starts with the label ”(Paragraph X)”
with X corresponding to the paragraph number. The second
version does not include paragraph labels and the answer must
be extracted simply from positioning of the paragraph in the
context string, such as the third paragraph appearing in the
string for X=3. These two test sets are used to evaluate mT5
trained on the original English HotpotQA and the multi-choice
augmented model constructed with word n-gram frequencies.

It is also studied whether the ability of the model to reason
about paragraphs could be strengthened. For this purpose, the
original train set is augmented to include questions explicitly
referring to paragraphs. The augmentation is done by re-
structuring the context part of the input. By default the models
are trained on the ’perfect retrieval’ setting whereby the
context part includes all relevant context sentences and only
them. In the augmented training examples the context part
includes both relevant and irrelevant context sentences and
is structured into five paragraphs separated by line breaks,
each one sentence long. Each paragraph also starts with the
label ’Paragraph X’ where X is the paragraph number between
1 and 5, depending on position. The paragraphs appear in
order. The question is also reformulated to end with the text
’as mentioned in paragraphs Y and Z’ where Y and Z are
the numbers of the paragraphs containing relevant context.
The model trained on the augmented English data set is also
evaluated on the two artificial train sets.

4) Experiment 4: Aggregated improvements: The fourth
experiment combines the most promising improvements of
Experiments 1-3 into the same model. Two aggregated models
are compared: one trained in all layers on approximately 60
000 items from machine translated HotpotQA, approximately
30 000 machine translated items converted into multi-choice
questions by the word n-gram sampling method and approxi-
mately 45 000 machine translated items subject to paragraph
augmentation (in Dutch).

The second model is fine-tuned on an equivalent English
HotpotQA data set, but with a frozen embedding layer. The
two models are tested scored on the Dutch RC data set.

5) Experiment 5: What is the effect of information re-
trieval?: As the final experiment we investigate the impact
that retriever performance has on the QA system. In order to
do this evaluation we compare three different context retrieval
settings: firstly, perfect retrieval where the model is provided
with exactly the correct context sentences or paragraphs and

no additional ones; secondly, BM25 retrieval; and thirdly, no
retrieval, a setting where the model has to try to answer
without any retrieved context. The retrieval performance of
BM25 is also evaluated as part of this experiment, in order to
gain a better intuition on how the QA performance is affected
by better or worse retrieval performance.

The BM25 implementation used for the retriever is the
provided in Elasticsearch, which is built on the Lucene library.
The data sets used in this experiment include the HotpotQA
test sets in English and Dutch, as well as a limited version
of the Dutch RC test set that only includes questions which
explicitly mention the correct paragraph numbers, so that it
is possible to evaluate the correctness of the BM25 retrieval
results with reasonable effort.

V. RESULTS

1) Experiment 1: Training a QA model to answer Dutch
questions: Table I shows the results of the two models trained
on English HotpotQA (’EN HotpotQA’), one with a frozen
embedding layer, compared against the model trained on the
machine translated HotpotQA (’NL HotpotQA’). As expected,
all models are able to achieve relatively high EM and F1 scores
on the test parts of the data sets they were trained on. However,
the model trained on EN HotpotQA does much worse on the
NL HotpotQA test set and is therefore clearly affected by
change in language. However, the model’s performance drops
even more when tested on SQuAD 2.0 even though the test
set is in English.

The model trained on NL HotpotQA performs the best
on the NL HotpotQA test set. The model trained on EN
HotpotQA with frozen embedding layer achieves a higher
score on both NL and EN HotpotQA, as well as SQuAD
2.0, than the model trained in English without architectural
changes.

All three models perform very poorly on the Dutch RC,
both on the non-multi-choice questions (Table I) as well
as the multi-choice questions (Table II). It should be noted
that the Dutch RC multi-choice questions have on average
slightly more than 4 options to choose from, which means
that classification scores below 25 are worse than random.
Since the test set is fairly small, any differences should
also be interpreted with caution. The results on the Dutch
RC multi-choice questions with known context and perfect
retrieval were compared against a Monte Carlo simulation
that selects the options randomly, repeated 10 000 times. The
simulation shows that random selection achieves a score equal
to or higher than 36.9863 0.94% of the time, which means
that the improvement of the EN HotpotQA-finetuned model
over random selection is still very small and not statistically
significant.

2) Experiment 2: Training multi-choice questions by data
augmentation: As seen in Table II, none of the models
achieve a high score on the Dutch RC multi-choice questions.
Tables III and IV display the results for models trained
on the NL HotpotQA data sets augmented by multi-choice
questions, using either random answer sampling (’Random



Table I
QA RESULTS ON NON-MULTICHOICE QUESTIONS

mT5 finetuned on EN HotpotQA
Test set EM F1 Precision Recall

HotpotQA EN 0.4209 0.5113 0.5220 0.5250
SQuAD 2.0 EN 0.0902 0.1428 0.1676 0.1416
HotpotQA NL 0.1349 0.1982 0.2080 0.2010

Dutch RC all non-MCa 0.0 0.0020 0.014 0.0011
Dutch RC non-MC 0.0 0.0061 0.0306 0.0035

known contextb

mT5 finetuned on NL HotpotQA
Test set EM F1 Precision Recall

HotpotQA NL 0.5484 0.6399 0.6536 0.6431
Dutch RC all non-MCa 0.004 0.0244 0.0823 0.0197

Dutch RC non-MC 0.0 0.0132 0.0522 0.0101
known contextb

mT5 finetuned on EN HotpotQA, embedding layer frozen
Test set EM F1 Precision Recall

HotpotQA EN 0.7167 0.8003 0.8135 0.8072
SQuAD 2.0 EN 0.2985 0.4117 0.4460 0.4169
HotpotQA NL 0.2541 0.3298 0.3390 0.3372

Dutch RC all non-MCa 0.004 0.0138 0.0438 0.0112
Dutch RC non-MC 0.0 0.0178 0.0819 0.0113

known contextb
a Context retrieved with BM25.
b Perfectly retrieved context.

Table II
DUTCH RC CLASSIFICATION ACCURACY ON MULTICHOICE QUESTIONS

mT5 finetuned on EN HotpotQA
Test set Perfect retrieval BM25 No retrieval

Dutch RC all MCa N/A 26.1780 26.1780
Dutch RC MC 36.9863 28.7671 28.76712

known contextb

mT5 finetuned on NL HotpotQA
Test set Perfect retrieval BM25 No retrieval

Dutch RC all MCa N/A 19.3717 19.3717
Dutch RC MC 24.6575 20.5479 34.2465

known contextb

mT5 finetuned on EN HotpotQA, embedding layer frozen
Test set Perfect retrieval BM25 No retrieval

Dutch RC all MCa N/A 18.3246 18.3246
Dutch RC MC 19.1780 12.3287 12.3287

known contextb
a Context retrieved with BM25.
b Perfectly retrieved context.

answer MC’) or word n-gram sampling based on n-gram
frequencies (’Word frequency MC’). Table III shows how
each of the two augmented models compare against the non-
augmented model trained on NL HotpotQA, on two test data
sets constructed from an unseen part of HotpotQA by each
of the augmentation methods. The baseline NL HotpotQA-
trained model achieves a relatively poor score compared to
the score that would be expected based on random selection
from four options, 25. Each of the two augmented models
achieve a near-perfect score on the test set constructed with
the same augmentation and a fairly good score on the other test
set. However, the model augmented by word n-gram sampling
appears to generalize somewhat better.

Table IV displays the results obtained by each of the three

models on the Dutch RC multi-choice questions. The aug-
mented models score fairly consistently higher than the model
trained on NL HotpotQA without multi-choice augmentation.
However, the differences are again very small.

Table III
CLASSIFICATION ACCURACY AFTER MULTICHOICE AUGMENTATION

Classification on NL HotpotQA MC test sets
mT5 finetuning Random answer Word frequency

MC test set MC test set
NL HotpotQA 35.9 35.0
NL HotpotQA

+ Random answer 97.3 59.9
MC Augmentation

NL HotpotQA
+ Word frequency 75.6 94.2

MC Augmentation 3

Table IV
DUTCH RC CLASSIFICATION ACCURACY AFTER MULTICHOICE

AUGMENTATION

mT5 finetuned on NL HotpotQA
Test set Perfect retrieval BM25 No retrieval

Dutch RC all MCa N/A 19.3717 19.3717
Dutch RC MC 24.6575 20.5479 34.2465

known contextb

mT5 finetuned on NL HotpotQA
+ Random answer MC augmentation

Test set Perfect retrieval BM25 No retrieval
Dutch RC all MCa N/A 28.2722 28.2722

Dutch RC MC 27.3972 32.8767 26.0273
known contextb

mT5 finetuned on NL HotpotQA
+ Word frequency MC augmentation

Test set Perfect retrieval BM25 No retrieval
Dutch RC all MCa N/A 29.8429 29.8429

Dutch RC MC 35.6164 35.6164 32.8767
known contextb

a Context retrieved with BM25.
b Perfectly retrieved context.

Table V
CLASSIFICATION ACCURACY ON THE PARAGRAPH TEST SETS

mT5 finetuning Test set 1 Test set 2
EN HotpotQA 17.5263 9.0
EN HotpotQA 20.7547 7.0

+ Word frequency MC Augmentation
EN HotpotQA 24.3157 24.0

+ Paragraph Augmentation

3) Experiment 3: Can mT5 distinguish between numbered
paragraphs?: Table V shows the classification performance
on the artificial paragraph test sets of three models trained
on English HotpotQA data sets, including the original EN
HotpotQA, one augmented by adding multi-choice questions
using the word n-gram sampling method, and one augmented
by the paragraph augmentation method. The results of the EN
HotpotQA-trained model and the model trained with multi-
choice augmentation are comparable on both test sets. The
questions in both test sets have five options, which means that



the expected score from selecting randomly is 20. The two
models therefore perform either randomly or slightly worse
on Test set 1 which includes labelled paragraphs. On Test set
2, in which the paragraph number must be inferred from its
position, the performance of the two models is much worse
than random. The model trained with paragraph augmentation
performs better on both test sets, selecting the right option
approximately one fourth of the time.

Table VI
QA RESULTS OF THE FINAL MODELS ON DUTCH RC NON-MULTICHOICE

QUESTIONS

mT5 finetuned on NL HotpotQA
+ Word frequency MC + Paragraph augmentation

Test set EM F1 Precision Recall
Dutch RC all non-MCa 0.0 0.0140 0.0663 0.0138

Dutch RC non-MC 0.0 0.0267 0.0991 0.0213
known contextb

mT5 finetuned on EN HotpotQA
+ Word frequency MC + Paragraph augmentation

with frozen embedding weights
Test set EM F1 Precision Recall

Dutch RC all non-MCa 0.0 0.0084 0.0370 0.0064
Dutch RC non-MC 0.0 0.0181 0.0807 0.0144

known contextb
a Context retrieved with BM25.
b Perfectly retrieved context.

Table VII
CLASSIFICATION ACCURACY OF THE FINAL MODELS ON DUTCH RC

MULTICHOICE QUESTIONS

mT5 finetuned on NL HotpotQA
+ Word frequency MC + Paragraph augmentation

Test set Score
Dutch RC all non-MCa 28.7958

Dutch RC non-MC 32.8767
known contextb

mT5 finetuned on EN HotpotQA
+ Word frequency MC + Paragraph augmentation

with frozen embedding weights
Test set Score

Dutch RC all non-MCa 25.6544
Dutch RC non-MC 31.5068

known contextb
a Context retrieved with BM25.
b Perfectly retrieved context.

4) Experiment 4: Aggregated improvements: Tables VI and
VII display the evaluation results of the two models where the
improvements from Experiments 1-3 have been aggregated.
Performance on non-multichoice questions (Table VI) has not
improved significantly from the results in Table I, although
both models now achieve a higher F1 score on the small subset
questions where context is known as opposed to the total set of
non-multi-choice questions with BM25 retrieval. This is more
in line with what could be expected on the basis of available in-
formation. On multi-choice questions (Table VII) both models
have gained a small improvement of 7-12 percentage points
compared to the classification accuracy of the same models
without multi-choice and paragraph augmentation, reported in
Table II.

On these final evaluations, the model trained with machine
translated HotpotQA performs slightly better on both multi-
choice and non-multi-choice questions than the model trained
in English with frozen embedding weights. However, the
difference is very small.

Table VIII
RETRIEVAL ACCURACY OF BM25

Test set: EN HotpotQA
Results Precision Recall F1
Top 2 0.4272 0.3714 0.39218
Top 5 0.2485 0.5364 0.3352
Top 10 0.1632 0.6989 0.2618

Input size 0.0994 0.5209 0.1647
Test set: Dutch RC known context

Results Precision Recall F1
Top 2 0.4692 0.5956 0.4919
Top 5 0.2789 0.8062 0.3921
Top 10 0.1701 0.9342 0.2758

Input size 0.5365 0.5280 0.4878

Table IX
QA RESULTS ON EN NON-MULTICHOICE QUESTIONS WITH PERFECT

RETRIEVAL, NO RETRIEVAL OR BM25 RETRIEVAL

mT5 finetuned on EN HotpotQA
Test set: HotpotQA EN

Context EM F1 Precision Recall
Perfect retrieval 0.4209 0.5113 0.5220 0.5250
BM25 retrieval 0.1244 0.1670 0.1727 0.1692

No retrieval 0.0658 0.0861 0.0943 0.0843

Table X
QA RESULTS ON NL NON-MULTICHOICE QUESTIONS WITH PERFECT

RETRIEVAL, NO RETRIEVAL OR BM25 RETRIEVAL

mT5 finetuned on NL HotpotQA
Test set: HotpotQA NL

Context EM F1 Precision Recall
Perfect retrieval 0.5484 0.6399 0.6536 0.6431
BM25 retrieval 0.2407 0.2961 0.3038 0.2970

No retrieval 0.0903 0.1207 0.1274 0.1193
Test set: Dutch RC all non-MC

Context EM F1 Precision Recall
BM25 retrieval 0.004 0.0244 0.0823 0.0197

No retrieval 0.0 0.1252 0.2238 0.0974
Test set: Dutch RC non-MC known context

Context EM F1 Precision Recall
Perfect retrieval 0.0 0.0132 0.0522 0.0101
BM25 retrieval 0.0 0.0125 0.0909 0.0087

No retrieval 0.0 0.1252 0.2238 0.0974

5) Experiment 5: What is the effect of information re-
trieval?: Table VIII displays the retrieval accuracy of BM25
on HotpotQA and the part of Dutch RC where the correct
context is known. The scores vary depending on the size
of the selection and the data set. On HotpotQA, context is
retrieved from among the context sentences available for each
question. Usually there are 40-50 or more context sentences
per question, disregarding topic divisions, and approximately
two or three contain clues to the answer. On Dutch RC ques-
tions context is retrieved from among numbered paragraphs



in the reference text provided during the relevant exam. The
number of paragraphs to choose from is much smaller, usually
between 10 and 20. The question usually mentions one to five
paragraphs.

The results are shown for selection sizes 2, 5 and 10. An
additional score is computed for the selection that would result
from keeping the input size under the limit of 512 tokens.
BM25 is able to achieve a F1 score of up to slightly below 0.5.
Obviously, as the selection size increases the recall increases
and precision decreases.

Tables IX and X show the QA performance that the models
trained on HotpotQA EN and NL achieve with different con-
text settings: perfect retrieval, BM25 retrieval and no retrieval.
In case of BM25 retrieval, in this experiment the selection size
is variable and set to keep the size of the input, including both
question and context, under 512 tokens which is the limit for
our QA models. This is a somewhat arbitrary decision since
there are ways to obtain a prediction with longer input by e.g.
querying the model multiple times. The results may therefore
not be representative of what BM25 retrieval can be expected
to achieve. However, as shown in table VI, for Dutch RC
questions the input size selection appears to achieve F1 scores
close to optimal.

VI. DISCUSSION

1) Experiment 1: Training a QA model to answer Dutch
questions using translated data: On the basis of the HotpotQA
NL test results reported in Table I, it can be concluded that
data augmentation by machine translation shows some promise
as a strategy for training a QA model in Dutch, in the absence
of Dutch training data. The model trained on translated data
achieves a much higher score on the translated test set than
either of the two models trained in English.

However, a machine translated test set may not be fully
equivalent to one that is originally in Dutch or one that
has been translated professionally. The fact that the model
trained on translated HotpotQA achieves a higher score on
HotpotQA NL than the model trained in English achieves on
HotpotQA EN lends support to the idea that some of the higher
performance of the model trained on machine translated data
could be due to the way that the translation process changes
the train and test data sets. It has been shown in a recent
study that machine translation reduces the linguistic richness
of the translated text [34]. It may be that as a result of machine
translation the HotpotQA NL test set becomes easier than the
original.

The alternative approach of freezing the embedding layer
also shows promise. Even though the score achieved by this
method on the HotpotQA NL test set is not as high as that
of the model trained on translated data, it is still more than
10 percentage point improvement (in all metrics) over the
model fine-tuned in English for all layers. In fact, freezing
the embedding layer appears to improve the performance
on HotpotQA EN over training all layers by more than 30
percentage points. This suggests that the model may learn

question answering better if the embedding weights are not
changed.

The results on SQuAD 2.0 also show that the model trained
on the English HotpotQA (all layers finetuned) has trouble
generalizing to the different test set, even though the language
is the same and both HotpotQA and SQuAD 2.0 are based on
Wikipedia. The model with frozen embedding weights also
suffers a large drop in performance on SQuAD compared
to the HotpotQA EN test results. However, it still generates
exact matches for nearly 30% of SQuAD questions and the F1
score is over 0.4. The model with frozen weights appears to
handle the difference between SQuAD and HotpotQA better
than the difference between HotpotQA EN and NL versions.
One of the most noticeable differences between the SQuAD
and HotpotQA test sets used in this experiment is the fact that
on SQuAD the context is longer and most likely contains more
irrelevant information than the perfectly retrieved HotpotQA
context sentences. The models trained on HotpotQA were
not trained to disregard long passages of irrelevant text,
which could explain the large drop in performance between
HotpotQA and SQuAD.

The poor performance of all three models on Dutch RC
questions shows that there are still issues affecting their ability
to generalize to test sets not resembling the data sets that the
models were not trained on. Some of these issues could relate
to a shift in domain, since the Dutch RC texts and exams may
not overlap with the text that the models were trained on.
Differently structured context could also contribute to poor
results, although there does not appear to be much difference
between the part of Dutch RC where context paragraphs are
perfectly retrieved and the part relying on BM25 retrieval.
Another potential issue is the presence of different question
types, of which multi-choice questions are one example.

A qualitative inspection of the predictions made by the
model trained on HotpotQA NL shows that the model tends
to offer very short predictions often consisting only of one
word taken from the context, while the length of the reference
answers varies from a single token to multiple sentences. Most
predictions do not overlap with the reference answers and the
model scores points primarily from getting one word correct
in a long reference answer, or sometimes from correctly pre-
dicting that the answer is a numbered paragraph (e.g. ’alinea
10’) although the number may be incorrect. This indicates that
training on multiple different types of questions and answers
might result in improved predictions.

2) Experiment 2: Training multi-choice questions by data
augmentation: The results of the experiment on training multi-
choice questions by data augmentation show that training on
this question type has the potential to improve performance on
similar questions. Both models trained on augmented multi-
choice questions achieve higher results than a model not
trained on multi-choice questions, when tested on the two
test sets converted to multi-choice questions by augmentation.
The model trained with the word n-gram sampling method
generalizes better to the test set created with a different
augmentation method.



Both multi-choice augmented models also achieve an im-
provement over the model not trained on multi-choice ques-
tions, when tested on the multi-choice part of Dutch RC.
However, the difference is not very large when considering
the size of the test data set and the fact that on average there
are only four options to choose from. Perhaps increasing the
difficulty of the multi-choice train set could further improve
performance.

3) Experiment 3: Can mT5 distinguish between numbered
paragraphs?: The results of the paragraph experiment on two
artificial test sets show that the model trained only on the
non-augmented EN HotpotQA and the one trained on multi-
choice augmented EN HotpotQA are not able to select correct
paragraphs. The results on Test set 1, in which paragraphs are
labelled with paragraph numbers, indicate that the models are
not even able to use the paragraph labels, even though they
are explicitly mentioned in the question. On Test set 2, where
paragraphs are not labelled with numbers but must instead be
distinguished by their position, the two models perform much
worse than random selection.

It appears that this issue can be at least least partly mitigated
by introducing questions in the train set that require paragraph
reasoning. The model trained on an augmented EN HotpotQA,
including questions that refer to specific paragraphs and con-
text that includes labelled and ordered paragraphs, achieves a
score higher than random on both test sets. This could indicate
that the model has improved its ability to reason about both
paragraph labels and paragraph positions. However, the score
is still not very high and shows that distinguishing paragraphs
is still a potential bottleneck issue for achieving a high score
on the Dutch RC test set.

This experiment raises further questions regarding the
source of the remaining difficulties. The augmented paragraph
training data set trained the model to reason about multiple
paragraphs. Does the model fail because the test set questions
only mention one paragraph? It could also be that the model
has learned some correlation between the paragraph label or
position and where the answer could be located, but it might
not be able to fully distinguish between the paragraphs.

4) Experiment 4: Aggregated improvements: The final eval-
uation on Dutch RC of the two models with aggregated
improvements suggests that addressing the issues of question
type and recognition of paragraphs could be beneficial for
the ability to handle questions from the Dutch RC exams.
However, there is still plenty of room for improvement.
Experiments 1-3 show that it is possible to teach models to
handle multi-choice questions in Dutch but this ability could
likely be further strengthened. Similarly, training models to
reason about paragraphs appears to be an interesting problem.

These are only two of the potential performance bottlenecks
presented by the Dutch RC test set and there are many
others. Some other challenges that may require solving in
order to gain a high score include learning how to recog-
nize and answer questions that require a longer explanation,
strengthening the ability to handle distracting information in
the context paragraph, learning to recognize and classify types

of argumentation and other literary concepts, and learning to
provide direct quotes with specific content.

5) Experiment 5: What is the effect of information re-
trieval?: The test results comparing BM25 retrieval to ’perfect
retrieval’ and ’no retrieval’ settings on HotpotQA show that
retrieval performance has a clear effect on the performance of
the QA system as a whole. While perfect retrieval is ideal, on
HotpotQA BM25 is always better than no retrieval.

At first glance at the results in Tables IX and X it seems
as if the models trained on HotpotQA can answer around
6-9% of questions without any retrieval. However, a closer
qualitative inspection of the predictions and targets that were
correctly predicted changes this impression. It turns out that
approximately half of the around 1000 correct predictions
on HotpotQA EN are for questions in which the correct
answer is yes or no, and the remaining half is dominated by
questions that provide two answer options, such as ”Which
dog has it’s origins farther south, the Shih Tzu or the Mudhol
Hound?” If the model recognizes the question as having two
possible answers, it could answer the question correctly by
50% probability just by selecting one of the two answers
randomly.

On Dutch RC, on the other hand, the effects of retrieval
on QA performance are not visible. The scores are very low
across the board, as seen in Table VIII for non-multi-choice
questions and Table II for multi-choice questions. BM25
achieves a fairly high retrieval score on Dutch RC questions,
and the difference in QA scores between the part of Dutch
RC where correct context is known and the part relying on
BM25 is not very large. Therefore, the low QA scores are most
likely related to failings of the reader component rather than
the retriever. Any future work on this data set should probably
first focus on solving the challenges in reading comprehension,
possibly including those studied in Experiments 1-4.

VII. CONCLUSION

The main topic of study in this thesis is how to train
and evaluate a Dutch QA system while there is a lack of
dedicated resources for training and evaluation of question
answering. This thesis has addressed the lack of question an-
swering benchmarks for Dutch by constructing a realistic and
challenging test data set from reading comprehension exams
used in Dutch schools. The result is a small but diverse test
set containing many different types of questions. Achieving
a high score on the benchmark requires the QA model to
deal with many challenging elements such as reasoning about
paragraphs.

In addition, two approaches have been studied with a view
to fine-tuning a pre-trained multilingual transformer to answer
questions in Dutch. The resulting models were evaluated
on the new Dutch RC test set and a detailed analysis was
carried out regarding two potential bottleneck issues. Finally,
the effect of retrieval was examined, in generative question
answering in general and, more specifically, in the context of
the Dutch RC test set.



REFERENCES

[1] P. Rajpurkar, J. Zhang, K. Lopyrev, and P. Liang,
“Squad: 100, 000+ questions for machine comprehen-
sion of text,” CoRR, vol. abs/1606.05250, 2016. arXiv:
1606.05250. [Online]. Available: http://arxiv.org/abs/
1606.05250.

[2] P. Rajpurkar, R. Jia, and P. Liang, “Know what you
don’t know: Unanswerable questions for squad,” CoRR,
vol. abs/1806.03822, 2018. arXiv: 1806 . 03822. [On-
line]. Available: http://arxiv.org/abs/1806.03822.

[3] Z. Yang, P. Qi, S. Zhang, Y. Bengio, W. W. Cohen,
R. Salakhutdinov, and C. D. Manning, “HotpotQA:
A dataset for diverse, explainable multi-hop question
answering,” in Conference on Empirical Methods in
Natural Language Processing (EMNLP), 2018.

[4] T. Kwiatkowski, J. Palomaki, O. Redfield, M. Collins,
A. Parikh, C. Alberti, D. Epstein, I. Polosukhin, M.
Kelcey, J. Devlin, K. Lee, K. N. Toutanova, L. Jones,
M.-W. Chang, A. Dai, J. Uszkoreit, Q. Le, and S.
Petrov, “Natural questions: A benchmark for question
answering research,” Transactions of the Association of
Computational Linguistics, 2019.

[5] M. Joshi, E. Choi, D. S. Weld, and L. Zettle-
moyer, “Triviaqa: A large scale distantly supervised
challenge dataset for reading comprehension,” CoRR,
vol. abs/1705.03551, 2017. arXiv: 1705 . 03551. [On-
line]. Available: http://arxiv.org/abs/1705.03551.

[6] T. Nguyen, M. Rosenberg, X. Song, J. Gao, S. Tiwary,
R. Majumder, and L. Deng, “MS MARCO: A human
generated machine reading comprehension dataset,”
CoRR, vol. abs/1611.09268, 2016. arXiv: 1611.09268.
[Online]. Available: http://arxiv.org/abs/1611.09268.

[7] A. Wang, Y. Pruksachatkun, N. Nangia, A. Singh,
J. Michael, F. Hill, O. Levy, and S. R. Bow-
man, “Superglue: A stickier benchmark for general-
purpose language understanding systems,” CoRR,
vol. abs/1905.00537, 2019. arXiv: 1905 . 00537. [On-
line]. Available: http://arxiv.org/abs/1905.00537.

[8] D. Khashabi, S. Chaturvedi, M. Roth, S. Upadhyay,
and D. Roth, “Looking beyond the surface: A challenge
set for reading comprehension over multiple sentences,”
in Proceedings of the 2018 Conference of the North
American Chapter of the Association for Computational
Linguistics: Human Language Technologies, Volume 1
(Long Papers), New Orleans, Louisiana: Association
for Computational Linguistics, Jun. 2018, pp. 252–262.
DOI: 10.18653/v1/N18-1023. [Online]. Available: https:
//www.aclweb.org/anthology/N18-1023.

[9] S. Zhang, X. Liu, J. Liu, J. Gao, K. Duh, and B. V.
Durme, “Record: Bridging the gap between human
and machine commonsense reading comprehension,”
CoRR, vol. abs/1810.12885, 2018. arXiv: 1810.12885.
[Online]. Available: http://arxiv.org/abs/1810.12885.

[10] J. H. Clark, E. Choi, M. Collins, D. Garrette, T.
Kwiatkowski, V. Nikolaev, and J. Palomaki, “Tydi

QA: A benchmark for information-seeking question
answering in typologically diverse languages,” CoRR,
vol. abs/2003.05002, 2020. arXiv: 2003 . 05002. [On-
line]. Available: https://arxiv.org/abs/2003.05002.

[11] M. Artetxe, S. Ruder, and D. Yogatama, “On the cross-
lingual transferability of monolingual representations,”
CoRR, vol. abs/1910.11856, 2019. arXiv: 1910.11856.
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VIII. APPENDIX



Figure 1. Example questions and answers in the Dutch RC test set.


