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Abstract—Dubbing is used in many countries to enlarge the
audience. Unlike a standard translation, dubbing comes with
multiple constraints, where the two mains are the isochrony and
the lip synchronisation. The goal of this type of translation is that
the translated sentence matches the duration of the original one
and the mouth movement without losing the sentence’s meaning.

In this work, we train a transformer model with Fairseq
and implement the dubbing constraints in different ways and
see how they perform standard translation, dubbing translation
and syllable synchronisation. The Heroes dataset is our primary
reference as a dubbing corpus. The annotated one is used to
make a distinction between on and off-screen sentences. From
the results, we analyse the importance of the dubbing constraints
and see how they affect the translation quality.

With the different model implemented, we find out that the
fine-tuned models get good results and can be improved with
target forcing on the ”on” and ”off” parts. We also learn that
the syllable-rescore get a better syllable synchronisation score
than the official dubbing of the Heroes dataset, but with too
much weight on the synchrony constraint, it is harmful to the
quality of the translation. We also look at the distinction between
on and off-screen sentences and saw that the off-screen sentences
are less restricted by the constraints than the on-screen ones.

Index Terms—Neural Machine Translation, Dubbing, Fairseq,
Heroes

I. INTRODUCTION

Dubbing is a form of translation, replacing the soundtrack
of a film or a TV show with its translation in a new language.
Many countries with an important film market use dubbing on
foreign movies to reach a larger audience, e.g. in France, they
dub all English movies in French. Unlike subtitles, the dubbing
does not need the visual attention of the content viewers.

However, dubbing comes with multiples constraints. The
main characteristic of dubbing is the synchronisation between
the newly translated soundtrack and the actor’s mouth on the
screen. This synchronisation is composed of two parts: the
isochrony and the lip-sync. For the isochrony, the duration
of the original and the translated soundtrack must match.
Whereas lip-sync means that the translated soundtrack match
the movement of the mouth. Although those are the main
constraints, there is also more explicit constraints. One is the
orality: the translation must be a text that will be spoken. The
meaning should be similar to the original dialogue and what
the action is on screen, e.g. if the actor is showing a horse, but
the translation talks about a animal, it will lose its meaning.
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Because of its constraints, dubbing is still mainly done
manually by humans and is not automated or supported by
computer like more general translation. There is not much
literature that attempts to make dubbing automated by using
Neural Machine Translation. Those works describe different
ways to integrates the constraints, and mostly the isochrony
one. One [1] chooses the translation from multiple hypotheses
by finding the one with the closest number of syllables to the
source, which will be helpful in our work. While most of the
literature focuses on text translation, some [2] try to implement
dubbing directly into Speech-to-Speech translation. It does that
by separating the sentences into three different classes: short,
normal or long. It uses the ratio between the length of the
source and the target to class and then uses target forcing.
There is also one [3] that integrates the length constraint
directly in the decoder by giving the remaining words at each
step.

From all literature, one stands out from the rest [4] as it is
the first to consider the source as being divided into two parts
and not as a whole. These two parts are when the actor’s mouth
is on the screen or off the screen. When we see the actor’s
mouth, all constraints are essential, but we do not have the
lip-sync if the mouth is not on the screen. The isochrony may
also be more flexible, we still have to stay within limits drawn
by the duration of the scene, but the translated sentence may
be shorter or longer than the original one.

These works establish a good base for automated dubbing.
With this base, our work’s primary goal is to find the best
strategy to create automatic dubbing. While this goal is more
the general idea of the research, two other subgoals link one
to another. The first one is to find out which constraints are
needed for dubbing and how important they are. The second
one is to evaluate the effect of the additional constraints on
the translation quality.

In this work, we will train a Neural Machine Translation
(NMT) model to generate a translation for dubbing. From this
NMT, we will implement some constraints and analyse the
performance with the Heroes corpus [5], a dubbing dataset.
Hopefully, those analyses will help us answer our questions.
First, we will look at the method and resource we use to make
this model, and then we will describe the multiple experiments
we have done with it and show the results we generated. After
that, we will have a discussion and analysis of these results
before concluding the work.



II. RELATED WORKS

As stated before, there is not much literature on automated
dubbing, and most of the works try to implement the con-
straints in different ways. From that literature, two papers are
closely related to this work.

The first one, called ”Integration of Dubbing Contraints
into Machine Translation”[1], presents a method to integrate
the synchrony constraints into a neural machine translation.
The main idea behind the model is that there is a conflict
between the translation’s meaning preservation and the syn-
chrony constraint. This conflict can be controlled as a trade-
off by weighing both parts. Their results show that the model
can get considerably close to a dubbing translation with a
small decrease for the BLEU score and thus the quality of the
translation.

The second work, called ”The Two Shades of Dubbing
in Neural Machine Translation”[4], highlights the fact that
dubbing has two different shades. The synchrony constraints
are only applied to the translation when the actor’s mouth is on
screen. If the text is off-screen, the constraints are not needed.
This fact suggests that different translation strategies can be
used depending on if the sentence is on or off-screen. They
have annotated the Heroes dubbing dataset for this purpose
and used fine-tuned models with target forcing. The method
from the previous work is also used on one of the models.
Their results suggest that separating the two parts on and off-
screen is necessary for a successful strategy. Moreover, the
translation quality for the off-screen is considerably decreased
by the synchronisation constraints.

We will reproduce the basic model from the second paper in
our work, followed by the fine-tuned models. We will then use
the first paper to implement the syllable-rescore method. After
evaluating how the different parameters from the method affect
the translation, we will apply it to multiple of our models and
see the results. The goal is to reproduce a unified version of
both papers to help answer our research. The annotated Heroes
dataset from the second paper will also be used.

III. METHODS

The main package used in this work is Fairseq [6]. It is a
sequence modelling toolkit package writen in Python, based on
PyTorch [7], that allows training custom models for translation
among other text generation tasks. The goal was to first create
a base translation model before adding constraints on it and
generate results.

The only freely available dubbing dataset is the Heroes
corpus [5], which we use to generate results and compare
the performance of the different experiments. This dataset is
based on an American TV show called Heroes [8], released
between 2006 and 2010. It contains 7000 single speaker speech
segments in English from 21 episodes, half from the second
season and the rest from the third one, and their dubbing in
Spanish. Each episode has, on average, 333 utterances. For
each episode, we have segment and word-level information
along with the mapping. And for each segment, there is a text
file with the plain segment, an audio file and a CSV file with

word-level information and timing. For our experiments and
analysis, we will only use written segments.

For this work, we used the annotated version of the dataset
[4]. This version separates the utterances into three files: one
”On” file, which contains all utterances where the actor’s
mouth is on-screen, one ”Off” file with the utterances that
were said off-screen, and one ”Mixed” file with the utterances
both on and off-screen. In the last file, the distinction between
the on and off-screen part was made using square brackets to
mark the off part. Table I and II summarise some statistics on
the annotated dataset, unified and per class. As shown in the
table, the three classes are unbalanced: the ”on” class has 60%
of the sentences, and each of the two other classes has around
20%. From Table II, we see that there is, on average, 2 more
syllables in the Spanish translation than in the English source
and a ratio source/target syllable ratio of 0.84. So the number
of syllables in both language is almost similar compared to
other language pairs like English-Japanese. Another interesting
observation in the table is that the average character ratio and
the average syllable ratio for the three classes ”On”, ”Off” and
”Mixed” are almost identical. So at the first look, we would say
that there is not a distinction between the classes. Nevertheless,
looking at the standard deviation next to these averages, the
”Off” class have a more significant standard deviation than the
two other classes, which have a similar one from each other.
This observation could suggest that the off-screen sentences
are not fully constrained by isochrony.

TABLE I
ANNOTATED HEROES CORPUS STATISTICS PER CLASS

Stats All On Off Mixed
Number of utterances 6977 4163 1200 1614
Number of words (en) 56,103 29,212 8,208 18,683
Number of words (es) 48,399 25,080 7,273 16,046

To split the data, we use the same strategy as in the literature
[4]: we first select 400 sentences in each class randomly
and create the test set with it. Then, 10% of the remaining
sentences of each class are taken to form the valid set. The
training set was composed of the rest of the sentences. As
the two classes ”Off” and ”Mixed” are smaller than the ”On”
class, we over-sample them to get a balanced set.

As the Heroes corpus is not large enough to train the
base model, we use the OpenSubtitles 2018 [9] dataset from
the OPUS project [10]. OPUS is a growing project that
brings together open-source translated texts from the web.
The OpenSubtitles dataset is a collection of parallel sentence
compile from a large movie and TV subtitles database in
different languages. Our model only uses the English - Spanish
part of the dataset, composed of more than 61M sentences.

Before the training, the data is first cleaned using a Perl
package named Mosesdecoder [11]. After that, 5% of the data
is taken as a validation set, where the rest stay as the training
set. We use SentencePiece [12] which is a text tokeniser
package in Python, to segment the text into unigram. The



TABLE II
MEAN AND STANDARD DEVIATION ON SYLLABLE PER UTTERANCES
AND ON SOURCE/TARGET RATIO OF CHARACTERS AND SYLLABLES

Average All On Off Mixed
Syll. / utt. (en) 9.43 (6.21) 8.17 (5.23) 8.12 (5.71) 13.67 (6.95)
Syll. / utt. (es) 11.65 (7.73) 10.02 (6.35) 10.33 (7.60) 16.83 (8.75)
Character (en/es) 1.17 (0.39) 1.17 (0.36) 1.18 (0.52) 1.16 (0.34)
Syllable (en/es) 0.84 (0.26) 0.84 (0.24) 0.84 (0.32) 0.85 (0.25)
Each average is followed by the standard deviation in parenthesis

resulting text is then passed to the Fairseq preprocess method,
which binarised the text and prepares it for the training.

The first step was to implement and train a base model
which translates English sentences into Spanish. The trans-
former architecture available in the Fairseq toolkit is used as
the base of the model. Our configuration is similar to [4]. The
model uses adam for optimisation, with an inverse square root
decreasing learning rate after 4000 warm-up steps that increase
the learning rate linearly from 1 × 10−7 to 0.005. It uses a
label smoothed cross-entropy with 0.1 label smoothing, and
the dropout is set to 0.1 for the attention layers and 0.3 for
all other layers. We trained this model on the preprocessed
OpenSubtitles dataset until it achieves a good BLEU score on
the WMT-13 test set.

Then we implement two different methods to add the
dubbing constraints on the base model.

The first method is to fine-tune the model on the Heroes
dataset [4]. Fine-tuning a model is done by resetting the meters
generate during the training and train the model on a new
specific dataset. This method allows training the model on
a more general and larger dataset before adapting it with a
more specific and, most of the time, smaller dataset. As we
have the on/off-screen annotations on the dataset, we made
different fine-tuning. As the Heroes dataset is small, it could
not be used for training the base model. The OpenSubtitles
was used during the training, but it is not a dubbing database
and may also be out of domain from the Heroes texts. So, the
fine-tuning will on the Heroes dataset will make the model
more in-domain and trained for dubbing.

As we have the on/off-screen annotations on the dataset, we
made different fine-tuning. The first one was a simple one on
the unified training set, with no distinction between the classes.
We named it FT-ALL. For the next fine-tunings, we separate
the classes of the datasets with the use of target forcing[13].
This technique is generally used for mixed-language data in
multilingual translation but can also be helpful with other
attributes like our ”On”, ”Off”, and ”Mixed” classes. To
work, it introduces artificial tokens at the start of each source
sentences, which specify the target class. As the ”Mixed” class
is composed of a mix of ”On” and ”Off” sentences, there are
two different ways to make the fine-tuning. The first way is
to separate the three classes by adding a corresponding tag at
the beginning of each source sentence. The other way is to
use only two tags for ”on” and ”off” parts. For the entirely
”On” and ”Off” sentences, the corresponding tags are still at
the beginning of the source sentences. However, instead of the

corresponding tag for the ”Mixed” sentences, we delimit the
range of each sentence on/off-parts with the respective tags.
Those two fine-tune models are identified respectively by FT-
3tags and FT-2tags.

The second method is the syllable-rescore. As the name
indicates, it rescores the hypotheses based on the difference
between the number of syllables in the source and the hy-
potheses. Unlike the first experiment, this one is not part of
the training process but comes during the generation of a
translation. As we observed earlier, the source/target ratio for
the number of syllables is close to 1, which mean that English
and Spanish use almost the same number of syllables. So it
should be able to base the isochrony constraint on the number
of syllables. The operation of this experiment is as follows: it
asks the model to generate the N best hypotheses and create a
new score for them. This new score is a trade-off between the
translation quality and the length constraint. To compute this
trade-off, it first creates a new rate based on the length. This
new rate takes the absolute difference between the number of
syllables in the source and the hypothesis and converts it to
get a higher score for matching syllable counts between the
sentences. It results in the following equation:

rate(h) =
1

1 + abs(syll(h)− syll(s))
(1)

where s is the source sentence, h is one of the hypothesis,
syll(x) is the number of syllable in x and trans(x) the
translation of x. For this score, a result close (or equal) to
1 means that the syllable count of the two sentences is close
(or similar). Now that the rate is computed, the default score
from the generation is replaced with a trade-off of it and the
rate as follows:

newscore(h) = (1− α)× score(h) + α× rate(h) (2)

where s is the source sentence, h is one of the hypothesis
and score(x) is the default score of x from the generation.
If α is close to 0, the score will put more importance on the
quality of the translation, but when it is close to 1, it will
give more attention to the isochrony. When all the hypothesis
has a new score, the method will return the sentence with
the highest score as the best translation for the source. This
rescore is apply to the base model and also on the fine-tuned
model with two or three tags. As stated in the descriptions of
the method, there are two parameters to set. The method needs



to know how many hypotheses to generate, specified by N ,
and the weight of the synchrony constraints in the trade-off,
given by α. Those parameters will be evaluated with different
values in the experiments.

For the results, we use two different scores. The first score
is the BLEU score to analyse the quality of the translation.
The BLEU score is computed by comparing the generated
translation with a reference. A high score means that the
generated and the reference are almost similar. For this, we use
the SacreBLEU python package [14]. This package allows the
generation of a reproducible BLEU score easily. Two different
test sets are used to compute the score. One is the WMT-
13 implemented in the package. It is a test from the 2013
workshop on Statistical Machine Translation [15]. It will get
a more general overview of the quality of the traduction. The
other test set is the one from the Heroes dataset we described
earlier. A score is computed both on all the classes together
and per class. Unlike the WMT-13 test set, which is more
general, this set focuses on dubbing quality.

The second score is the synchrony score found in [1], which
takes the absolute difference between the number of syllables
in the source and the translated sentence from the test text.
However, instead of converting it like in 1, we use it to
compute an average. It is computed as follow:

syncscore(T ) =

∑
s∈T abs(syll(trans(s))− syll(s)∑

s∈T syll(s)
(3)

where T is the test set, s a sentence, syll(x) is the number
of syllable in x and trans(x) the translation of x. We compute
the number of syllables in the text by using the Python package
named PyPhen. This score allows us to see how well the model
performs for the isochrony constraint.

IV. EXPERIMENTS AND RESULTS

Before looking at the score of the different methods, we
will first evaluate the two parameters for the syllable-rescore
method. The evaluations can be found in the following figures.

The first parameter to be evaluated is the α, representing
the weight of the synchrony constraints against the translation
quality. For this analysis, the BLEU score and the synchrony
score is computed for each value of alpha between 0 and 1.
The N value for the number of best hypothesis is arbitrarily
set to 10. Figure 1 show the plot of the evolution of the scores
for the syllable-rescore on the base model using the unified
Heroes test set. The synchrony score of the Heroes sets has
been computed to have a baseline and is also plot on the figure.

The BLEU score starts with a value of 15.8 for alpha is
0 and increases to 16.4 when α is 0.3 before decreasing and
reach 15.0 when α is between 0.8 and 1. For all time, the
synchrony score decrease, starting with a score of 0.421 at α
is 0 and ending with 0.258 when α is 1. In the beginning, the
decrease is strong, but it slowly becomes weaker. The baseline
of 0.340 is cross a bit before α = 0.3 with a value of 0.338.

The second parameter to be evaluated is N , representing
the number of best hypotheses to generate. Using a fixed α

0 0.5 1

15

15.5

16

16.5

0.25

0.3

0.35

0.4

α values

B
L

E
U

sc
or

e

Sy
nc

hr
on

y
sc

or
e

H
er

oe
s

ba
se

lin
e

Fig. 1. Evalutation of α for syllable rescore

for this evaluation did not give a good view of the effects
of N , so a range of α values between 0 and 1 is also used
in this evaluation. The BLEU score and the synchrony score
are computed for the syllable-rescore on the base model with
an N value of 5, 10 and 20. Figure 2 show the plot of the
evolution of the BLEU scores for the syllable-rescore on the
base model using the unified Heroes test set. The evolution of
the synchrony score can be found in figure 3, along with the
Heroes baseline.

When N is 10, the evolution is as described for the
evaluations of alpha values. For N = 5, the start is the same
with a score of 15.8, but the increase is a bit slower as it
reaches a maximum score of 16.4 when α is 0.4. The decrease
is also smaller, making the scores for α between 0.4 and 1
higher than N = 10. It reaches a score of 16.0 for the α values
between 0.8 and 1. For N = 20, the start is a bit higher than
when N = 10, with a score of 15.9. It reaches its maximum
value of 16.5 when α is 0.3 before having a solid decrease
such that for α between 0.4 and 1, the score is lower than
when N = 10. The lowest value is when α is 1, with a score
of 13.9. In term of synchrony score, it starts with N = 20
having the worst result of 0.444 and the two others having
a score of 0.431. When N is 5, the decrease is smaller, and
when N is 20, the decrease is strong, such that after α is 0.2,
N = 5 got the worst score, and N = 20 got the best one until
the end. When α is 1, N = 5 has a score of 0.316, N = 10 a
score of 0.258 and N = 20 a score of 0.158.

After these two evaluations, we compute the BLEU score
and synchrony score of different models. The models that are
scored are the base model, followed by the standard fine-tune
model and the fine-tune models with 3 or 2 tags. Then there
is the syllable-rescore method applied on the base model and
the fine-tune models with 3 or 2 tags. All the syllable-rescore
models use an N value of 10. For the α, a value of 0.8 is used
to get the best synchrony score and see the effect of synchrony
constraints. The syllable-rescore on the base model also has
a variant with an α of 0.3, corresponding to the best BLEU
score during the evaluation.

Table III contains the BLEU score for each model on the
WMT-13 test set. This score gives a general overview of
how the model performs for a standard translation. Table IV
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contains the BLEU score on the Heroes test set unified and
separated per class. It shows how well the model performs on
a dubbing translation. The synchrony score is summarised in
table V. This score will tell what the isochrony performance
of each model is. The synchrony score of the Heroes test set
has been computed to have a baseline for this score. It results
in 0.340 on all the test set, with a small increase on the ”off”
class, 0.386, and a small decrease for the ”on” and ”mixed”
classes, respectively 0.311 and 0.330.

The base model gets a reasonable BLEU score of 19.4 for
the WMT-13 test set. All the other models get a lower score.
For the Heroes test, the base model gets a BLEU score of
15.8 for the unified test. This score is due to the high 16.2
on the ”on” class and 16.5 on the ”off” class. However, the
model gets a low 15.3 for the ”Mixed” class. For the synchrony
score, the base model is higher than the baseline, increasing
between 0.05 and 0.13 for all the classes. The ”on” class gets
the highest increase, where the ”Mixed” class gets the lowest.

The standard fine-tuned model, FT-ALL, increases all
BLEU scores on the Heroes test set. For the unified set, it gets
to 16.6 (+0.8 from the base). On the ”on” class, it increases by
0.1 to achieve 16.3; on the ”off” class, by 1.4 to a score of 17.9;
and on the ”mixed” class, by 0.3 to gets 15.6. The synchrony

score for the fine-tuned model decreases everywhere by a step
around 0.05 compared to the base model.

For the two fine-tuning with tagging, FT-3tags and FT-2tags,
the BLEU score on the Heroes set increases on almost every
part compared to the default fine-tuning, except for the FT-
3tags on the ”mixed” class. Between the two, it is the FT-2tags
that get the highest results for every class with a difference of
0.2 to 1 unit. In term of synchrony score, FT-3tags get higher
values than the standard fine-tune model, but the scores are still
better than the base model. For the FT-2tags, all the values are
better than the standard fine-tune. Their scores, especially for
FT-2tags, come close to the one from the baseline.

The syllable-rescore method on the base model with an α
of 0.3 makes the results increase from the base model for most
of the Heroes test sets. The increase is by 0.6 for the unified
set and by 1.1 for the ”off” set. For the ”mixed” class, the
score stays the same, and for the ”on” class, it decreases by
0.1. Even with this increase, all the scores are lower than for
the standard fine-tuning. The synchrony score gets closer, or
even lower for some, values than the baseline on all classes,
getting all the results between 0.3 and 0.4. When the α is 0.8,
the BLEU scores decrease compared to the base model, with
a score of 15.0 for the unified set, 14.0 for the ”on” set and
14.6 for the ”mixed” set. Only the ”off” class get an increase
by 0.3 to reach 16.8. For the synchrony score, they are all
under the values of the baseline.

The syllable-rescore method based on FT-3tags and FT-
2tags, their BLEU scores decrease with respect to their re-
spective model on all the Heroes test sets. For the one on
FT-3tags, the values are still higher than the syllable-rescore
method on the base model with an alpha of 0.8. However, This
is not the case for the one on FT-2tags, which get a lower score
for the ”on” and ”mixed” classes. Compared to its respective
model, the synchrony-rescore model on FT-2tags get a slightly
more significant decrease on the ”off” classes, by a value of
2.2, where the decrease for the ”on” and ”mixed” classes are
by 1.9. For the synchrony score, both models get better scores
than the syllable-rescore model on the base model and the
baseline. The one on FT-2tags even achieves a value lower
than 0.2 for all its classes except the ”off” class.

TABLE III
BLEU SCORE ON THE WMT-13 TEST SET

Model Score
Base 19.4
FT 19.1
FT-3tags 19.2
FT-2tags 18.7
SR (Base, α = 0.3) 19.0
SR (Base, α = 0.8) 18.4
SR (FT-3tags, α = 0.8) 18.1
SR (FT-2tags, α = 0.8) 17.5
FT: fine-tune, SR: syllable-rescore

V. DISCUSSION

The first important point to discuss is why the BLEU score
of the base model is on the Heroes test set is low, even if it



TABLE IV
BLEU SCORE ON THE HEROES TEST SET

Model All On Off Mixed
Base 15.8 16.2 16.5 15.3
FT 16.6 16.3 17.9 15.6
FT-3tags 16.6 16.4 18.0 15.4
FT-2tags 16.8 16.7 19.0 15.7
SR (Base, α = 0.3) 16.4 16.1 17.6 15.6
SR (Base, α = 0.8) 15.0 14.0 16.8 14.6
SR (FT-3tags, α = 0.8) 15.3 14.7 17.1 14.6
SR (FT-2tags, α = 0.8) 14.9 14.8 16.8 13.8
FT: fine-tune, SR: syllable-rescore

TABLE V
SYNCHRONY SCORE ON THE HEROES TEST SET

Model All On Off Mixed
Heroes test set 0.340 0.311 0.386 0.330
Base 0.431 0.437 0.500 0.387
FT 0.391 0.397 0.454 0.351
FT-3tags 0.399 0.410 0.470 0.351
FT-2tags 0.349 0.359 0.415 0.304
SR (Base, α = 0.3) 0.338 0.343 0.391 0.304
SR (Base, α = 0.8) 0.259 0.243 0.310 0.238
SR (FT-3tags, α = 0.8) 0.228 0.221 0.276 0.204
SR (FT-2tags, α = 0.8) 0.190 0.186 0.228 0.171
FT: fine-tune, SR: syllable-rescore

is not so low. This low value can reflect a domain mismatch
between the OpenSubtitles sentences used to train the base
model, which is not even a dubbing dataset, and the Heroes
sentences used in the tests. Before using the OpenSubtitles
dataset, the WIT3 [16] one was used, but it never gets to a
BLEU score higher than 3 on the Heroes tests. So the BLEU
score of OpenSubtitles is still reasonable. Another factor that
makes the BLEU score not so low is that the OpenSubtitles
is, as the name indicates it, a dataset of subtitles sentences.
Even if the subtitles are not as restricted as the dubbing, it
still needs to be short so that the viewer can read it. We get a
slightly better BLEU score on the Heroes set than [1], which
use another dataset. However, as shown in [4], better results
can be reached, like a BLEU score over 20 on all the Heroes
sets. This paper uses the same model structure as in our work
but trains it on a combination of multiple datasets from the
OPUS project, resulting in 67M parallel sentences. So to get
to a similar score, more resources and time would be needed.
Even with this low score, the other observation should still be
similar to those computed with a better base model.

The fine-tuning models get a better BLEU score on the
Heroes test than the base model. This increase reflects the
effect of the fine-tuning, which close the gap of the domain-
mismatch by adapting the model on an in-domain dataset
which is also a dubbing one. The fact that isochrony con-
straints are applied is also shown with the synchrony score,
where we get close results to the baseline compared to the base
model. For FT-3tags, we see a small increase by 0.1 unit of the
”on” and ”off” class es, but a decrease on the ”mixed” class.
This slight drop can be a consequence of the complexity of this
last class, as it is composed of both ”on” and ”off” parts. With

FT-2tags, the scores have increased considerably compared to
the increase of the FT-3tags. Even the ”mixed” score get a
light increase compared to the standard fine-tune model. The
large increase for the ”on” and ”off” tests is caused by the fact
that now the ”mixed” class is separated with the two ”on” and
”off” tags. This separation gives the model more sentences to
train for both classes. It also helps the model to understand
the ”mixed” class and improves its prediction for it.

Another observation on the results of the fine-tuned models,
the BLEU score on the ”off” class is relatively high compare
to the ”on” and ”mixed” classes. However, the gap between
the synchrony score of the ”off” class and the baseline is
not more important than the gaps for the other classes. This
difference between the BLEU score could suggest that the
off-screen sentences have fewer constraints, other than the
synchrony constraint, compared to the other classes. The on-
screen sentences are also constraints to lip-sync and visual-
synchrony constraints. However, those constraints are not
essential for the ”off” sentences, which only care about length
matching with the scene.

One interesting test would be to try those Heroes fine-tuned
models on another dubbing dataset from another movie or TV
show to see how it would perform. But as said earlier, the
Heroes is the only free available dubbing corpus.

The syllable-rescore give exciting results for the synchroni-
sation score. Most of them are lower than the baseline. These
low values can seem weird at first sight, suggesting that the
model achieves a better score than the baseline, which should
be the best as it is computed on the official dubbing for the
TV show. However, it is essential to remind that the syllable-
rescore is based on a trade-off between the quality of the
translation and the syllable count difference with the source.
In three of our applications of this method, we used an α of
0.8 to put more weight on the matching syllable count rather
than on the translation quality and faithfulness. This trade-off
between quality and length is also why the score for the heroes
test set is not so close to 0. The official dubbing cares a lot
about the faithfulness of the translation and can not sacrifice
all the quality and details. The synchrony score for the official
heroes dataset could also be high because of other constraints
like lip-sync and visual synchronisation. The official dubbing
may use another word than the one we predicted because it
corresponds better to the scene’s action or the actor’s mouth
movement, even if it is a bit longer.

Looking at the FT-2tags model and its corresponding
syllable-rescore method BLEU scores, the value on the ”off”
class drop by 2.2, where it only drops by 1.9 for the ”on” and
”mixed” classes. This notable drop for the ”off” test could be
explained by the fact that the off-screen sentences no need
for synchronisation constraints, and applying the constraints
on it is harmful. The smaller drops for the two other classes
suggest that isochrony is helpful, but still, other constraints
are present.

The harmful effect of the syllable-rescore method can be
analysed by looking at the evaluation for the alpha values.
From this evaluation, we see that a low alpha, which will



thus put more weight on the quality and faithfulness of the
translation against the syllable count match, can increase the
BLEU score. But after a specific alpha, the BLEU score starts
to drop. This specific alpha is the one where the syllable score
is the closest to the baseline, which means that the more we get
close to the baseline length, the better the BLEU score become.
But if we try to put too much weight on the syllable count
instead of the translation quality, then we cross the baseline
value a get a better synchrony score, but the BLEU score drop
and thus, the quality of the translation is worst. However, at
some point, after an α of 0.8, the synchrony score does not
improve. This is caused by the parameter N , which represent
the number of best hypotheses to generate. When we evaluated
the alpha values, we set this N value to 10. When α is 0.8,
all the best matching hypothesis were already chosen for each
source sentences, and so increasing the alpha value will still
choose the same best matching hypotheses. If we increase the
number of hypotheses to generate to 20, we will then get more
possibility to choose from, with different length. This is why,
when N = 20, we can achieve a broader range of synchrony
score. This change gives a better maximum BLEU score when
α is 0.3, which would suggest that it generate hypotheses with
better quality for the similar synchrony score than with N =
10. It also gets better synchrony scores when more weight
is put on the synchrony constraint, as it has more hypothesis
to choose from with a length closer to the source sentence.
These extra hypotheses allow reaching a minimum score of
synchrony score of almost 0.150 when α is 1, but it also makes
the BLEU score decrease stronger as it goes quicker away
from the baseline than when N = 10. If instead of enlarging
the number of hypotheses, we narrow it by setting N to 5, we
will get fewer choices. This change makes the syllable-rescore
on the BLEU score less harmful as it has less or no translation
closer to the source sentence. However, it will also increase
the BLEU score with a low alpha value slower and get a worse
synchrony score than the two other variations. Nevertheless,
we can see that it stays close to the baseline, explaining why
so BLEU scores are good.

After this analysis, we can see the result of using an alpha of
0.3, which gives the best BLEU scores during the evaluation
when N is set to 10. In the tables, we see the application of
that on the base model. Compared to the base model, it brings
all the synchrony score closer to the baseline while improving
most of the BLEU scores. However, the BLEU score of the
”on” test decrease by 0.1 with a synchrony score of 0.343,
which is closer but still hover the baseline of 0.311. The drop
is not significant, which means that the synchrony constraint
is essential, but this could also suggest, as in the previous
analysis, the presence of other constraints than the isochrony
one. Those other constraints are also quite essential when the
sentences are on-screen.

VI. CONCLUSIONS

We have trained a Neural Machine Translation and imple-
ment in different ways the dubbing constraints to analyse what
are their performance. From the different strategies used, the

fine-tuning on the Heroes dataset using target forcing with
two tags, called FT-2tags, get the best score in almost all tests.
Nevertheless, this method should be tested on another dubbing
corpus, preferably a larger one, to get a better overview of its
performance.

One important part of the model is the distinction between
on and off-screen. The results of the fine-tunes models and the
analysis of the synchrony-rescore method have shown that the
off-screen sentences are less constrained than the on-screen
sentences, and they are allowed more freedom. The results of
the ”off” test are considerably higher compared to the other
tests. Moreover, there is a slightly bigger drop on the ”off”
class when we apply the syllable-rescore on the FT-2tags.

The results also suggest that the primary constraint for dub-
bing is the isochrony constraints. However, other constraints
like lip synchronisation and visual synchronisation are also
essential to get the best dubbing translation. Those constraints
are only critical for the on-screen content. This presence of
other constraints is proven with the synchrony-rescore method.
The method applied on the base model with a small weight
for the isochrony constraints improves the BLEU score for
the unified, the ”off” and the ”mixed” tests by adding the
synchrony constraints, but it decreases the score for the ”on”
sentences. Even with the source/target syllable ratio is close to
the one from the official dubbing. Thus, doing a translation for
dubbing is a critical trade-off between the different constraints
and the quality, especially for the on-screen text, which makes
it hard to automate it. The synchrony-rescore is thus harmful
with a high alpha as it put too much weight in the isochrony
constraint without taking care about the other ones and the
quality.

At least a better base model and a more extensive collection
of parallel sentences for dubbing are needed if we want
to create a better NMT for dubbing. Perhaps with different
strategies to implement the constraints based on the on and
off-screen sentences. Nevertheless, even with it, the dubbing
translation will lose quality and faithfulness compared to the
source one. Maybe the solution is not to replace the text with a
constrained one but to replace the lips, as some recent articles
proposed. Or, maybe a bit of the two will be necessary to get
an optimal result.
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[5] A. Öktem, M. Farrús, and A. Bonafonte, “Bilingual Prosodic Dataset
Compilation for Spoken Language Translation,” in Proceedings of
IberSPEECH 2018, 2018, pp. 20–24.

[6] M. Ott, S. Edunov, A. Baevski, A. Fan, S. Gross, N. Ng, D. Grangier,
and M. Auli, “Fairseq: A fast, extensible toolkit for sequence model-
ing,” in Proceedings of NAACL-HLT 2019: Demonstrations, 2019.

[7] A. Paszke, S. Gross, F. Massa, A. Lerer, J. Bradbury, G. Chanan,
T. Killeen, Z. Lin, N. Gimelshein, L. Antiga, A. Desmaison, A.
Kopf, E. Yang, Z. DeVito, M. Raison, A. Tejani, S. Chilamkurthy,
B. Steiner, L. Fang, J. Bai, and S. Chintala, “Pytorch: An imperative
style, high-performance deep learning library,” in Advances in Neural
Information Processing Systems 32, Curran Associates, Inc., 2019,
pp. 8024–8035.

[8] IMBd. (n.d.). “Heroes (TV Series 2006-2010),” [Online]. Available:
https://www.imdb.com/title/tt0813715/. [Accessed: 2021-05-31].

[9] P. Lison and J. Tiedemann, “OpenSubtitles2016: Extracting large
parallel corpora from movie and TV subtitles,” in Proceedings of the
Tenth International Conference on Language Resources and Evalu-
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