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Abstract—This paper presents a model that generates teasers
for TED talks as an example of speech summarization.

This model combines a pre-trained automatic speech recog-
nition (ASR) model, wav2vec 2.0, with a pre-trained text sum-
marization model, Pegasus, in order to form a loosely coupled
cascade model. The pre-trained models are fine-tuned on an
appositely built dataset of TED talks. Such dataset contains the
recordings of the talks, their transcripts and their summaries.

The fine-tune cascade model is evaluated on the ROUGE F1
metric achieving a ROUGE-1 of 24.85%, ROUGE-2 of 6.65%,
and ROUGE-l of 20.46%, which improves the results of the
baseline model (16.67%/2.22%13.19%) on the aforementioned
dataset.

Index Terms—Natural language processing, speech sum-
marization, automatic speech recognition, MuST-C, Pegasus,
wav2vec 2.0, TED

I. INTRODUCTION

A. Motivation

The goal of text summarization is to produce a shorter
version of a document without losing the key information or
linguistic fluency. Speech summarization has a similar goal,
but the media is recorded audio instead of written text. The
output is a summary of the talk, either in speech or text form.

There are situations, like TED talks, podcasts, or online
courses, where a written text is not immediately available.
However, the audio recording is. These recordings can be
transcribed to text, either manually or by an automatic speech
recognition (ASR) system. The first option requires human
work, while in the second one the ASR system can generate
errors that the summarization model is not able to handle.
The second option works like a cascade model that combines
multiple models, and where the best hypothesis from the
previous model is used as input to the following one.

B. Problem statement

This paper investigates how to build a speech summarization
model by adapting existing pre-trained models for text summa-
rization, and how to improve the performance of the resulting
model. In particular, generating talk teasers for TED (“TED”,
2021) talks as speech summaries is used as an illustration of
speech summarization.

This thesis was prepared in partial fulfilment of the requirements for the
Degree of Bachelor of Science in Data Science and Artificial Intelligence,
Maastricht University. Supervisors: Jan Niehues

C. Research questions & hypothesis

This paper addresses the following questions:

1) How to adapt a text summarization model to perform
speech summarization? The talks transcription can have
a different structure than the kind of text used to train
the model: it might not have a clear structure, there can
be more repetitions than in a written text, there might
be grammar mistakes or colloquialism. These features
might make the text summarization model ineffective.
The hypothesis is that a text summarization model can
be adapted to this domain by training it on the transcripts
from the ASR model or on text that looks similar to those
transcripts.

2) How can pre-trained ASR and text summarization
models be combined in order to summarize speech
directly from the audio recording? It is not always
possible to train the ASR model and the summarization
model (or an end-to-end model) from scratch due to
limitations in the hardware resources and in the amount
of data available, however, pre-trained models need a
smaller amount of data to be fine-tuned in a specific task.
Moreover, ASR models usually operate on a sentence or
sub-sentence level, while the text summarization models
work on an entire document. Because of this, the speech
has to be split into multiple pieces, either manually,
by using time annotated transcripts, or automatically,
for instance by splitting when silence is detected. The
hypothesis is that a speech summarization model can
be trained on talks split manually and be able to work
on automatically split talks with a limited decrease in
performance.

3) How to form a dataset that can be used to train and
test the models proposed in this paper? It might not
be possible to use existing datasets, because their topics
might not be pertinent to this paper. Both a dataset for
speech recognition and one for text summarization are
needed. Furthermore, they have to be aligned in such a
way that it is possible to pair the audio data and the
reference summaries. The hypothesis is that it is possible
to form a dataset of TED talks for speech summarization
by merging existing datasets or gathering the data from
publicly available sources.
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D. Main approach

The aim of the research is to develop a cascade model that
combines an ASR model with a text summarization model.
The speech is split into fragments which are processed to
the ASR model. Then, the transcripts are combined into a
single text document which the summarization model uses to
generate the final text summary.

A dataset of TED (“TED”, 2021) talks has to be created.
It has to be utilisable both to train the ASR model and the
summarization model individually, but also to train a model
end-to-end.

Next, the pre-trained models for ASR and summarization
are identified and fine-tuned.

Finally, the models are combined in a cascade model and
tested on the input talks. Cascades made up of different fine-
tuned models are compared.

E. Outline

This paper presents state-of-the-art techniques in Section
II. Then, the design choices and methods for the dataset, the
ASR model, the summarization model and the cascade model
are presented in Section III. The experiments, their results and
their discussions follow in Sections IV, V and VI respectively.
Finally, Section VII recapitulates the main findings of the
paper.

II. STATE OF THE ART

This paper covers three main topics: ASR, text summariza-
tion and speech summarization with cascade models.

A. ASR

Existing ASR models include Mozilla DeepSpeech (Han-
nun et al., 2014). It is a Long Short-term memory (LSTM)
(Hochreiter & Schmidhuber, 1997) model trained to produce
English text given an English speech. It works with Connec-
tionist Temporal Classification (CTC) (Graves et al., 2006),
and the output can be optionally decoded with an external
language model (LM) (DeepSpeech, 2020). The language
model estimates the probability distribution of the different
tokens during the decoding of the output of the model, thus
it is used to more accurately find the most probable transcript
given the input audio data,

Later, Schneider et al. (2019) propose wav2vec. It is an
acoustic model pre-trained on unlabelled data with a multi-
layer convolutional neural network (CNN) to produce the
transcript. The authors claim that their model outperforms
DeepSpeech on the WSJ nov92 test set (Paul & Baker, 1992).
In contrast to DeepSpeech, this model uses a CNN instead of
an LSTM, and it used unsupervised learning to learn the audio
representation.

Wav2vec 2.0 (Baevski et al., 2020) improves on the re-
sults achieved by its predecessor wav2vec. It has two main
components: an encoder made up of convolutional layers
and attention layers. A linear layer for CTC can be used to
generate the transcripts similarly to DeepSpeech as shown by
Ott et al. (2019). The main improvement with respect to its

predecessor is the attention mechanism (Vaswani et al., 2017).
The wav2vec 2.0 Base model is fine-tuned on LibriSpeech
(Panayotov et al., 2015) dataset, while the wav2vec 2.0 Large
models is fine-tuned on LibriSpeech (Panayotov et al., 2015)
and Libri-Light (Kahn et al., 2020) datasets. In addition, self-
training (Xu et al., 2020) is used to improve the performance
of this last model.

Baevski et al. (2020) also show how decoding the output
of the model with beam search (Medress et al., 1977) and a
language model reduces the word error rate (WER) of wav2vec
2.0.

B. Datasets for ASR

There exist datasets with TED (“TED”, 2021) talks for ASR
publicly available. These include Ted-Lium, which is a mono-
lingual corpus, and MuST-C, which instead is a multilingual
speech translation corpus. They both automatically align the
human-generated captions to the recordings. Ted-Lium has 452
hours of audio, while the size of MuST-C depends on the pair
of languages.

C. Text Summarization

Two kinds of text summarization models can be indi-
viduated: extractive models and abstractive models, which
can generate namely extractive and abstractive summaries.
An extractive summary is generated by extracting the most
important sentences from a document, while an abstractive
one is made by rephrasing the most important content of the
document and can uses words not encountered in the original
text.

Models for abstractive summarization include T5 (Raffel
et al., 2019b), a multi-task encoder-decoder model able to
summarize text, and BART (Lewis et al., 2019), a model that
combines a bidirectional encoder similar to the one used by
BERT (Tenney et al., 2019) with a left-to-right decoder like
the one used by GPT-2 (Radford et al., 2019).

In the same year, Zhang et al. (2019) propose Pegasus, a
pre-trained sequence-to-sequence model for abstractive sum-
marization. It is a transformer encoder-decoder trained on C4
(Raffel et al., 2019a) and HugeNews (Zhang et al., 2019)
datasets with self-supervised objective Gap Sentences Gener-
ation (GSG) (Zhang et al., 2019). The novelty of this model is
GSG: it works similarly masked language modelling (MLM),
where the model has to predict masked words in the text, but
on a sentence level. MLM and GSG are used simultaneously
during the training of the model. Two versions of the model
are available, Pegasus-Base and Pegasus-Large. Passali et al.
(2021) show that this model can be successfully fine-tuned on
a new corpus. In particular, they fine-tuned the Pegasus Base
model (Zhang et al., 2019), which was pre-trained on XSUM
(Narayan et al., 2018), on a new corpus of about 2000 financial
articles (Passali et al., 2021).

One of the limitations of Pegasus is the length of the
input sequence (Zaheer et al., 2020). BigBirdPegasus (Zaheer
et al., 2020) uses a sparse attention mechanism. This makes it
possible to use less memory than Pegasus (Zhang et al., 2019)
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when summarizing long sequences while achieving similar
performance to the Pegasus-Large model.

Another way to handle longer documents is proposed by
Gidiotis and Tsoumakas (2020). They use a divide and conquer
method to summarize long documents, such as scientific
papers. The document is split into sections and the ROUGE
score (Lin, 2004) is utilised to match each section with the
corresponding part of the ground truth summary. Then each
section and partial summary are treated independently during
the training of the model. Their model is based on Pegasus-
Large (Zhang et al., 2019). On datasets like arXiv (Clement
et al., 2019) and PubMed (Sen et al., 2008), the divide-and-
conquer model has similar results to BigBirdPegasus (Zaheer
et al., 2020). In addition, this model can handle documents
whose length scales arbitrarily.

Zhong et al. (2020) and Liu and Lapata (2019) show how to
adapt BERT (Tenney et al., 2019) to generate extractive sum-
maries. The models developed are respectively MatchSumm
and PreSumm.

D. Speech summarization and cascade models

Work on speech summarization is conducted by Furui et al.
(2004). Their goal is to generate speech-to-text and speech-
to-speech extractive summaries. In particular, they used an
end-to-end dataset for summarization. This kind of dataset
contains the input recordings and the ground truth summaries
and can be used to train models without using an intermediate
transcript.

Later, McKeown et al. (2005) adapt text summarization to
speech summarization by using an ASR model. Beke and
Szaszák (2016) use a similar approach to obtain extractive
summaries from spontaneous speech.

More recent work has been conducted by Palaskar et al.
(2019). They show how it is possible to combine actions
extracted from videos with the transcript of the video to gen-
erate abstractive summaries. In addition, they can summarize
the videos using only the video data, or from the transcript
generated by a pre-trained ASR model. On one hand, they
observe that the summarization model trained from the ASR
outputs achieve similar results to the model trained on the
video only. On the other hand, the former model produces no-
ticeable worse results than a model trained on the ground-truth
transcripts, due to the ASR errors. For their work, they used
the How2 dataset for summarization (Sanabria et al., 2018).
This dataset is suitable for speech recognition, multi-modal
speech summarization, and multi-modal machine translation
from English to Portuguese. Moreover, they introduce a new
metric for abstract summarization, Content F1. As oppose
to ROUGE, this metric ignores stop words, so the model
cannot artificially increase its score by predicting mostly these
words. However, this metric is designed for ”the template-like
structure of the summaries” (Palaskar et al., 2019) of the How2
videos, so it might not be adapted to TED talks.

In the same year, Zheng et al. (2020) study abstractive
summarization for podcasts. Their transcripts are obtained
from an external ASR tool, and they show that fine-tuning the

summarization model on the transcripts increases the ROUGE
score obtained by the model. In particular they compared three
different models for abstractive summarization: DistilBART
(Lewis et al., 2019), T5-small (Raffel et al., 2019b), and
ProphetNet (Qi et al., 2020). Their work utilises a speech
summarization dataset containing podcast proposed by Clifton
et al. (2020).

Vartakavi and Garg (2020) also work on podcast summa-
rization. They discuss an extractive model based on PreSumm.
The advantage of using extractive summarization is that they
are able to generate both speech-to-text and speech-to-speech
summaries since they are able to retrieve the sentences selected
for the summary in the original recording. However, as Zheng
et al. (2020), they use a pre-trained ASR model without fine-
tuning it on their dataset.

Sperber and Paulik (2020) discuss architectures and training
methods for end-to-end models focusing on speech translation.
In particular, they mention loosely coupled cascaded models,
made up of models for each sub-task. Moreover, they illustrate
limitations of this kind of models, namely error propagation,
mismatched source-language and information loss, and explain
methods to tackle these problems. Error propagation refers to
talks being transcribed incorrectly by the ASR model, which
decrease the performance machine translation (MT) model
(or text summarization model in this case). The mismatched
source-languages is the MT model (or summarization model)
being trained on grammatically correct text with features like
punctuation or capitalisation but used with an ASR model that
generates text with disfluencies and missing the features just
mentioned. The third issue, information less, happens because
the prosody is not included in ASR transcripts and thus, not
taken into account by the MT model.

In addition, they illustrate other end-to-end architectures,
including direct end-to-end, i.e. a single model for speech
translation that does not use an intermediate transcript, and
models that combine encoders for ASR and decoders for MT.
This last kind of model can reuse parts of pre-trained models
and it has the possibility to work both as a speech translation
system and as an ASR system.

III. METHODOLOGY

The overall model used in this paper is a loosely coupled
cascade model as described by Sperber and Paulik (2020)
made up of the wav2vec 2.0 Base and Pegasus-Base models.
The input audio consisting of TED talks is automatically
split into fragments and transcribed by the ASR model. The
transcripts are combined in order to reconstruct the content of
the original talk and summarized by Pegasus.

The details of the component of this project are illustrated
in the following sections.

A. Dataset

The dataset used to fine-tune the model is made up of three
components: a set of talk recordings, the corresponding tran-
scripts with time annotation and the summaries of the talks.
The transcripts are generated and aligned with the recordings
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Figure 1. Schema representing the pipeline of the cascade model. The actual
ASR model used is wav2vec 2.0 Base, while the used summarization model
is Pegasus-base

by volunteers supporting TED. The talks are from the official
TED events, TEDx events, and other TED resources (TED-
ED, TED-series, and TED-translator).

Both the ASR model and the summarization model have to
be fine-tuned on TED talks. Three pieces of information are
needed for each talk: the audio recording, the transcript, and
the text summary. The used summaries are the talk descriptions
from the TED website (www.ted.com, 2021). The pairs of
recordings and transcripts are used to train and test the ASR
model, while the pairs of transcripts and summaries are used
for the summarization model. The final cascade model is tested
on the pairs of recordings and summaries.

The recordings of the TED talks and their transcripts are
obtained from www.ted.com (2021) and the English portion
of MuST-C. The descriptions of the talks and the transcripts
not included in MuST-C are from www.ted.com (2021) and the
TED page on amara.org (2020). MuST-C is a dataset for end-
to-end speech translation, but here only the English portion of
the English-Czech dataset is used for speech recognition. This
portion of MuST-C is used, because it is smaller than other
versions of the dataset, but also of the set of talks retrieved
from TED. In this way, it is possible to compare the effect of
using more data to train the ASR model on the cascade model.

The data coming from the three sources (Amara, TED, and
MuST-C) is merged together. In case of duplicated talks, the
priority is given to MuST-C, followed by the data from the
TED website, and finally the data from Amara.

The talks are split with a proportion of 85% for the train set
and 15% for the test test Moreover, talks that are in the MuST-
C training set are kept in the training set of the final dataset.
It is done similarly for the test set. In this way, it is ensured
that if the ASR model or the summarization model are trained
on a talk, the combined model is not tested on the same talk.
In addition, this dataset could be used for end-to-end training.

Each model uses the relevant portion of the dataset, so, for
instance, talks that are used to train the summarization model
might not be used for the audio model if their recordings are

missing.
In total 10876 talks are retrieved, however, the dataset is

filtered as illustrated in Section IV-A, thus the actual size of
the dataset is reduced to 4168 talks.

For the ASR model, two different splits of the dataset are
used: one that contains only talks from MuST-C, and one with
all the talks with both the audio recording and the ground-truth
transcript. The first one is indicated as MuST-C in the paper,
while the second is named TED+MuST-C.

B. ASR model

The used ASR model is the pre-trained wav2vec 2.0 base
(Baevski et al., 2020) with a head for Connectionist Temporal
Classification (CTC) (Graves et al., 2006). Both the acoustic
model and the CTC component are pre-trained on 960 hours
of speech from LibriSpeech (Panayotov et al., 2015) by the
Baevski et al. (2020).

The model is fine-tuned on TED talks in order to adapt it
to this domain. Two fine-tuned models are produced: one is
trained only with the talks from MuST-C, the other is trained
with the talks from TED+MuST-C. In this way, it is possible
to investigate the effect on the cascade model of using datasets
of different sizes for training the ASR component. Both fine-
tuned models are evaluated on the set of talks from MuST-C
so that it is possible to compare them.

The wav2Vec 2.0 alphabet includes English letters, the
apostrophe, the blank space and other special tokens (e.g. the
pad tokens). By default, these are decoded in a greedy way (the
characters n the output sequence are considered independent).
This decoding method is compared to a greedy decoder that
uses NeuSpell (Jayanthi et al., 2020) to correct the spelling.

Wav2vec 2.0 Base is used instead of wav2vec 2.0 Large to
avoid not having enough data to fine-tune it. Moreover, this
model is preferred over other ASR systems such as Mozilla
DeepSpeech (Hannun et al., 2014), because of its recency.

C. Summarization model

The aim is to adapt a pre-trained text summarization model
to perform speech summarization. This model has to summa-
rize the transcripts of spontaneous speech into a written teaser
of the speech. Spontaneous speech and written text have a
different structure, therefore the model needs to be abstractive.
For this reason, Pegasus-base (Zhang et al., 2019) is used. This
model is pre-trained on the XSUM corpus (Narayan et al.,
2018).

First, Pegasus is fine-tuned on the human-generated tran-
scripts. Different pipelines for the input documents consisting
of the following processing methods are compared:

• Clean text: non-English characters alongside HTML tags
and parentheses with their content (e.g. ”(MUSIC)”) are
removed. The goal is to reduce the possible out-of-
vocabulary (OOV) characters and the text that does not
carry information relevant to the summary.

• Numbers to words: numbers are converted into words
(e.g. ”2” becomes ”two”). Although Pegasus can handle

https://www.ted.com/
https://www.ted.com/
https://www.ted.com/
https://amara.org/en/teams/ted/
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numbers, numbers are not in the wav2vec 2.0 alphabet,
so its transcripts do not contain numerical characters.

• Punctuation removal: similarly to the numbers, wav2vec
2.0 does not generate punctuation; the only punctuation
mark left is the apostrophe (’) since it is part of the
wav2vec 2.0 alphabet.

• Case normalisation: the document is converted to lower
case because wav2vec 2.0 generates uncased transcripts.

• T5 on n sentences: a pre-trained T5-base is used to
summarize the next n sentences. Then, these intermediate
summaries are concatenated to form a new document.
This method aims to reduce the size of the document
without losing information relevant to the summary.

Next, Pegasus is fine-tuned on the actual transcript gener-
ated by the fine-tuned wav2vec 2.0.

Finally, the fine-tuned models are evaluated on the same
test set made up of wav2vec 2.0 transcripts in order to have
comparable results and to have insight into how they can
perform in the actual cascade model.

Pegasus-base (Zhang et al., 2019) is used instead of
Pegasus-large (Zhang et al., 2019) to ensure that the available
data is enough to properly fine-tune the model. T5-base is
tested as an intermediate summarization model because it is
smaller than Pegasus-base (T5 has roughly less than half of
the parameters of Pegasus-base)

D. Cascade model

This model is a loosely coupled cascade model (Sperber
& Paulik, 2020): two separate systems are used and the best
hypothesis from the first one is used as input for the second
one. The two main components are wav2vec 2.0 and Pegasus.
The models use subtask training, where each component is
trained independently, and the transcripts are utilised as an
intermediate representation to exchange information from the
ASR component to the summarization one, as mentioned by
Sperber and Paulik, 2020.

The model summarises a talk, hence it is evaluated on
ROUGE (Lin, 2004), similarly to Pegasus (Zhang et al., 2019).

Two of the problems mentioned by Sperber and Paulik
(2020) are taken into account: error propagation and mis-
matched source-languages. Using a fine-tuned wav2vec 2.0
instead of simply a pre-trained model improves the quality
of the predicted transcripts, thus fewer errors are passed to
Pegasus. Fine-tuning Pegasus on the transcribed talks ensures
that the language and the disfluencies encountered during the
training are the same as those encountered during the testing
of the cascade model.

The baseline model made up of the pre-trained wav2vec 2.0
and the pre-trained Pegasus models is compared to cascade
models made up of different fine-tuned models.

IV. EXPERIMENTS

A. Creation of the dataset

The first step is obtaining the recordings, the transcripts
and the talk teasers. Next, the talks from the three sources are

merged. For each talk, the audio recording or the summary
may be missing.

From the set of talks, the samples with less than 50 words
in the ground-truth transcript are removed. Then, the talks are
split into a train set and a test set, with 85 % of the talks in
the train set.

The pairs of audio fragments and transcripts for the ASR
model and the pairs of transcripts and summaries for the
summarization model are processed independently.

For the audio, the length of the fragments is inspected. For
the transcripts and summaries pairs the following measures are
used to clean the dataset and select the talks on which Pegasus
performs better:

• Extractive fragments coverage (Grusky et al., 2018)
• Extractive fragments density (Grusky et al., 2018)
• Document length
• Summary length
• Length ratio
• Proportion of 2-grams in the summary that are in the

document
• Proportion of 3-grams in the summary that are in the

document
The length ratio is the ratio between the length of the summary
and the length of the document. It is used together with the
document length and the summary length to remove outliers,
such as extremely long summaries or short documents with
long summaries.

The extractive fragments are defined by Grusky et al. (2018)
as shared sequences of tokens between the summary and
the document. The extractive fragment coverage measures the
proportion of tokens in the summary that are in the document,
while the density measures the average length of the extractive
fragments. These metric is used together with the proportion
of 2-grams and 3-grams in common between the summary and
the document to estimate if the information contained in the
document is also in the summary.

B. Fine-tuning wav2vec 2.0 Base

The baseline model is wav2vec2-base-960h from the Hug-
ging Face (Face, 2021) model repository.

This model is fine-tuned on the audio fragments obtained
from transcripts. The audio is sampled at 16 kHz and only the
fragments shorter than 400000 frames (25 seconds) are used
in order to avoid out of memory (OOM) errors.

Two different training sets are used: one with only data
from MuST-C (Cattoni et al., 2021), the other with also the
other talks from TED (“TED”, 2021). This is motivated by a
possible difference in the quality of the data, in term of noise
and alignment, in the two sets.

One model for each set is trained until over-fitting, and both
models are validated on MuST-C (Cattoni et al., 2021) test set.
During the training, the WER and CER are monitored.

The batch size is 16 and the model is optimised with
AdamW (Loshchilov & Hutter, 2017) with 5e−5 as learning
rate. The training is performed on a single GPU NVIDIA
P100-16GB.
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Next, the effect of NeuSpell is investigated by comparing
the WER and CER after applying it with the original WER
and CER of the greedy decoder.

C. Processing methods for the input documents

The model used for testing is pegasus-xsum from the Hug-
ging Face (Face, 2021) model repository. The model consists
of Pegasus-base trained on XSUM. The model summarises
the talk transcripts in the test set and the ROUGE score (Lin,
2004) is computed.

Different pipelines made up of the methods introduced in
Section III-C are compared on the ROUGE F1 scores. In
particular, the following are considered:

1) Original text
The original documents without any processing. It is to
investigate how noisy text affect the summaries.

2) Clean text
This is the actual content of the speech, without annota-
tions on the background noise (e.g. ”(MUSIC)”) or other
contents that are not from the TED talk.

3) Clean text → numbers to words → punctuation
removal → case normalisation
This pipeline generates text that mimics the transcripts
generate by wav2vec 2.0 since it removes all the features
missing in the ASR output (numbers, punctuation, and
capitalisation). However, this does not imitate the errors
in the wav2vec 2.0 predictions. The transcripts processed
with this pipeline are referred to as ASR-like transcripts
in this paper.

4) Clean text → numbers to words → T5 on 2 sentences
→ punctuation removal → case normalisation
As pipeline pipeline 3, this pipeline also mimics the
transcripts from the ASR system. Moreover, the length
of the input text is reduced.

5) Clean text → numbers to words → T5 on 2 sentences
→ punctuation removal → case normalisation
This works as pipeline pipeline 4, but the length of the
input documents is reduced further.

The pipeline used for the reference summaries is clean text
because Pegasus can generate cased text with punctuation from
ASR-like text.

D. Fine-tuning Pegasus-base

The baseline model is pegasus-xsum from the Hugging Face
model repository. It is Pegasus-base fine-tuned on XSUM.

The training samples are the pairs of talk transcripts and
reference summaries from the filtered dataset obtained from
the experiment illustrated in Section IV-A.

Two models are trained from the human-annotated tran-
scripts: one from the clean text and one from the ASR-like
transcripts. The test set is the same for both models. The model
trained on the clean text is used as a reference to observe if the
training on the ASR-like transcripts is effective. Next, a third
model is trained from the transcript generated by wav2vec 2.0
model fine-tuned on MuST-C.

The models are trained until over-fitting and during the
training, the F1 scores for ROUGE-1, ROUGE-2 and ROUGE-
l are monitored. For simplicity, a greedy decoder is used for
the validation. The pipeline used for the reference summaries
is clean text. The batch size is 4 and the model is optimised
with Adafactor (Shazeer & Stern, 2018), as suggested by
the authors of the model Zhang et al. (2019), with 5e−5
as learning rate. The training is performed on a single GPU
NVIDIA P100-16GB.

E. Testing the cascade model

This model is formed from the aforementioned ASR and
summarization models. The baseline model uses the wav2vec
2.0 (Baevski et al., 2020) and Pegasus (Zhang et al., 2019)
without fine-tuning, and it does not use a language model. The
baseline model is compared to combinations of the fine-tuned
ASR and summarization models. Since this is a summarization
model, the metric used is the ROUGE F1 score.

The input audio is split when silence is detected. This
happens when the signal is quieter than -27 dBFS for more
than 1 second.

Each fragment is transcribed, then transcripts from the
same talks are concatenated in the correct order and finally
summarised.

The test set is made up of the talks that have both the audio
recording and the ground truth summary, and that are not used
for the training. As for fine-tuning Pegasus, the pipeline used
for the reference summaries is clean text.

V. RESULTS

A. Creation of the dataset

The recorded talks are down-sampled to 16 kHz and split
according to the time annotated transcripts. In total, 739 hours
of talks are retrieved, of which 234 hours from MuST-C.
Figure 2 shows the distribution of the length in seconds
of the audio fragments. Each fragment contains part of a
sentence or a short sentence, and they are samples given to the
ASR model. The talks are divided into train set and test set;
”MuST-C - train” and ”MuST-C - test” refer to the sets with
talks from MuST-C, while ”Train” and ”Test” include all the
talks. Fragments longer than 1 minute (0.009 % of the total
fragments) are not included in the figure.

It is possible to observe that MuST-C tends to have longer
fragments than the other talks, in fact, their average lengths
in the train and test set are 6.47 s and 6.15 s instead of 3.53 s
and 2.92 s.

Moreover, some fragments are removed in order to prevent
OOM issues during the experiments on the ASR system. In
particular, fragments longer than 25 s, 0.33 % of the train set,
are not used during the training, and the fragments not used
during the testing are those longer than 50 s, 0.005 % of the
test set.

Out of the 10876 talks retrieved, 8868 have both the
transcript and the reference summary and are not considered
initially too short (less than 50 words).
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Figure 2. Distribution of the length in seconds of the audio fragments in the
different split of the audio dataset. Only the fragments shorted than 1 minute
have been included in the graph.

Next, the extractive fragments coverage and density between
the documents and the summaries are computed. Both metrics
are proposed by Grusky et al. (2018). The coverage measures
the percentage of words in the summary that are in the
document, while the density measures the average length of
the extractive fragments.

Figure 3. On the horizontal axis the extractive fragment coverage of the
pairs documents and summaries; on the vertical axis the extractive fragment
density.

By inspecting the graph in Figure 3, it is possible to note
samples with both the coverage and the density are close
to zero. For this reason, the summary of these samples is
considered not pertinent to the document and the samples are
removed from the dataset. The samples with a coverage larger
or equal to 0.5 are kept. In this way, the samples with low
density are also removed.

Figure 4. Distributions on the length of the document and the summaries in
the train set and in the test set. cov ¿= 0.5 refers to the set after filtering on
the extractive fragment coverage.

From Figure 4 is possible to note that the distribution of the
length of the documents and of the summaries do not change
noticeably when filtering on the extractive fragments.

Next, the samples with a summary longer than 256 tokens
are removed, as well as those with a document longer than
4096 tokens. This is to remove part of the outliers identified
from Figure 4 and because of the size of the positional
embedding of Pegasus: this parameter controls the maximum
number of input tokens used by the model and 4096 is the
size of the positional embedding on BigBirdPegasus (Zaheer
et al., 2020). In this way, the dataset is suitable also for other
Pegasus model. However, the model used in this paper utilises
only the first 512 tokens.

Moreover, samples whose length ratio is larger than 20 %
are removed in order to avoid having summaries whose length
is similar to the length of their documents.

Later, the number of overlapping 2-grams and 3-grams are
considered. These two parameters are highly correlated (0.93
correlation), therefore only the overlapping 2-grams are used
for filtering the dataset. The samples with at least 10 % of
2-grams of the summary in common with the document are
kept.
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Then, during the fine-tuning of Pegasus, it has been ob-
served that Pegasus overfits on the summaries that mention
that TEDx is a separate event from TED. Hence, they are
removed from the dataset.

The final size of the dataset for summarization is 3567
documents for training, and 601 for testing. The average length
of the transcripts is about 1417 tokens (standard deviation of
605 tokens) for the test set and 1370 tokens (standard deviation
of 655 tokens) for the train set. The summaries have an average
length of 58 tokens (standard deviation of 20 tokens) in the
train set and 59 tokens (standard deviation of 22 tokens) in
the test set. The mean length ratio in the train set is 5.07 %,
while in the test set is 5.59 %.

For the end-to-end part of the dataset, which includes the
recorded speech and their text summaries, only the test set
is considered. It contains 474 talks, of which 35 are from
MuST-C. On average, these talks last 413 s (standard deviation
of 252 s) and their summaries contains 61 tokens (standard
deviation of 20 tokens).

B. Fine-tuning wav2vec 2.0 Base

Wav2vec 2.0 is fine-tuned on MuST-C and on the
TED+MuST-C until it starts over-fitting. This happens after
15000 training steps on MuST-C and after 25000 steps on the
larger set.

In both cases, the loss values are decreasing, as well as, the
metrics. In Table I, it is possible to see that both models have
similar results on the test set when using the greedy decoder,
with the model trained on MuST-C performing slightly better,
in fact, its WER is 0.02% lower than the other fine-tuned
model and the CER is 0.37 % lower.

Table I
IMPROVEMENT OF THE WER AND CER AFTER FINE-TUNING WAV2VEC

2.0 ON THE DIFFERENT DATASETS.

Fine-tuning WER CER
No 24.45 % 13.67 %

MuST-C 15.28 % 7.65 %
TED+MuST-C 15.30 % 8.02 %

Moreover, one can note that NeuSpell does not improve the
results of the model. In fact, when wav2vec 2.0 is fine-tuned
on MuST-C, NeuSplell increases the WER by 1.12 % and the
CER by 0.55 %.

Table II
EFFECT OF THE DECODERS ON THE WER AND CER OF WAV2VEC 2.0

FINE-TUNED ON MUST-C. NEUSPELL IS APPLIED ON THE DECODED TEXT,
WHILE THE GREEDY DECODERS USES THE WAV2VEC 2.0 EMISSIONS.

Not fine-tuned Fine-tuned
Decoder WER CER WER CER
Greedy 25.45 % 13.67 % 15.28 % 7.68 %

Greedy + NeuSpell 26.32 % 14.22 % 16.40 % 8.23 %

C. Processing methods for the input documents

The ROUGE scores from the methods used to process the
text are shown in Table III. From the table, it is possible to

observe that cleaning the text increases the score (ROUGE-1:
+8.42 %, ROUGE-2: +0.89 %, ROUGE-l: 7.05 %), so it has
a positive effect on the fluency of the summaries. Moreover,
when the input documents look similar to the wav2vec 2.0
transcripts the scores increase further: ROUGE-1 increases by
3.35 %, ROUGE-2 by 0.39 %, and ROUGE-l by 2.08 %.

However, if the documents are summarized in advance with
T5, the ROUGE scores are lower, both when T5 is used on 2
sentences and when it is used on 10.

Table III
AVERAGE ROUGE F1 SCORES ON THE ORIGINAL TEST SET WITH THE
DIFFERENT TEXT PIPELINES. THE MODEL IS PEGASUS-BASE WITHOUT

FINE-TUNING.

Pipeline ROUGE-1 ROUGE-2 ROUGE-l
Original text 3.69 % 0.67 % 3.57 %

Clean text 12.11 % 1.56 % 10.62 %
ASR-like transcript, 15.46 % 1.95 % 12.70 %

Clean text,

13.35 % 1.52 % 11.36 %
numbers to words,
T5 on 2 sentences,

punctuation removal,
case normalisation

Clean text,

12.10 % 1.23 % 10.37 %
numbers to words,

T5 on 10 sentences,
punctuation removal,
case normalisation

D. Fine-tuning Pegasus-base

Pegasus-base is fine-tuned on the documents with clean text
and ASR-like text. On the clean text, it overfits after 3 epochs,
while on the ASR-like text this happens after 5 epochs.

Table IV reports the effect of the fine-tuning. In both cases,
fine-tuning improves the metric. However, fine-tuning on the
clean text gives the largest final ROUGE scores, although
Pegasus-base originally performed worse on this pipeline than
on the ASR-like transcripts.

Table IV
AVERAGE ROUGE SCORES AFTER FINE-TUNING WITH THE TWO

DIFFERENT PIPELINES. THE TEST SET USED IS FILTERED AND WITH CLEAN
TEXT. THE FIRST MODEL WAS TRAINED FOR 3 EPOCHS, THE SECOND ONE

FOR 5 EPOCHS.

Pipeline Fine-tune ROUGE-1 ROUGE-2 ROUGE-l

Clean text No 15.85 % 2.41 % 13.13 %
Yes 24.08 % 7.79 % 21.03 %

ASR-like text No 17.71 % 2.36 % 14.24 %
Yes 23.65 % 7.22 % 20.15 %

The third Pegasus model is fine-tuned on the transcripts
generated by wav2vec 2.0 trained on MuST-C. This ASR
model is used since it achieves the best results in Experiment
V-B. Table V illustrates the results of this model and of the
other fine-tuned Pegasus models on the ASR transcripts. When
compared to the baseline Pegasus model, the model fine-tuned
on the ASR transcripts achieves higher scores: ROUGE-1
increases by 8.51 %, ROUGE-2 by 6.01 %, and ROUGE-l by
7.97 %. It can also be noted that training on ASR-like text is
still beneficial, since the ROUGE scores increase (ROUGE-1:
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+6.64 %, ROUGE-2: +4.92 %, ROUGE-l: +6.40 %), although
it does not achieve the same results of the model fine-tuned on
the actual ASR transcripts. Fine-tuning on the clean text still
improves the ROUGE scores (ROUGE-1: +4.05 %, ROUGE-
2: +3.23 %, ROUGE-l: +4.02 %), but the performance of
the model is limited by the fact that that it is not trained on
disfluencies generated by the ASR model.

Table V
AVERAGE ROUGE F1 SCORES OBTAINED BY THE FINE-TUNED PEGASUS

MODELS WHEN SUMMARIZING THE TRANSCRIPTS. WAV2VEC 2.0
FINE-TUNED ON MUST-C IS USED TO GENERATE THE TRANSCRIPTS.

Fine-tuning ROUGE-1 ROUGE-2 ROUGE-l
No 16.59 % 2.33 % 13.55 %

Clean text 20.64 % 5.56 % 17.57 %
ASR-like text 23.23 % 7.24 % 19.95 %

ASR transcripts 25.10 % 8.34 % 21.52 %

E. Testing the cascade model

Table VI shows that fine-tuning the models improves the
quality of the summaries with respect to the baseline model.
One can observe that the model achieves the best performance
when Pegasus is fine-tuned on the transcripts. Furthermore,
using wav2vec 2.0 fine-tuned on TED+MuST-C gives better
results than using wav2vec 2.0 fine-tuned only on MuST-C. In
particular, the ROUGE scores ROUGE-1/ROUGE-2/ROUGE-
l improve by +0.85%/+0.06%/+0.47% when Pegasus is fine-
tuned on the human-generated transcripts and by +0.32%/-
0.02%/+0.12% when Pegasus is fine-tuned on the transcripts
from wav2vec 2.0 on MuST-C. The only exception to this is
ROUGE-2 when Pegasus is fine-tuned on the transcripts.

Another thing that can be noted is the effect of fine-tuning
wav2vec 2.0. In fact, fine-tuning wav2vec 2.0 on MuST or
TED+MuST-C increases the ROUGE scores when Pegasus is
fine-tuned on the ASR or ASR-like transcripts. But fine-tuning
only the ASR component gives worse results than the baseline
model, with the only exception of the model that uses wav2vec
2.0 fine-tuned on MuST-C, whose ROUGE-1 score improve
by 0.15 % with respect to the baseline model.

Next, it possible to observe that when only one component is
fine-tuned, either the ASR model or the summarization model,
the cascade model achieves higher ROUGE scores when the
summarization is fine-tuned.

Table VI
ROUGE F1 SCORES (LIN, 2004) OBTAINED BY THE CASCADE MODEL.
THE TEST SET IS MADE UP OF THE TEST TALKS THAT HAVE BOTH THE

AUDIO RECORDING AND THE SUMMARY.

wav2vec 2.0 Pegasus ROUGE-1 ROUGE-2 ROUGE-l
No fine-tune No fine-tune 16.57 % 2.22 % 13.19 %
No fine-tune ASR-like Text 21.60 % 5.70 % 18.44 %
No fine-tune ASR Transcripts 24.42 % 6.43 % 20.22 %

MuST-C No fine-tune 16.72 % 2.19 % 13.15 %
MuST-C ASR-like Text 21.68 % 5.74 % 18.34 %
MuST-C ASR Transcripts 24.53 % 6.67 % 20.34 %

TED+MuST-C No fine-tune 16.52 % 1.99 % 12.83 %
TED+MuST-C ASR-like Text 22.53 % 5.80 % 18.81 %
TED+MuST-C ASR Transcripts 24.85 % 6.65 % 20.46 %

It is also possible to note that when the speeches are split
automatically the model perform worse than when the split is
done manually. Table VII shows the results obtained by the
cascade model that uses wav2vec 2.0 fine-tuned on MuST-C
and Pegasus that summarises the transcripts obtained by the
same ASR model. This happens both when Pegasus is fine-
tuned on the ASR-like text and when it is fine-tuned on the
actual transcripts, but also when Pegasus is not fine-tuned.

Table VII
AVERAGE ROUGE F1 SCORES OF THE SUMMARIZATION MODELS WHEN

SUMMARIZING TRANSCRIPTS. THE AUDIO IS EITHER SPLIT MANUALLY OR
AUTOMATICALLY ON SILENCE. THE TRANSCRIPTS ARE GENERATED BY

WAV2VEC 2.0 FINE-TUNED ON MUST-C.

Pegasus fine-tuning Splitting ROUGE-1 ROUGE-2 ROUGE-l

No Manually 16.59 % 2.33 % 13.55 %
Automatic 16.57 % 2.22 % 13.19 %

ASR-like Transcript Manually 23.23 % 7.24 % 19.95 %
Automatic 21.68 % 5.74 % 18.34 %

ASR Transcript Manually 25.10 % 8.34 % 21.52 %
Automatic 24.53 % 6.67 % 20.34 %

VI. DISCUSSION

A. Creation of the dataset

The audio data retrieved includes MuST-C and the other
talks from TED. MuST-C has been successfully used for
end-to-end MT (Cattoni et al., 2021), therefore, this larger
dataset is large enough to fine-tune an ASR model and data
augmentation is not needed.

About the summarization part, more than half of the talks
are discarded, resulting in 4168 documents. Passali et al.
(2021) successfully fine-tune the same pre-trained Pegasus
model on 2000 articles, so, the document retrieved can be
sufficient to fine-tune the summarization model.

For the end-to-end part of the dataset, which includes the
recorded speech and their text summaries, only the test set is
considered. It contains fewer talks than the test set for the
summarization model, but, it contains a similar amount of
hours to the test set of How2 for summarization (about 54
hours of TED talks and about 52 hours of How2 videos).
However, How2 has a larger number of pairs of transcript-
summaries (2156 compared to 474).

B. Fine-tuning wav2vec 2.0 Base

Thanks to the fine-tuning, the WER decreased from 24.5
% to 15.28 % and the CER from 13.67 % to 8.02 %. This
indicates that wav2vec 2.0 can be adapted to this domain
and improves the quality of the transcripts passed to the
summarization model.

The model trained on MuST-C performing better can be
due to the fact that the train set and the test set are from
the original MuST-C dataset (Cattoni et al., 2021), and that
the audio fragments and the transcripts are aligned. The extra
talks included in the TED+MuST-C train set might not be well
aligned, making this set noisier. However, the model trained
on the larger set might be more robust and adapts better to
new or noisier speech.
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Also, a larger amount of training data (TED+MuST-C is
about 3 times larger than the MuST-C) does not improve
results on the test set, meaning that a dataset of the size of
MuST-C is enough for this model.

NeuSpell does not have a positive effect on the quality of
the model. This can be explained by the fact that this toolkit
is not trained on the errors of an ASR model. For this reason,
NeuSpell is not included in the cascade model.

C. Processing methods for the input documents

The results from Table III show that Pegasus is robust
enough to handle uncased text without punctuation, therefore
the model is suited to be used with an ASR model. However,
this pipeline does not give any insight into the performance
of the model on text that contains errors.

The scores obtained with T5 (Raffel et al., 2019b) depend
on error propagating from the first summarization model to
the second one, and on the fact that a small set of sentences
might not be enough to select the correct information to keep
in the summary. For these reasons, Pegasus is not fine-tuned
with the pipelines that use T5 (Raffel et al., 2019b) in the later
experiments.

Note, however, that these preliminary results are computed
before filtering the dataset, therefore, Pegasus can achieve
better results on the filtered dataset. This is shown in Table
IV.

D. Fine-tuning Pegasus-base

The results from Table IV shows that the model can be
effectively fine-tuned on the content of a speech by using
the dataset obtained in Section IV-A. When using the human-
generated transcripts, fine-tuning Pegasus on the clean text
gives the highest ROUGE scores. Pegasus fine-tuned on the
ASR-like text has ROUGE scores similar to the model fine-
tuned on the clean text, meaning that features like punctuation
and capitalisation have a small impact on the performance of
the model.

However, when the transcripts are from an ASR system, it
is necessary to train Pegasus on the actual transcripts, since it
can obtain higher scores in this way.

Pegasus fine-tuned on the transcripts give insights on how
the cascade model can perform, since the main difference
between the two setups is that the audio for the cascade model
is split when silence is detected. From the results, it appears
that in order to use Pegasus in the cascade model it is essential
to fine-tune it on the actual transcripts generated by the ASR
model.

E. Testing the cascade model

From Table VI it is clear that fine-tuning both the ASR
component and the summarization component gives a cascade
model that performs better than the cascade model made
solely of the pre-trained models. Moreover, using wav2vec
2.0 trained a larger dataset (TED+MuST-C instead of MuST-
C) with a fine-tuned Pegasus model forms cascade model
with generally higher ROUGE scores. This does not happen

when the fine-tune ASR model is paired with the original
Pegasus model: in this case, wav2vec 2.0 fine-tuned in MuST-
C perform better than the one fine-tuned on TED+MuST-C,
and both perform worse than the baseline model.

As shown during the fine-tuning of Pegasus, training on the
ASR gives higher ROUGE scores than training on the ASR-
like text. This append independently on the ASR model used.

If the cascade model is constrained on using only one
pre-trained model, fine-tuning only Pegasus achieves higher
scores than fine-tuning only wav2vec 2.0 (the ROUGE-
1/ROUGE-2/ROUGE-l are 24.42%/6.43%/20.22% compared
to 16.72%/2.19%/13.15%). Even so, fine-tuning both is prefer-
able. This also shows that the improvement of the WER of the
ASR model due to the fine-tuning has a limited effect on the
performance of the overall cascade model.

In addition, the method used to split the audio recordings
has a measurable effect on the model. In this context, manually
split audio fragments give the best performance, however,
better methods to split the recordings need to be investigated.

VII. CONCLUSION

This paper illustrates how to train a loosely coupled cascade
model for speech summarization made up of pre-trained
models by using subtask training. In particular, the steps to
train the ASR model and the text summarization model on an
appositely build dataset are shown. Furthermore, the speech
summarization models formed by different fine-tuned models
are evaluated and the effect of the fine-tuning is discussed.

The model presented is able to summarize TED talks and
achieved a ROUGE F1 score of 24.85%/6.65%/20.46%,
which improves the results of the baseline model
(16.67%/2.22%13.19%).

However, this work has several limitations. The first one
is that this kind of cascade model has been already studied
(Beke and Szaszák, 2016 and McKeown et al., 2005), although
with less recent models than the one used in this work.
Next, both the ASR model and summarization model use a
greedy decoder, when in both cases a beam search decoder
(with a language model in the case of ASR) has been proven
to give lower WER and higher ROUGE scores (Baevski
et al., 2020 and Zhang et al., 2019). The other limitation is
how summaries are evaluated. ROUGE cannot measure the
adequacy of the summaries (Palaskar et al., 2019), but only
the fluency and the similarity with the ground truth summaries.
Having volunteers evaluating the summaries can give insight
into both the adequacy and the fluency.

Future work can explore the effect of using different decod-
ing methods for used models, and use different models than
the one used here. Moreover, it is possible to study a tighter
integration between the ASR model and the summarization
model by taking as an example other methods for speech
translation explained by Sperber and Paulik (2020).

ACKNOWLEDGMENT

I would like to thank my thesis supervisor, Jan Niehues,
for directing me on the topic of this thesis and for his advice
during this work.



11

REFERENCES

Baevski, A., Zhou, H., Mohamed, A., & Auli, M.
(2020). Wav2vec 2.0: A framework for self-
supervised learning of speech representations. CoRR,
abs/2006.11477. https://arxiv.org/abs/2006.11477

Beke, A., & Szaszák, G. (2016). Automatic summarization
of highly spontaneous speech. In A. Ronzhin, R.
Potapova, & G. Németh (Eds.), Speech and computer
(pp. 140–147). Springer International Publishing.

Cattoni, R., Di Gangi, M. A., Bentivogli, L., Negri, M., &
Turchi, M. (2021). Must-c: A multilingual corpus for
end-to-end speech translation. Computer Speech &
Language, 66, 101155. https://doi.org/https://doi.org/
10.1016/j.csl.2020.101155

Clement, C. B., Bierbaum, M., O’Keeffe, K. P., & Alemi,
A. A. (2019). On the use of arxiv as a dataset.

Clifton, A., Reddy, S., Yu, Y., Pappu, A., Rezapour, R.,
Bonab, H., Eskevich, M., Jones, G., Karlgren, J.,
Carterette, B., & Jones, R. (2020). 100,000 podcasts:
A spoken English document corpus. Proceedings of
the 28th International Conference on Computational
Linguistics, 5903–5917. https : / / www. aclweb . org /
%20anthology/2020.coling-main.519

DeepSpeech. (2020). Ctc beam search decoder. Mozilla Cor-
poration. https://deepspeech.readthedocs.io/en/v0.9.
3/Decoder.html#external-scorer

Face, H. (2021). Hugging face [Accessed: 2021]. Hugging
Face, Inc. https://huggingface.co/

Furui, S., Kikuchi, T., Shinnaka, Y., & Hori, C. (2004).
Speech-to-text and speech-to-speech summarization
of spontaneous speech. IEEE Transactions on Speech
and Audio Processing, 12(4), 401–408. https:/ /doi.
org/10.1109/TSA.2004.828699

Gidiotis, A., & Tsoumakas, G. (2020). A divide-and-conquer
approach to the summarization of academic articles.
CoRR, abs/2004.06190. https:/ /arxiv.org/abs/2004.
06190

Graves, A., Fernández, S., Gomez, F., & Schmidhuber, J.
(2006). Connectionist temporal classification: La-
belling unsegmented sequence data with recurrent
neural networks. Proceedings of the 23rd Interna-
tional Conference on Machine Learning, 369–376.
https://doi.org/10.1145/1143844.1143891

Grusky, M., Naaman, M., & Artzi, Y. (2018). Newsroom:
A dataset of 1.3 million summaries with diverse
extractive strategies. CoRR, abs/1804.11283. http:/ /
arxiv.org/abs/1804.11283

Hannun, A. Y., Case, C., Casper, J., Catanzaro, B., Diamos,
G., Elsen, E., Prenger, R., Satheesh, S., Sengupta,
S., Coates, A., & Ng, A. Y. (2014). Deep speech:
Scaling up end-to-end speech recognition. CoRR,
abs/1412.5567. http://arxiv.org/abs/1412.5567

Hochreiter, S., & Schmidhuber, J. (1997). Long Short-
Term Memory. Neural Computation, 9(8), 1735–
1780. https://doi.org/10.1162/neco.1997.9.8.1735

Jayanthi, S. M., Pruthi, D., & Neubig, G. (2020). NeuSpell: A
neural spelling correction toolkit. Proceedings of the
2020 Conference on Empirical Methods in Natural
Language Processing: System Demonstrations, 158–
164. https://doi.org/10.18653/v1/2020.emnlp-demos.
21

Kahn, J., Rivière, M., Zheng, W., Kharitonov, E., Xu, Q.,
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APPENDIX

Appendix A - Fine-tuning wav2vec 2.0

Figure 5. Training and validation loss of wav2vec 2.0 Base on the data from MuST-C. In blue, the loss on the training data, in orange the loss during the
validation.

Figure 6. WER and CER of wav2vec 2.0 Base on the MuST-C test set during the training. In blue the WER, in orange the CER; both are computed on the
test data.



Figure 7. Training and validation loss of wav2vec 2.0 Base on TED+MuST-C. In blue, the loss on the training data, in orange the loss during the validation.

Figure 8. WER and CER of wav2vec 2.0 Base on TED+MuST-C test set during the training. In blue the WER, in orange the CER; both are computed on
the test data.



Appendix B - Fine-tuning Pegasus

Figure 9. In blue, the loss during the training; in orange, the loss during the validation. The model used is Pegasus-base. Both the train set and the test set
are filtered and with clean text. The optimizer is Adafactor with learning rate 5e−5.

Figure 10. Average ROUGE F1 scores on the test set during the training of Pegasus-base on the clean documents. ROUGE-1 in blue, ROUGE-2 in orange
and ROUGE-l in green. The filtered test set with clean text is used.



Figure 11. In blue, the loss during the training; in orange, the loss during the validation. The model used is Pegasus-base. Both the train set and the test set
contains the filtered documents. The train set uses the pipeline that generate ASR-like text, while the test set is with clean text. The optimizer is Adafactor
with learning rate 5e−5.

Figure 12. Average ROUGE F1 scores on the test set during the training of Pegasus-base on ASR-like text. ROUGE-1 in blue, ROUGE-2 in orange and
ROUGE-l in green. The filtered test set with clean text is used.



Figure 13. In blue, the loss during the training; in orange, the loss during the validation. The model used is Pegasus-base. Both the train set and the test
set contains the filtered documents. The train set is made up of the transcripts generate by wav2vec 2.0 fine-tuned on MuST-C, while the test contains the
cleaned reference summaries. The optimizer is Adafactor with learning rate 5e−5.

Figure 14. Average ROUGE F1 scores on the test set during the training of Pegasus-base on ASR transcripts. The transcripts come from wav2vec 2.0
fine-tuned on MuST-C. ROUGE-1 in blue, ROUGE-2 in orange and ROUGE-l in green. The test set with clean text is used.



Appendix C - wav2vec 2.0 transcripts

Table VIII
EXAMPLES OF TRANSCRIPTS FROM WAV2VEC 2.0. THE AUDIO IS SPLIT MANUALLY AND THE | SYMBOL REPRESENT THE BLACK SPACE. THIS SYMBOL IS

REMOVED IN THE ACTUAL TRANSCRIPTS.
“GROUND TRUTH” IS THE REFERENCE TRANSCRIPT. THE OTHER ROWS REFER TO THE DATASET USED FOR FINE-TUNING WAV2VEC 2.0. THE SAMPLES

ARE THE FIRST FIVE ITEMS IN THE DATASET.

Model Transcripts
Ground truth BACK|IN|NEW|YORK|I|AM|THE|HEAD|OF|DEVELOPMENT|FOR|A|NON|PROFIT|CALLED|ROBIN|HOOD
No fine-tune BACK|IN|NEW|YORK|I|AM|THE|HEAD|OF|DEVELOPMENT|FOR|A|NON|PROFIT|CALLED|ROBIN|HOOD

TED+MuST-C BACK|IN|NEW|YORK|I|AM|THE|HEAD|OF|DEVELOPMENT|FOR|A|NONPROFIT|CALLED|ROBINHOOD
MuST-C BACK|IN|NEW|YORK|I|AM|THE|HEAD|OF|DEVELOPMENT|FOR|A|NONPROFIT|CALLED|ROBIN|HOOD

Ground truth WHEN|I’M|NOT|FIGHTING|POVERTY|I’M|FIGHTING|FIRES|AS|THE|ASSISTANT|CAPTAIN|OF|A|VOLUNTEER|FIRE|COMPANY
No fine-tune WHEN|I’M|NOT|FIGHTING|PROPERTY|I’M|FIGHTING|FIRES|IS|THE|ASSISTANT|CAPTAIN|OF|A|VOLUNTEER|FIRE|COMPANY

TED+MuST-C WHEN|I’M|NOT|FIGHTING|POVERTY|I’M|FIGHTING|FLIERS|IT’S|THE|ASSISTANT|CAPTAIN|OF|A|VOLUNTEER|FIRE|COMPANY
MuST-C WHEN|I’M|NOT|FIGHTING|POVERTY|I’M|FIGHTING|FIRES|IS|THE|ASSISTANT|CAPTAIN|OF|A|VOLUNTEER|FIRE|COMPANY

Ground truth NOW|IN|OUR|TOWN|WHERE|THE|VOLUNTEERS|SUPPLEMENT|A|HIGHLY|SKILLED|CAREER|STAFF|YOU|
HAVE|TO|GET|TO|THE|FIRE|SCENE|PRETTY|EARLY|TO|GET|IN|ON|ANY|ACTION

No fine-tune NOW|IN|OUR|TOWN|WHERE|THE|VOLUNTEERS|SUPPLEMENT|A|HIGHLY|SKILLED|CAREER|STAFF|YOU|
HAVE|TO|ET|TO|THE|FIRE|SEEM|PRETTY|EARLY|TO|GET|IN|ON|ANY|ACTION

TED+MuST-C NOW|IN|OUR|TOWN|WHERE|THE|VOLUNTEERS|SUPPLEMENT|A|HIGHLY|SKILLED|CAREER|STAFF|YOU|
HAVE|TO|GET|O|THE|FIRESEENE|PRETTY|EARLY|TO|GET|IT|IN|ON|ANY|ACTION

MuST-C NOW|IN|OUR|TOWN|WHERE|THE|VOLUNTEERS|SUPPLEMENT|A|HIGHLAY|SKILLED|CAREER|STUFF|THA|YOU|
HAVE|TO|GET|TO|THE|FIRE|SCEME|PRETTY|EARLY|TO|GET|IN|ON|ANY|ACTION

Ground truth I|REMEMBER|MY|FIRST|FIRE
No fine-tune I|REMEMBER|MY|IRFIRE

TED+MuST-C I|REMEMBER|MY|FIRST|VIER
MuST-C I|REMEMBER|MY|FIRST|VIR

Ground truth I|WAS|THE|SECOND|VOLUNTEER|ON|THE|SCENE|SO|THERE|WAS|A|PRETTY|GOOD|CHANCE|I|WAS|GOING|TO|GET|IN
No fine-tune I|WAS|THE|SECOND|VOLUNTEER|ON|THE|SCENE|SO|THERE|WAS|A|PRETTY|GOOD|CHANCE|I|WAS|GOING|TO|GET|IN

TED+MuST-C I|WAS|THE|SECOND|VOLUNTEER|ON|THE|SCENE|SO|THERE|AS|A|PRETTY|GOOD|CHANCE|I|WAS|GOING|TO|GET|IN
MuST-C I|WAS|THE|SECOND|VOLUNTEER|ON|THE|SCENE|SO|THERE|WAS|A|PRETTY|GOOD|CHANCE|I|WAS|GOING|TO|GET|IN



Appendix D - Pegasus summaries

Table IX
EXAMPLES OF SUMMARIES OBTAINED FROM THE CLEAN TEXT AND THE ASR-LIKE TEXT. THE PEGASUS MODELS ARE FINE-TUNED ON THEIR

RESPECTIVE PIPELINES AND TESTED ON THE SAME PIPELINE. THE LENGTH OF THE OUTPUT SEQUENCE IS LIMITED TO 256 TOKENS, WHICH EXPLAIN
WHY THE SUMMARIES ARE TRUNCATED. “REFERENCE” IS THE REFERENCE SUMMARY, WHILE “CLEAN TEST” AND “ASR-LIKE TEXT” ARE THE KIND OF
TEXT USED TO FINE-TUNE AND TEST PEGASUS. NOTE THAT PEGASUS CAN OUTPUT TEXT THAT SEEMS TO MAKE SENSE EVEN IF THE INPUT DOCUMENT

CONTAINS ONLY NOISE.

Model Summary

Reference In a wildly entertaining discussion with Richard Saul Wurman, architect Frank Gehry gives TEDsters his take on the power of
failure, his recent buildings, and the all-important ”Then what?” factor.

Clean text Frank Gehry, architect of The Memorial to the Twin Towers in New York City, tells the story of how he got hired to build one of
the world’s most famous buildings – and how he learned to work on projects that didn’t sell out.

ASR-like text Frank Gehry is one of the most famous architects in the world. He’s also one of the most famous people in the world. In this
charming talk, he reflects on his life and career, and shares some of the lessons he’s learned along the way.

Reference Musician and activist Peter Gabriel shares his very personal motivation for standing up for human rights with the watchdog
group WITNESS – and tells stories of citizen journalists in action.

Clean text
Human rights have been a part of rock n’ roll for five hundred and eighty-five years. Bono tells the story of his involvement with
Amnesty International, starting in one thousand, nine hundred and eighty-five, when, as a young man, he was grabbed in the
bushes by some of his classmates and

ASR-like text
In one thousand, nine hundred and eighty-five, Bono was asked to do a tour for Amnesty International. It was the first time he’d
met people who’d watched their family being shot in front of them, and suddenly this world of human rights arrived in his world.
He couldn’t walk

Reference In this stunning slideshow, celebrated nature photographer Frans Lanting presents The LIFE Project, a poetic collection of
photographs that tell the story of our planet, from its eruptive beginnings to its present diversity. Soundtrack by Philip Glass.

Clean text ”Life is my muse and it’s been my passion for many years,” says photographer and TED Fellow Kate Slabosky. In this talk,
Slabosky tells the story of her five-year quest to see the Earth the way it was three billion years ago, the first time she’s ever

ASR-like text Nature’s my muse and it’s been my passion as a photographer for many years. I’ve portrayed it for many, but five years ago I
went on a personal journey. I wanted to visualize the story of life. It’s the hardest thing I’ve ever attempted and there have been

Reference Nicholas Negroponte, founder of the MIT Media Laboratory, describes how the One Laptop Per Child project will build and
distribute the ”$one hundred laptop.”

Clean text Professor John McWhorter, former head of the Media Lab at MIT, talks about the One Laptop Per Child project, which gives
free laptops to kids in developing countries.

ASR-like text Sir Tim Berners-Lee is one of the world’s leading experts on the use of technology in education. He’s also one of the world’s
leading experts on the use of computers in education. He’s been at MIT for forty-four years. He’s been at MIT for

Reference Architect Joshua Prince-Ramus takes the audience on dazzling, dizzying virtual tours of three recent projects: the Central Library
in Seattle, the Museum Plaza in Louisville and the Charles Wyly Theater in Dallas.

Clean text In rapid fire, says architect David Rockwell, there’s no such thing as a set of rules. Instead, there’s a series of points that can be
pushed off-Center a little bit, but in the end you actually still get as much of that original spectrum as you originally planned.

ASR-like text What’s the best way to build a new library? In this quick, funny talk, architect and TED Fellow Daniel Kahneman shows us how
to build a library that’s more than just a collection of books – it’s a place where you can connect with the world around you.



Table X
EXAMPLES OF SUMMARIES OBTAINED FROM THE TRANSCRIPT GENERATED BY WAV2VEC 2.0 FINE-TUNED ON MUST-C. THE LENGTH OF THE OUTPUT

SEQUENCE IS LIMITED TO 256 TOKENS, WHICH EXPLAIN WHY THE SUMMARIES ARE TRUNCATED. “REFERENCE” IS THE REFERENCE SUMMARY, WHILE
“NO FINE-TUNE”, “CLEAN TEST”, “ASR-LIKE TEXT”, AND “ASR TRANSCRIPTS” ARE THE KIND OF TEXT USED TO FINE-TUNE PEGASUS. COMMON

ISSUES INCLUDE PEGASUS MENTIONING PEOPLE THAT ARE NOT IN THE TEXT OR FOCUSING ON ANECDOTES. NOTE THAT PEGASUS CAN OUTPUT TEXT
THAT SEEMS TO MAKE SENSE EVEN IF THE INPUT DOCUMENT CONTAINS ONLY NOISE.

Model Summary

Reference summary Musician and activist Peter Gabriel shares his very personal motivation for standing up for human rights with the watchdog
group WITNESS – and tells stories of citizen journalists in action.

No fine-tune It’s been a long time since i’ve been involved in human rights but it’s been an amazing experience and i’m so glad to have been
a part of it and i’m so glad to have met so many amazing people and i’m so glad to have had the chance to

Clean text
In his talk he tells the story of how he got involved in the human rights movement in his home country of Tunisia in the one
thousand, nine hundred and eightys. He tells the story of how he got involved in the human rights movement in his home country
of Tunisia in the one thousand, nine hundred an

ASR-like text
”Human rights have been summing, which I had too part-time interest, but mainly somting the hamp to other people over there.”
That’s how French human rights activist Pierre-Yves Saint-Etienne describes his work with Amnesty International. He talks about
how he got involved

ASR transcripts
After working as a human rights lawyer in London for thirty years, Alan Siegel decided to move to Burkina Faso in the late one
thousand, nine hundred and eightys to help the victims of the infamous Sococalled ”Black Death” – people killed by their own
government. In this passionate talk, Siegel tells the

Reference summary Architect Joshua Prince-Ramus takes the audience on dazzling, dizzying virtual tours of three recent projects: the Central Library
in Seattle, the Museum Plaza in Louisville and the Charles Wyly Theater in Dallas.

No fine-tune
Today we’re going to talk about rapid fire and how it challenges the high modernest notion of flexibility hy modernist said we
will create singular spaces that are geniee ericommist anything can happen within them so this is the promise of high modern is
within a single space actually any kind of activity can happen

Clean text Peter van Uhm is an architect with a strong focus on the intersection of design and fire. In this talk he shares three projects in
rapid fire that challenge the concept of flexibility in design.

ASR-like text What’s the best way to design a library? In this quick, funny talk, architect and TED Fellow Tim Berners-Lee takes us on a tour
of three projects in rapid fire that challenge the high modern notion of flexibility.

ASR transcripts Michael Bierut talks about his team’s work on the Library of Congress in Washington, DC, which blurs the line between the
physical and digital worlds. The result: a building that’s both elegant and surprisingly user-friendly.

Reference summary Singer/songwriter Eddi Reader performs ”What You Do With What You’ve Got,” a meditation on a very TED theme: how to use
your gifts and talents to make a difference. With Thomas Dolby on piano.

No fine-tune It’s not how big you can be it’s how much you can share it’s not the face youm do e slos you m ty f it’s not what yo’ve been
giveen at sis to two stron leg if you on’ly run aw

Clean text Thomas Thwaites performs ”The Alphabet of Nations” live on stage at TEDtwo thousand and thirteen, live from the TEDGlobal
stage in Doha, Qatar.

ASR-like text This song is one of Thomas Dolby’s favor. Reeo you must know somor like i a he was tall and strong and lea t was a body like
a grahou in e main sus sharif in a cume. But its hard just like a lo ho trusted around. It’

ASR transcripts This animation is part of the TED-Ed series, ”There’s a Poem for That,” which features animated interpretations of poems both
old and new that give language to some of life’s biggest feelings..

Reference summary IDEO’s David Kelley says that product design has become much less about the hardware and more about the user experience. He
shows video of this new, broader approach, including footage from the Prada store in New York.

No fine-tune It’s been 18 years since richard star started ideo and we’re back again this year for the first time since he started it and we’re
looking forward to seeing you all again.

Clean text
Peter van Uhm is one of the world’s leading industrial designers. He is responsible for the design of many of the world’s leading
consumer products, including the world’s best-selling coffee machine, the world’s best-selling flat screen TV, and the world’s
best-selling

ASR-like text What’s the future of design? In a talk that’s as much about the future of design as it is about the past, Jonathan Ive looks back
on the past eighteen years of the TED conference and shares his vision for the future of design.

ASR transcripts In a wide-ranging conversation with TED curator Chris Anderson, Martha Stewart previews some of the products she’s working
on at Stewart Brand, including the Martha Stewart Living Spring, the Martha Stewart iPod and the new Zeneio e-book reader.

Reference summary Blaise Aguera y Arcas leads a dazzling demo of Photosynth, software that could transform the way we look at digital images.
Using still photos culled from the Web, Photosynth builds breathtaking dreamscapes and lets us navigate them.

No fine-tune
Today we’re going to be looking at some of the work that microsolp has been doing in the area of multiscale technology and
we’re going to be looking at some of the work that we’ve been doing in the area of interactive media and we’re going to be
looking at some

Clean text In this talk we’re going to show you some of the cool stuff that’s been done with the eye-catchingly large images that pop up on
our screens.

ASR-like text
We’re used to seeing images on our screens, but what if we could see them in real time? In this talk, microsolp co-founder and
chief technology officer Hans-Joachim Gendler shows how he and his team have developed a system that lets you interact with
vast amounts of data

ASR transcripts Keith Bellows talks about his work at Google, where he’s building a computer system that can interact with vast amounts of
visual data. It’s not an image-processing machine – it’s just a computer that can do what’s needed to do what’s on the screen.



Appendix E - Cascade model summaries

Table XI
SUMMARIES GENERATED BY THE CASCADE MODEL. PEGASUS AND WAV2VEC 2.0 ARE FINE TUNED ON THE DIFFERENT SETS. AS THE PREVIOUS

EXAMPLES, THE LENGTH OF THE SUMMARIES AS BEEN LIMITED TO 256 TOKENS. COMMON PROBLEMS INCLUDE REPETITIONS, WRONG PEOPLE AND
PLACES, AND FOCUSING ON ANECDOTES. THE EXAMPLES HAVE BEEN SELECTED BECAUSE THEY ARE THE FIRSTS IN THE DATASETS AND HAVE BEEN

ALSO USED AS EXAMPLES IN APPENDIX D.

wav2vec 2.0 Pegasus Summary

Reference summary In a wildly entertaining discussion with Richard Saul Wurman, architect Frank Gehry gives TEDsters
his take on the power of failure, his recent buildings, and the all-important ”Then what?” factor.

No fine-tune No fine-tune It’s been a long time since i’ve been out of work and i’m not sure where i’m goin knew where i was
going i wouldn’t go out waited for to soto hypne when i’d come in to the woud just look at me like i

No fine-tune ASR-like text
”I let doing what you want know, and I let doing what you want know, and I let doing what you want
know, and I let doing what you want know, and I let doing what you want know, and I let doing what
you want know, and I let doing what you want know

No fine-tune ASR transcripts This animation is part of the TED-Ed series, ”There’s a Poem for That,” which features animated
interpretations of poems both old and new that give language to some of life’s biggest feelings..

MuST-C No fine-tune It’s been a long time since i’ve written this but i’m going to tell you about a project i did a few years
ago i’m not sure where i’m goin know where i woas going i trepe da ei o of a bi e lette but were

MuST-C ASR-like text
Garryimfrank is an artist, writer, and designer. His work has been exhibited at the Museum of Modern
Art, the Museum of Modern Art, the Museum of Modern Art, the Museum of Modern Art, the
Museum of Modern Art, the Museum of Modern Art, the Museum of Modern Art, the

MuST-C ASR transcripts This animation is part of the TED-Ed series, ”There’s a Poem for That,” which features animated
interpretations of poems both old and new that give language to some of life’s biggest feelings..

TED+MuST-C No fine-tune In our series of letters from African journalists, film-maker and columnist M’Baye M’Baye looks at the
story of a man who started out building in what he wanted a life.

TED+MuST-C ASR-like text I’m not sure where I’m going, and when I look at it, I’m not sure where I’m going,” says artist Aryiam
Frank. ”I’m not sure where I’m going, and when I look at it, I’m not sure where

TED+MuST-C ASR transcripts
When architect Frank Gehry opened his first house in Venice Beach in the one thousand, nine hundred
and ninetys, he didn’t know what he wanted to do. He didn’t know how to build a house. He didn’t
know how to build a life. He didn’t know how to

Reference summary Musician and activist Peter Gabriel shares his very personal motivation for standing up for human
rights with the watchdog group WITNESS – and tells stories of citizen journalists in action.

No fine-tune No fine-tune In our series of letters from African journalists, film-maker and columnist Farai Sevenzo looks at one
man’s experience of human rights in the Democratic Republic of Congo.

No fine-tune ASR-like text
In this moving talk, Sir John Heffernan tells the story of how he came to be involved in the fight against
human rights abuses during the Vietnam War. He talks about his experiences as a prisoner of war in
Vietnam, and how he came to be involved in the fight against human rights abuses during the Vietnam

No fine-tune ASR transcripts
Sir Ken Robinson’s life’s work has taken him from the battlefields of World War II to the slums of Rio
de Janeiro to the slums of Rio de Janerio to the slums of Rio de Janerio to the slums of Rio de Janerio
to the slums of Rio de Janerio to the slums

MuST-C No fine-tune It’s been a long time since i’ve spoken to you but here’s what I’ve been up to and what I’ve been up to
now and what I’ve been up to now and what I’ve been up to now and what I’ve been up to now and

MuST-C ASR-like text
Asef Tesfaye has been a human rights activist for thirty years. In this talk, he shares his personal
experience of being tortured as a child in the Democratic Republic of Congo, as well as his work with
Amnesty International to raise awareness of human rights abuses around the world.

MuST-C ASR transcripts Accepting his two thousand and eight TED Prize, Alan Crickmore tells the moving story of his life’s
work advocating for human rights.

TED+MuST-C No fine-tune
In our series of letters from African journalists, film-maker and columnist M’Baye M’Baye reflects on
the first time he met a man who was campaigning for human rights in the Democratic Republic of
Congo.

TED+MuST-C ASR-like text
Mosef is the founder of Ammasty, a non-profit organization that raises awareness of human rights
abuses around the world. In this inspiring talk, he shares the story of how he came to be involved with
Ammasty, and how he’s been able to make a difference in the lives of

TED+MuST-C ASR transcripts After he was sexually abused as a child, Hans Rosling felt powerless to do anything about it. But then
he met Bono, and the world of human rights began to open up to him.
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