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Abstract

Human vocabulary is evolving constantly. Social or cultural changes were of-
ten the underlying cause in the past. However, technology is the driving factor
nowadays. Words like ”botnet”, ”selfie” or ”blogging” represent an indispens-
able part of today’s vocabulary and demonstrate the introduction of novel words,
which have been of no significance two decades ago. Furthermore, redefinitions
of words such as ”cookie”, ”hotspot” or ”cloud” expose how our language has
evolved in recent years.

Therefore, continuous learning became a crucial factor in Automatic Speech
Recognition (ASR). Today’s speech recognition models achieve good recogni-
tion rates on known words. Thus, only rare- (one-/few-shot-learning) or new
words (zero-shot-learning) are a significant challenge. In consequence, recog-
nition rates of these word groups play a critical role when increasing overall
ASR system performance. This work explores and evaluates different methods
to improve automatic speech recognition of new and rare words.

The results show that the use of an n-gram Language Model (LM) improves
the overall performance of our baseline ASR model, by decreasing its WER
by 1.8%. Especially the recognition of rare words was significantly improved.
For example, words seen once (one-shot-learning) improved in accuracy from
57% up to 84%. However, due to the fixed vocabulary in the language model,
zero-shot learning (recognition of new words) was eliminated.

To include these unseen words, the word representation was changed. This
was accomplished by training the acoustic baseline model on sub-words using a
modified dataset. This did not have a major impact on the WER of the model.
However, this gave us the opportunity to train an n-gram language model based
on our newly defined sub-word vocabulary, which significantly improved the
overall performance of the model, as the WER decreased by 4.0% to 10.7%. In
contrast to the word-based language model, the accuracy of the unseen words
decreased only slightly. On the other hand, the recognition of the one-shot-
learning words has also increased, up to 15% for more frequent words. While
the increase in accuracy is not as significant as for the word-based language
model, the much lower WER shows that the model benefits from the subword
approach. This can be attributed to the fact that unseen or rare words can now
be composed of familiar word parts and are therefore better recognized.
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Chapter 1

Introduction

Even though e-mails and messenger services have changed human communica-
tion significantly, speech is still the most important method of communication
between humans. Therefore, automatic speech recognition (ASR) is of particu-
lar relevance as well, providing a transcription of the spoken language that can
be evaluated by automated systems considerably better than a raw audio signal.
With smart speakers such as Google Home, Alexa or Siri, ASR is already an
integral part of many households and is used to play music, answer questions
or control other smart devices such as a home automation system. Neverthe-
less, ASR can also be found in many other systems, such as dictating systems,
speech-to-speech translators or voice user interfaces.

Although recent Automatic Speech Recognition models recognize common
words almost perfectly, new and rare words are still a challenge. This is partly
due to the fact that these ASR models are trained on static datasets such as
the Common Voice dataset [1] with a fixed vocabulary. Even if these datasets
contain a significant amount of annotated speech recordings of up to several
thousand hours, they do not represent the entire vocabulary used by humans.

However, more rarely used words should not be disregarded, as they make
an elementary contribution to the meaning of an utterance, especially in specific
subject areas. Furthermore, static datasets do not capture constantly changing
language use. Due to external influences a word that has been rarely used in
previous periods (for example ”COVID”) may be abruptly adopted into common
usage.

To tackle this issue, the thesis will address the topic of ”Continuous Learning
in Automatic Speech Recognition” to improve the recognition of new and rare
words, and thus the overall performance of ASR models. For this purpose, we
evaluate different language models considering different word representations to
extend an existing acoustic speech recognition model. This allows to focus on
rare words and to increase their recognition rate significantly.
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1.1 Research Questions

From the problem stated in Section 1, this first research question has emerged:

• Research question 1: How good are current ASR models able to recognize
rare and new words?

In order to improve zero-/one-/few-shot learning, first the performance of
current ASR models on new and rare words has to be evaluated. In a second
step, we explore possibilities to improve the model in order to enhance single
word recognition. This leads to the second research question:

• Research question 2: Is it possible to extend an ASR model using the
one-shot learning approach?

Obtaining additional training examples is often a major problem, making
this second research question particularly relevant. This results in the following
research question, which presents a possibility to improve the recognition of new
and rare words:

• Research question 3: Can user feedback be used to continuously improve
rare word recognition?

The last research question addresses this point and provides user feedback
as a way to identify new and rare words, so that the accuracy on these words
can be specifically increased.

1.2 Thesis Outline

The thesis is structured as follows. Chapter 2 covers the basics of automatic
speech recognition and the language models used here. Additionally, in this
chapter this thesis is embedded in the related work. Chapter 3 introduces our
concept for continuous learning in ASR. The next chapter explains the systems
needed as well as the experimental setup. Subsequently, chapter 5 explains
and evaluates the individual experiments. Chapter 6 summarizes these results
and tries to find an answer to the research questions. Finally, approaches are
provided on how this research can be continued.
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Chapter 2

Background & Related
Work

In this chapter, the basics and the related work concerning this thesis will be
discussed.

Therefore, Section 2.1 starts with a description of how ASR models have de-
veloped in the past. In particular, hidden markov models 2.1.1 and the connec-
tion temporal classification algorithm 2.1.2 are explained, which made today’s
end-to-end ASR models possible. In the second section, we will first explain neu-
ral networks 2.2 and relevant modifications in the form of convolutional neural
networks 2.2.1 as well as transformer models 2.2.2 needed for this work.

The next part 2.3, explains today’s common language models, which are
used to improve ASR models mentioned in Section 2.1. The following part 2.4,
is dedicated to subwords. Subwords are elementary if fixed vocabulary sizes
have to be circumvented.

Last, Section 2.5 addresses current research in the field of rare word recog-
nition in the ASR domain.

2.1 Automatic Speech Recognition

The term Automatic Speech Recognition (ASR) refers to the computer-based
recognition of spoken language into the correct transcription. In a first step the
recorded speech has to be pre-processed as an input signal. This is necessary
since ”raw” speech-audio recordings usually differ in their type and form and
are difficult for algorithms to detect. After the audio files have been converted
into a uniform form, e.g. acoustic vectors, they can be used, with suitable
transcriptions, to train ASR models.

First attempts in automatic speech recognition started already in the 1950s.
The system ”Audrey”, which was developed by Bell Laboratories, was already
able to recognize the digits 1-9 with an accuracy of over 90%.
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Today, ASR models are much more advanced, partly due to deep learning
and big data. They are now an integral part of today’s life and can even be
found in every pocket on most mobile devices in the form of voice assistants.
Applications range from simple assistance tasks and home control all the way
to speech-to-speech translation. Nevertheless, these systems are not yet perfect
and have problems especially with new and difficult words, whose improvement
is the goal of this thesis.

2.1.1 Hidden Markov Model (HMM)

After the first attempts, such as ”Audrey” 2.1, had only limited success, a
milestone in ASR was reached with the invention of hidden Markov models
HMM and Gaussian mixture models GMM (Jelinek, 1976 [2], Levinson et al.,
1983 [3]). Within a GMM/HMM model, each class (e.g. phonemes) has a HMM
with different hidden states s. In order to represent differences in speech, each
class has several hidden states. If this model is now given an acoustic input x, it
tries to estimate the most probable sequence of hidden states s, e.g. phonemes
in this example.

Now, given an acoustic observation x, a GMM/HMM model attempts to
compute the states s with maximum likelihood:

arg maxsP (s | x) (2.1)

This probability can be rewritten using the Bayes rule:

arg maxs
P (x | s)P (s)

P (x)
(2.2)

Here, the probability P (x), i.e. the probability that this observation takes
place, can be ignored in the maximization, since it is statistically independent
of the state s. The probability P (s), i.e. the probability of the phoneme, can be
determined by a language model 2.3. The last remaining probability P (x | s)
can now be trained by a multidimensional GMM.

These GMM/HMM models have been the standard in ASR models for
decades and have been constantly improved by new algorithms to enhance the
finding of model parameters, such as maximum a posteriori or maximum likeli-
hood linear regression (Leggetter and Woodland, 1995 [4]).

Unfortunately, the performance of the GMM/HMM models is highly depen-
dent on the size of the training datasets. The reason for this is that the GMM
model requires a representation that contains all relevant information, since the
distribution of input features is performed directly. In order for a GMM/HMM
system to achieve an accuracy of over 95%, 100,000 hours of training data would
be required (Moore, 2003 [5]).
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2.1.2 Connection Temporal Classification (CTC)

As explained in Section 2.1.1, many different hidden states s are necessary in
GMM/HMM models, since the pronunciation of different phonemes/letters or
even words can differ significantly between speakers.

This becomes especially critical in the temporal context, when it is not
possible to clearly delineate which length of input audio sequence belongs to
which output. A solution for this problem was provided by Graves et al. [6]
with the connection temporal classification (CTC) algorithm. This algorithm
tries to assign an input sequence X = [x1, x2, ..., xT ], e.g. audio files, to an
output sequence Y = [y1, y2, ..., yT ], e.g. characters, while ensuring temporal
flexibility. In other words, the sequences do not necessarily have to be of the
same length and no direct assignment has to take place. Thus, an assignment
of X2 to Y2 would not necessarily preclude X3 being assigned to Y2 as well.

As in the HMM model, the best matching assignment of sequence Y to
sequence X is searched for:

arg maxsP (y | x) (2.3)

However, since multiple assignments of Y are possible, a problem arises. For
example, if the word ”Hello” is predicted, the possible transcription could result
in: [h, h, e, e, l, l, o, o]. To counteract this, repeating letters have to be removed,
which would results in the word Helo. To address this, a new Blank-token
ε is introduced to separate repeating letters. With this blank token, a new
prediction would form the following output: [h, h, e, e, l, l, ε, l, o, o]. This can be
expressed by choosing the most likely tokens a for each time-step t, leading to
the following equation:

arg maxA

T∏
t=1

Pt(at | x) (2.4)

This would lead to a correct transcription of Y = ”Hello” when all repeating
letters and Blank Tokens are removed in A.

2.2 Deep Neural Networks (DNN)

For decades, GMM/HMM models were the basis of most ASR systems. This
changed with steadily increasing computing power, especially in the graphical
domain, which made it possible to perform a large number of computations in
parallel. It became relevant for the ASR domain when computing power was
used in the field of machine learning for deep neural networks (DNN) (Hinton
et al., 2006 [7]).

A deep neural network is a network composed of several neurons. These
neurons are usually organized in layers, where the previous layer is completely
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connected to the following layer. In these networks, the first layer is also called
the input layer, since here the input sequence is applied. The last layer is also
called the output layer, as here the classifications are returned. Accordingly,
the size of the output layer has to match the size of the number of possible
classifications, e.g. the size of the alphabet, if characters should be predicted.
The layers in between are also called hidden layers, where the actual training /
learning takes place. A simple representation of such a DNN is shown in Figure
2.2.

Figure 2.1: A very simple representation of a deep neural network

This network is primarily trained by the error δ in the output layer. When
these networks are used for classification, the output of these output neurons
is usually between 0 and 1. Thus, for a correct classification, the correct out-
put neurons predict a 1 and all other neurons are inactive (0). As the target
neurons are rarely predicted correctly, especially when the network is randomly
initialized, an incorrect prediction Y ′ results for an injected input sequence X.
Therefore, training can be conducted by matching the incorrect hypothesis Y ′

with a correct prediction Y, resulting in an error δ:

δ = |Y − Y ′| (2.5)

This error can be used to adjust the weights in the neurons of the network.
This process is called back-propagation (Rumelhart et al., 1986 [8]). By adjust-
ing the weights depending on the error, the prediction of the network becomes
continuously better through the training, provided that the input sequences X
contains a predictable pattern, which is mapped by Y .
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These DNN networks were initially used to contain more uniform representa-
tions of audio features, which were then forwarded to conventional GMM/HMM
networks (Hermasnky et al., 2000 [9]). Later, GMMs were completely replaced
by DNNs. The structure and function of neural networks have evolved steadily
over the past decade, resulting in a variety of different network designs for dif-
ferent application domains. Nowadays, ASR models consist of HMMs, and/or
various combinations of different neural networks.

In the next subsections, the most important variations of neural networks
for ASR models will be explained, especially those that are relevant for this
thesis.

2.2.1 Convolution Neural Networks

A further development of neural networks are convolutional neural networks or
CNNs (LeCun et al., 1989 [10]). Due to their ability to recognize patterns in
multidimensional arrays, CNNs have become established primarily in the field
of computer vision, especially in image recognition.

CNNs differ from conventional neural networks by the fact that a convolution
operation is performed in the hidden layers. In contrast to conventional hidden
layers, an input is transformed to an output by this convolution operation. In
the example of image recognition, so-called two-dimensional filters, also called
kernels, are used for this convolution.

These kernels are usually much smaller than the inputs, so that these kernels
must be shifted over the entire input image. Here, a scalar product is formed
between the inputs and the kernels. By this method, a feature map is generated
as output, which can be seen in Figure 2.2.1:

Figure 2.2: Example of a convolutional neural network (LeCun et al, 1999 [11])

By training these kernels, the feature maps generated can recognize for ex-
ample edges. To ensure better generalization, subsampling layers are inserted
between these convolutional layers, as shown in figure 2.2.1. To do so, these
subsampling layers, or pooling layers, reduce the spatial resolution, by using
kernels too. In contrast to the convolutional kernels, the subsampling kernels
are not trained. Instead, these kernels perform e.g. a max-pooling, where only

7



the highest value is passed on, or average-pooling, where an average value is
calculated.

The same as conventional hidden layers, these convolutional layers can be
stacked until the desired level of abstraction is reached in the final feature map,
also called latent space. As shown in figure 2.2.1, this high level of abstraction
in the latent space can be used in a normal neural network, as described in
Section 2.2, to perform classification.

Even though CNNs are predestined for images, they can also be trained
on 1-dimensional arrays if time is considered as the second dimension. This
resulted in Time-Delay Neural Networks TDNNs (Waibel et al., 1989 [12]). If
we take an audio sequence as an example, it can be cut into a time sequence
of equally sized patterns that can be used as an input for a CNN. Using this
method patterns in audio files, like phonemes, could also be detected.

2.2.2 Self-Attention

The Transformer Model is a network architecture that is configured as an
encoder-decoder (Vaswani et al., 2017 [13]). An input sequence is converted
by the model into an output sequence, which is why these models are also
called sequence-to-sequence models.

Transformer Models introduce the Self-Attention mechanisms. These self-
attention mechanisms help the network to learn relations between the given
sequences. The input sequence is brought into vector representations with the
help of embeddings and positional information. The ”attention” of these vectors
can then be determined using a scalar product.

To learn the broadest possible representation of these relationships, the
Transformer model uses not only one attention head, but multiple ones. This
multi-head attention approach, allows to extract relations from different rep-
resentations and positions. These abstractions can now be classified with a
conventional neural network, as described in Section 2.2. To achieve an even
higher level of abstraction, these layers, like CNNs, can be stacked.

If the self-attention mechanism is used in the form of a sequence-to-sequence
Transformer model, it is particularly suitable for natural language processing
applications. This encoder-decoder architecture can be trained to encode an
input sentence in one language and decode it to another, resulting in a translator
model. But more complex use cases are also conceivable, such as a question
answering systems where a question followed by a text-sequence is encoded and
the decoder is trained to extract the correct answer to this question from this
text-sequence.

Another advantage of the encoder-decoder Transfomer models is the fact
that it makes self-supervised learning in Natural Language Processing (NLP)
more accessible. Through the method of masked-language-modeling MLM, as
introduced by the BERT Transformer Model(Delvin et al.,2018 [14]), the same
sentences are used as input and output. However, words are randomly masked
in the output sequences which have to be predicted by the model. This results
in the model learning linguistic patterns and the context of words.

8



2.3 Language Models

Most current ASR models do not longer rely on explicit language models to per-
form prediction due to algorithms such as CTC 2.1.2. Therefore, it is possible
to train these models end-to-end, i.e. audio input - text output. This has the
enormous advantage that the acoustic ASR models can be trained on speech
without understanding the context or grammar. On the other hand, this inde-
pendence is also a disadvantage, as any predicted character cannot be checked
for correctness in context. For example, if a blank token is not predicted cor-
rectly, the word ”Helo” in this case is a legitimate prediction that cannot be
corrected by the acoustic model.

This is where the Language models intervene, by calculating the probabilities
for individual words and word combinations. In this way, these models are
capable of correcting simple typos, such as swapped or missing letters, but can
also detect and correct contextual errors in a word combination. It is even
possible to predict the next most probable words. In the next subsections the
most common language models are explained.

2.3.1 N-Gram Language Model

The most common language models are N-Gram models (Brown et al., 1992
[15]). In an N-Gram model sequences are decomposed into individual frag-
ments. The size of the fragments can be chosen freely. These can represent
phonemes, letters or even whole words. The simplest N-Gram model is the 1-
Gram also called unigram model. This model stores only the probabilities of
the individual fragments. If the fragment size is chosen based on the words,
only the probabilities of all known words are stored:

P (w) (2.6)

This simple model is already very effective, because it identifies and corrects
misspelled words. For example, the word ”Helo” has no, or only a very small
probability, depending on the vocabulary size. This results in it being corrected
to the familiar word ”Hello”. However, this model has also a serious disadvan-
tage since words that are not known before are removed by this method. Also,
context dependent errors, such as ”the went swimming” are not yet recognized
in this context, since the word ”the”, just like ”they” is part of the unigram
model.

Higher N-gram models, such as the 2-gram model, also called bigram, or 3-
gram model, also called trigram, provide a solution for this task. These models
do not only store the probabilities for individual fragments, but also the proba-
bilities for the preceding fragments. In a trigram word language model, the two
preceding words would also be considered:

P (wn | wn−1, wn−2) (2.7)
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In the shown example, the language model would probably correct the sen-
tence ”the went swimming” to the sentence ”they went swimming”, since this
combination has a higher probability than the first one. Even if the degree of
the N-Gram model is theoretically arbitrarily extendable, technical limits are
usually reached in this case, since the number of possible combinations increases
exponentially with each degree, whereby the computational resources become a
limiting factor.

2.3.2 Transformer Language Model

As described in Section 2.2.2, Transformer models are well suited for Natural
Language Processing tasks. Due to the ability of self-supervised learning, these
models are able to learn the linguistic patterns and even the context of words.

Therefore, Transformer models are also suitable for creating a language
model. Like the MLM learning approach, they can detect misspelled or even
misclassified words. However, if these transformer models are trained on full
words, unknown words pose a problem here as well. Due to the initial em-
bedding layer in the encoder and decoder, the model relies on learned vector
representations. Unseen words, accordingly, may receive character-based vector
representations and cannot be correctly captured by the model. This has also a
negative impact on zero-shot learning. However, sequence-to-sequence models
can be trained on other word representations, which allows this problem to be
circumvented.

A major advantage over traditional n-gram language models is that Trans-
former models use not only the n last words, but the entire input sequence as
the basis for prediction. Accordingly, the entire input context is available to the
Transformer model when it predicts the next word.

2.4 Sub-words

As described in Section 2.3.1, language models rely on fixed vocabulary sizes,
when trained on full words. This poses a major challenge for out-of-vocabulary
words (OOV). One way to solve this problem are subwords.

Subwords, as the name suggests, segment words into their components. How-
ever, first a subword vocabulary size must be defined. The smallest conceivable
vocabulary size is the alphabet. For example, if the word ”tokenization” is
segmented with this subword alphabet vocabulary, the sequence of characters
[t,o,k,e,n,i,z,a,t,i,o,n] is obtained. If a high enough n-gram level is chosen in this
case, many relationships between frequently occurring characters up to whole
words can already be learned in this way.

The largest possible vocabulary size corresponds to the vocabulary of the own
training dataset. If the word ”tokenization” is part of the training dataset, the
subword model would choose the entire string [tokenization] as a segmentation.
However, due to very large vocabulary sizes, these models can quickly become
computationally intensive if a high n-gram is to be trained.

10



Therefore, subword vocabulary sizes between these boundaries are often cho-
sen in practice. If the vocabulary size is smaller than the vocabulary size of
the training dataset, known words are broken down into smaller components.
For example, if the word ”token” occurs frequently in the dataset, it is very
likely that the word ”tokenization” will be decomposed into the components
[token, iztation] if the vocabulary size is not sufficient to store the entire word
”tokenization”. This has the advantage that now the possibly unknown word
”modernization” can be split into already known words like ”mordern” and
”ization”.

One possibility to perform this subword segmentation is the subword byte
pair encoding (Gage, 1994 [16]). The subword byte pair encoding uses substitu-
tion to recognize characters that frequently occur together. The use of subword
byte pair encoding already showed a significant improvement in the recognition
of rare words in neural machine translation (Sennrich, 2016 [17]).

Another possibility to perform subword segmentations is the unigram lan-
guage model (Kudo, 2018 [18]). Similar to the N-Gram Language Model 2.3.1,
a unigram model is also used in this model. In contrast to the N-Gram Lan-
guage Model, the probabilities of the subword combinations, rather than the
probabilities of the whole words P(w), are of relevance in this case. If X is a
subword sequence consisting of a combination of subwords S [s1, s2, ..., sn] with
length N , then the probability of this sequence would be:

P (X) =

N∏
i=1

P (Si)

∀iSi ∈ ν,
∑
s∈ν

P (S) = 1

(2.8)

Given the vocabulary ν, the most frequent subwords P (s) can now be de-
termined using a maximization algorithm (Kudo, 2018 [18]).

Since the vocabulary set ν is also unknown in reality, the subwords are deter-
mined iteratively. Here, first a sufficiently large vocabulary set is heuristically
created from the training corpus, which are the combinations of all characters
and the most frequent substrings. By defining the initial vocabulary, the prob-
ability of the subwords P (Si) can be calculated using the EM algorithm. In
this way, the lossi of the subword Si can also be calculated by removing the
subword Si from the vocabulary. The lossi here corresponds to the reduction
of the marginal likelihood of all subwords. If now the subwords are sorted by
the lossi, the best n% of the subwords can be selected. This process can be
repeated until the desired vocabulary size is reached. It is important to keep
the subwords consisting of a single character in order to avoid out-of-vocabulary
words.

A implementation of the subword byte pair encoding and the subword uni-
gram language model is SentencePiece (Kudo and Richardson, 2018 [19]). Sen-
tencePiece emphasizes fast computation and simple implementation.
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2.5 Rare Words in ASR

There is currently some research dedicated to better recognition of rare words
in ASR systems. For instance, Yang et al. (2021 [20]) first use intent and slot
prediction to support the classification of rare words by categorizing the words
beforehand. By categorizing a rare word in advance, for example as being
the name of a musician, this helps the language model to make the correct
prediction. A similar approach is followed by Lux et al. (2021 [21]). Here,
different keyword spotting techniques are used to identify rare words, which
are then matched with a latent space using an embedding function to perform
the correct classification in the language model. However, since both models
are word-based, they are not robust to OOV words, since at least the language
models must contain the words to be recognized.

There are current approaches to improve existing acoustic ASR models using
subwords, but these do not take the influence on the recognition of new and
rare words into account. For example, Xu et al., (2018 [22]) and Wang et al.,
(2021 [23]), have shown that subwords created with byte pair encoding while
respecting phonemes can significantly improve ASR systems.

In the field of neural machine translation, on the other hand, it has already
been shown that the use of subwords has a positive influence on the recognition
of rare words (Sennrich, 2016 [17]).
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Chapter 3

Continuous Learning in
ASR

In this chapter, the basic concept of the thesis is explained, which should allow
the research questions to be answered. Since there is no standardized method
or dataset that makes continuous learning in automatic speech recognition mea-
surable, it is necessary to create one as a first step. Therefore, we first describe
in Section 3.1 our approach to create a synthetic reduced dataset that allows us
to measure improvements in rare word recognition and thus continuous learn-
ing. Afterwards, Section 3.2 describes our acoustic baseline model, for which
we propose modifications in Section 3.3 to ensure compatibility with language
models. The following sections 3.4 to 3.6 deal with different word representa-
tions that are used in our sub-components to improve the recognition of rare
words. Finally, Section 3.7 deals with the impact of these sub-components on
the overall rare word recognition performance.

3.1 Synthetic Reduced Dataset

If one wants to measure continuous learning in automatic speech recognition,
at least two datasets are required that differ only by a set of specified (rare)
words. By training a model on both datasets, the influence of these rare words
and their recognition rate can be precisely determined. From these recognition
rates, the importance of one or more training examples for the ASR model can
also be concluded. Accordingly, it can also be determined which components of
the ASR model need to be retrained for continuous learning. Since in the field
of automatic speech recognition there is not yet a suitable dataset for this, one
needs to be created.

When considering a dataset, size and quality are the most important factors.
It can be assumed that it will be difficult to find additional learning examples for
rare words later on, as it would require explicitly searching for these rare (zero-
/one-/few-shot-learning) words, to extend the dataset and enable an evaluation.
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Furthermore, it cannot be guaranteed that enough examples can be found to
perform an evaluation at all.

Therefore, the dataset selected should be large enough to generate a syn-
thetic reduced dataset. For this purpose, the training- and test-split of the
selected dataset is explicitly searched for rare words, which are then selectively
deleted from the training-split to create a new reduced dataset containing less
rare words. Thus, a model can be trained on the ”reduced” and the original
dataset. A comparison of these training results then allows accurate conclusions
about the rare word performance, since the datasets only differ by these.

However, before the synthetic dataset is created, the original dataset must
be analyzed in detail. By comparing the training- and test-split of the dataset,
a list of words can be created that occur exclusively in the test-split of the
dataset. In this way, the recognition of unknown words, i.e. zero-shot learning,
can already be measured with the original dataset.

In the same way, a list of words that occur only once in the training-split
of the original dataset can be created. Accordingly, this list can be used to
measure one-shot learning performance. If we now also create lists of words
that occur 2-,3-,4-,5-,10- times in the training split of the dataset, we get an
overview of the rare word recognition performance of a model.

If one wants to measure an improvement or deterioration of this rare word
performance by model changes, new training examples would have to be found
for these word lists of the original dataset. Since this, as already mentioned,
is only possible with a very high effort, these word lists are used to create a
synthetically reduced dataset.

By removing one sample per word from the training split of the dataset, we
can directly measure the impact of reducing training samples on the recognition
of rare words.

However, the zero-shot-learning list of the original dataset can be disregarded
here, since there are already no training examples in the train-split of the dataset
that could be removed. Nevertheless, this is compensated by the one-shot-
learning list of the original dataset. Since we now remove the training examples
here, we get more zero-shot-learning words in the reduced dataset this way.

By training a model on the original dataset and repeating the training on
the reduced dataset, the one-shot-learning word list can be used to measure
how the accuracy of the model changes when the word is seen once or never in
training. If the model is now modified, direct conclusions can be drawn about
zero-shot learning.

Analogous to the one-shot-learning word list, the synthetically reduced dataset
also removes one training example from each of the 2-,3-,4-,5-,10- word lists. Ac-
cordingly, these words occur only 1-,2-,3-,4-,9- times in the synthetically reduced
dataset. Words that are present twice in the original dataset, for example, are
present only once in the synthetically reduced dataset. In this way, conclusions
can also be drawn about the recognition of rare words when the model is trained
on both datasets.

However, when creating this synthetic dataset, it should be noted that the
words cannot be deleted individually from the training dataset, as they are
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part of whole sentences. These sentences form closed audio files that cannot
be separated. Accordingly, to delete a rare word in the synthetically reduced
dataset, the entire sentence must be deleted, which inevitably results in other
words being deleted as well. To keep mutual deletion between word lists low, an
algorithm was developed to avoid collisions. This is presented in Section 4.1.3.

3.2 Acoustic Model

In order to test and improve continuous learning in ASR models, there are
some requirements for our baseline ASR model. Since this thesis wants to
evaluate zero-/one-/few-shot-learning, it is expected that our model selected will
have to be trained frequently with modifications to measure the improvement.
Also, training on different datasets cannot be neglected, since only a changing
vocabulary enables for the above-mentioned evaluation method. Therefore, a
fast and easy training of the selected ASR model is essential and one of the most
important selection criteria. Contrary to this, the model has to be complex
enough to achieve approximately state-of-the-art results, to measure noticeable
improvements.

3.2.1 XLSR-Wav2Vec2

As mentioned before, it is necessary to train the ASR model several times to
measure the influence of the different changes on the zero-/one-/few-shot learn-
ing.

However, conventional ASR models need to be trained over weeks or even
months. This has changed with the Wav2Vec2 Model (Baevski et al., 2020 [24]).
Through targeted pre-training, training of the ASR model on a specific language
can be reduced to a few days.

The Wav2Vec2 model is characterized by the fact that it can learn self-
supervised. This is a novelty in the field of ASR models. Furthermore, no
labels are necessary for pre-training, since the self-supervised learning only takes
place with the raw audio data. The model makes use of the MLM method of
transformers as described in Section 2.2.2. A simplified representation of the
Wav2Vec2 model can be seen in figure 3.2.1:

As shown in Figure 3.2.1, a multilayer CNN is first used to obtain latent
speech representations of the raw audio file. The audio sequence is divided into
25ms parts in 20ms steps to obtain a time sequence. The quantized representa-
tions obtained by this method serve as input tokens for a Transformer model.
By masking these tokens according to the MLM approach, the Transformer
Model can learn context specific language representations. Since only the raw
audio data and no labels are necessary, this process is self-supervised.

However, this pre-trained model is not yet able to perform an ASR task. The
obtained context-specific language representations have no real reference and
cannot be directly matched to real units like phonemes, characters or even words.
To achieve this, fine-tuning is necessary. For fine-tuning, a neural network, as
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Figure 3.1: A simple representation of the Wav2Vec2 model (Baevski et al.,
2020 [24])

described in Section 2.2.2, must first be added to the Wav2Vec2 model for
classification. It is important that the new neural layer corresponds to the
desired vocabulary size to be classified. By this technique, the neural network
is trained to classify the context-specific linguistic representations matching the
desired vocabulary, e.g., characters or phonemes.

For this fine-tuning task, training examples with characters or phonemes
are necessary, which means that this process can no longer be performed self-
supervised. Due to the pre-training, however, significantly fewer training exam-
ples are necessary than in conventional ASR models.

Furthermore, Conneau et al. [25] showed that the model benefits from using
more than one language to pre-train these context-specific speech representa-
tions. By pre-training on many different languages, cross-lingual speech repre-
sentations, short XLSR are generated. The representations generated in this
case benefited from language families and, for example, shared phonemes. Such
a pre-trained model also allows to train ASR models for so-called low resource
languages, where only few labeled training data is available.

For this purpose, a XLSR-Wav2Vec2 model was chosen, which was pre-
trained on 53 languages. This pre-trained model was provided by the authors
of the model (Conneau et al., 2020 [25]). Like the CommonVoice dataset, the
XLSR-Wav2Vec2 ASR model is loadable via the Huggingface Ecosystem. Due
to the high compatibility between the Huggingface Datasets library, which also
contains the CommonVoice dataset we used, and the Huggingface Transformers
library, which contains reference implementations for different NLP models, the
XLSR-Wav2Vec2 model was loaded by the use of this library.
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3.2.2 XLSR-Wav2Vec2 Tokenizer

As described in Section 3.2.1, a pre-trained XLSR-Wav2Vec2 model initially
predicts cross-lingual speech representations only. For fine-tuning in any lan-
guage, a linear layer has to be added, which performs a classification into the
desired vocabulary.

Since in the progress of this thesis a German ASR model is to be trained,
the German vocabulary serves as a target in this case, as it can be seen in the
following list:

{ ’o’: 0, ’m’: 1, ’ö’: 2, ’v’: 3, ’p’: 4, ’y’: 5, ’z’: 6, ’f’: 7, ’d’: 8, ’j’: 9, ’i’: 10, ’t’:
11, ’r’: 12, ’ä’: 13, ’n’: 14, ’w’: 15, ’h’: 16, ’l’: 17, ’u’: 18, ’a’: 19, ’x’: 20, ’s’:

21, ’b’: 22, ’c’: 23, ’ß’: 24, ’ü’: 25, ’e’: 26, ’g’: 27, ’q’: 28, ’k’: 30, ’ ’: 29,
’[UNK]’: 31, ’[PAD]’: 32 }

The list shows that besides the English alphabet also the German umlauts
äüö and the ß are included. Additionally, there is a token for the space character
(29) and a token for the padding (32), as well as a token for unknown characters
(31). The order of the letters is not relevant and was chosen randomly.

With the help of this tokenizer, it is possible to fine-tune a pre-trained XLSR-
Wav2Vec2 model on the German language when using the CTC algorithm, as
described in Section 2.1.2.

3.3 Proposed Model

As described in Section 2.3, language models can be used to improve the pre-
diction of an acoustic speech recognition model. Depending on the selected
word representation and language model, a different focus, for example on rare
word recognition, can be applied. However, it should be noted that not all
language models and word representations are compatible with every acoustic
speech recognition model.

Also for the acoustic XLSR-Wav2Vec2 model several things have to be con-
sidered if it is to be combined with a Language model.

First of all, the extraction of relevant acoustic data from the raw speech
data, takes primarily place in the CNN part of the XLSR-Wav2Vec2 model.
According to the authors of the model, it is not necessary to further train this
CNN in a speech-specific fine-tuning (Baevski et al., 2020 [24]). Therefore, this
CNN network, i.e. the feature extractor of the model, gets frozen for fine-tuning.
As explained in Section 3.2.1, pre-training only involved learning fictional cross-
lingual language representations that do not yet have a real-world reference.
However, through this extensive pre-training on thousands of hours of speech,
the model has been very well trained to extract acoustically relevant information,
that are stored in the freezed CNN part of the model.

If one now uses the tokenizer described in chapter 3.2.2, it is possible to use
the complete prediction of the acoustic model as input for the language model.
However, the language model only receives the raw character predictions in this
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way, so that the language model must first tokenize this output sentence itself
if it wants to assign probabilities to it.

A better approach is to use the probabilities of the acoustic ASR model as a
basis for this decision. As mentioned in Section 3.2.1, the acoustic ASR model
is trained to match the cross-lingual language representations to the German
vocabulary. In this case also the probabilities for all possible tokens, i.e. 32 for,
are always computed.

The acoustic XLSR-Wav2Vec2 model follows a greedy approach for the CTC
decoder. Only tokens with the highest probability are considered, resulting for
example in the following output:

d a n e b e n| v er öff f ennt lli cch t ee | e r

For better readability, the padding tokens in this example have been replaced
by an underscore and the spaces by a vertical bar. Afterwards, this output is
brought into the final sequence with the CTC algorithm, which in this case
would result in ”daneben veröffentlichte er”. Unfortunately, the probabilities
for the entire word sequences are thus no longer included.

The CTC decoding is repeatedly performed to apply the language model and
to keep the probabilities. However, not the greedy approach is pursued in this
case. Instead, a CTC beam decoding is performed. By this method not only the
most probable output for a character, but the n-most probable characters of a
word are considered. A large number of character combinations, i.e. words, are
generated by this technique where the probability is known. This probability
of the acoustic model can now for example be matched with the unigram of
an n-gram language model. Hence, simple spelling mistakes in a word can be
corrected. In a further step, the words selected in this approach can then be
checked for their context using the bigram and trigram models and which can
then be improved.

Figure 3.3 shows this proposed connection between the acoustic and language
model.
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Figure 3.2: Proposed connection between acoustic and language model

As shown in Figure 3.3, the basic XLSR-Wav2Vec2 model is based on char-
acter predictions. However, other forms of word representations such as full
words or sub-words are also feasible with this architecture. Since these kinds
of word representations have a great influence on the language models and are
even required by some, they will be explained in the following Sections.
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3.4 Full-word Representation

This Section is concerned to the full word representations. Since the dataset is
based on full words, no adjustments are necessary here. Although the XLSR-
Wav2Vec2 model operates at the character level, it already generates full words
through the CTC algorithm. Nevertheless, the prediction of full words in the
acoustic model is theoretically possible and in some cases even necessary. There-
fore, subsection 3.4.1 addresses the necessary modifications and hurdles of a
word-based XLSR-Wav2Vec2 model.

Subsection 3.4.2 discusses how the n-gram language model handles full word
representations. In the last subsection 3.4.3 a possible full-word based trans-
former language model is considered.

3.4.1 XLSR-Wav2Vec2 Full-word Tokenizer

To train the XLSR-Wav2Vec2 model on full word representations, an adjustment
of the tokenizer is necessary. As explained in Section 3.2.2, the tokenizer defines
the vocabulary of the acoustic model, which in the base model are the German
characters. Although it is possible to generate full words by the CTC algorithm,
the probabilities of the whole words are lost, since they are predicted only on
character level.

Therefore it makes sense to raise the tokenizer vocabulary from the character
to the word level. This way the XLSR-Wav2Vec2 model is trained in fine-tuning
to predict whole words and their probabilities.

However, this requires a lot of computational effort. Instead of the 30 usual
German characters (Latin alphabet + 3 umlauts + ß), the tokenizer would have
to include the entire German vocabulary in this case. This vocabulary is not
clearly defined and is estimated at about 500,000 words according to the German
dictionary ”Duden”.

Since it is known that XLSR-Wav2Vec2 has also been trained directly on
a simplified Chinese vocabulary of 3000 words, it is necessary to evaluate here
which vocabulary size is technically feasible.

3.4.2 N-Gram Full-word Language Model

N-Gram models usually operate on a word basis, which means that no modifi-
cations are necessary here. However, if a combination with a character-based
XLSR-Wav2Vec2 is required, like the base model, a beam search must first be
performed at character level to find complete words that can be corrected with
the word-based n-gram model.

As described in Section 2.3.1, n-gram models are a well-suited method to
correct misspelled words even on a unigram basis. With a higher degree of N-
gram models, it is even possible to correct these errors by taking the context
into account. On the other hand, out-of-vocabulary words (OOV) pose an issue
for these models. This is due to the fact that these out-of-vocabulary words
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do not occur in the training set and are therefore not considered by the n-
gram language model and thus are not assigned a probability. Without such
an assigned probability, the language model chooses a related word that has a
probability, which leads to a negative impact in zero-shot learning.

On the other hand, this same vocabulary is likely to have a positive impact
on one-/few-shot learning, since the accuracy on unique or rare words can be
efficiently improved. Therefore, the experiments of the basic N-Gram Language
Model will be of relevance mainly for the second research question ”Is it possible
to extend an ASR model using the one-shot learning approach?”.

As a consequence, the main goal is to determine whether the better recog-
nized one-/few-shot words outweigh the now neglected zero-shot words (OOV)
and whether the overall performance of the model is improved or degraded.

This evaluation can be performed in a first step, with the reduced dataset
described in chapter 3.1. If the acoustic model is trained on the complete
dataset and this dataset is also used for an N-gram language model, a noticeable
increase in accuracy should be seen on the one/few-shot learning words, since
the language model corrects them as described in Section 2.3.1.

On the other hand, the performance of the zero-shot learning words should
worsen noticeably. The Language Model would rely on the unigram model to
classify these unknown words into the already known words. This would result
in a correctly recognized words by the acoustic model to be wrongly “corrected”,
i.e. wrongly changed to a known word, by the acoustic model.

When utilizing the complete dataset to evaluate and improve the one/few-
shot learning capabilities, these results can be verified with the reduced dataset.
For this purpose, the acoustic and the n-gram language model could be trained
on the synthetic reduced dataset.

If the previously explained hypothesis holds, the former one-shot-learning
words should now be completely misclassified, since these are now the new zero-
shot-learning words. On the other hand, the performance of the 2-shot-learning
words, which are now the one-shot-learning words, should improve significantly
by using the n-gram language model. The same should be the case for the other
few-shot-learning words (3-,4-,5-,10-).

In a further step, combinations are conceivable. For example, if the acoustic
model is trained on the reduced dataset and the language model is trained on
the full dataset, conclusions can be derived about the relevance of the individual
systems to zero-/one-/few-shot-learning.

This allows to measure the influence of one or more training examples on the
recognition of rare words. Thus, the continuous learning ability of the model
and its components can be determined.

3.4.3 Transformer Full-word Language Model

As described in Section 2.2.2, Transformer models can be trained on any sequence-
to-sequence task. Therefore, they are suitable for a variety of NLP tasks and
can also be considered to act as a language model. A major advantage over the
n-gram language model, which only considers the last n words, is the ability of
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the Transformer Model to use the entire input context as a basis for prediction.
However, due to their architecture, Transformer language models are mostly
based on full words, which are split into word parts with the help of byte pair
encoding. Accordingly, the Transfomer model also relies on a CTC beam search
when using the standard character-based XLSR-Wav2Vec2 model.

This can be an issue for out-of-vocabulary and misrecognized words. Since
e.g. misspelled and new words in most cases get a bad representation in the
embedding layer, in the worst case letter based, of the transformer model, this
language model cannot capture them correctly. The Transformer model can
correct these words to a certain degree, but only if it has seen them in training.
Accordingly, a deterioration of zero-shot learning can be assumed here as well.

One way around this is to match the subword vocabulary of the acoustic
model to that of the Transformer language model, as explained in more detail
in the next section.

3.5 Sub-word Representation

As shown in Section 3.4, a full word representation in the sub components of
the proposed model is not always beneficial. To improve the interaction of the
acoustic and language models, it is possible to switch to sub-word representation
in both.

However, since the dataset is based on full words, it must first be converted
to subwords. This is explained in more detail in Section 3.5.1. The necessary
changes in the acoustic model are described in Section 3.5.2 and those in the
n-gram language model in Section 3.5.3. Finally, a subword transformer model
is considered in Section 3.5.4.

3.5.1 Sub-word Dataset Encoding/Decoding

In order to train the subword ASR model, modifications to the datasets are
necessary. The original dataset, as described in 4.1, contains only whole words
from the German alphabet. One example of a transcription from the test dataset
is shown below:

Sentence: ihre fotostrecken erschienen in modemagazinen

As explained in Section 3.2, it is possible to train the acoustic ASR models
directly end-to-end, i.e. audio input - text output when using algorithms like
CTC. This results in an issue when the output is used to train a language model.
Language models rely on a fixed word vocabulary and therefore have difficulties
with out-of-vocabulary words 2.3. One way to overcome this complication is
the usage of subwords.

As discussed in Section 2.4, there are a variety of options to create subwords.
The best practice is the SentencePiece Library, which allows to create byte pair
encoding and n-gram language models. Therefore, the full training dataset was
first utilized to train an n-gram SentencePiece subword model. In this case, a
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common size of 32,000 was chosen for the vocabulary size, which corresponds to
approximately 20% of the training dataset. The SentencePiece Model is trained
to subdivide more complex words into its more frequent word components by
this approach.

Using the trained SentencePiece Model to encode the above sentence, we
obtain the following sentence:

Sentence: ihre foto strecken erschienen in mode magazin en

This example shows how more complex words, such as ”fotostrecken” are
subdivided into their much more frequently occurring subwords, in this case
”foto” and ”strecken”. Even more complex words, such as ”modemagazinen”
are divided into several subwords, in this case ”mode”, ”magazin” and ”en”.
Using this technique, it is possible to train a language model that corrects the
individual subwords and thus also corrects unseen subword combinations, i.e.
out-of-vocabulary words. An example would be the word ”fotomagazin”, which
is composed of the known subwords ”foto” and ”magazin”, although this word
is not part of the dataset.

As can be seen, the SentencePiece model indexes a new word with an un-
derscore and separates the subwords with a space. Since the CTC process uses
the underscore character for padding, the underscores in the encoded Sentence-
Piece sentence are replaced with a dash, resulting in the following final encoded
sentence:

Sentence: -ihre -foto strecken -erschienen -in -mode magazin en

Accordingly, this step must be undone before decoding with the Sentence-
Piece model. In total, two of these Subword SentencePiece models were trained
for this thesis, since a separate model was necessary for the reduced dataset that
does not contain the zero-/one-/few-shot learning words. For verification pur-
poses, all subsets, i.e. Train-/Dev-/Test-splits, of the German CommonVoice
dataset had to be encoded by this approach for both models.

3.5.2 XLSR-Wav2Vec2 Sub-word Tokenizer

There are two ways to set the XLSR-Wav2Vec2 model to subword represen-
tations. One possibility is to raise the acoustic tokenizer vocabulary from the
characters to the specified subword vocabulary. For example, a subword vocab-
ulary of 32,000 is much smaller than the entire German vocabulary, but this
vocabulary size is probably still not technically feasible in the tokenizer.

An easier method is to teach the XLSR-Wav2Vec2 tokenizer an additional
token which separates the subwords. As described in Section 3.5.3, a new token
is needed for the subword model that indexes the beginning of a new word. This
results in the following vocabulary:
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{ ’o’: 0, ’m’: 1, ’ö’: 2, ’v’: 3, ’p’: 4, ’y’: 5, ’z’: 6, ’f’: 7, ’d’: 8, ’j’: 9, ’i’: 10, ’t’:
11, ’r’: 12, ’ä’: 13, ’n’: 14, ’w’: 15, ’h’: 16, ’l’: 17, ’u’: 18, ’a’: 19, ’x’: 20, ’s’:

21, ’b’: 22, ’c’: 23, ’ß’: 24, ’ü’: 25, ’e’: 26, ’g’: 27, ’q’: 28, ’k’: 30, ’ ’: 29,
’[UNK]’: 31, ’[PAD]’: 32, , ’-’: 32 }

The dash character (33) is added as a token to the already existing vocab-
ulary, which now indexes a new word. The already existing blank token (29)
is used for the separation of the subwords. With the change of the vocabulary
size models trained with the conventional tokenizer, are incompatible and vice
versa.

Since the CTC algorithm performs training per character, the model differ-
entiates on a character basis and not on a word basis, which requires no further
attention. As described in Section 3.5.1, the decoding of the subwords takes
place in a separate step after the prediction.

3.5.3 N-Gram Sub-word Language Model

As already described in Section 3.4.2, the n-gram model is already based on a
fixed vocabulary in its basis, i.e. the unigram model. Even if this model offers an
enormous potential for the improvement of small errors in already known one-/-
few-shot words, the unknown words, i.e. zero-shot-learning, will be completely
neglected or even made impossible.

One way to circumvent this problem is to use a subword n-gram language
model, as proposed in Section 2.4. A subword n-gram language model consists,
as the name suggests, of word fragments. This means that whole words are
decomposed into a known vocabulary of word parts. The size of the sub-word
vocabulary is freely selectable and is built upon the training-split of the dataset.

In this case, the subword model can be chosen first based on the full training-
split of the dataset. As a vocabulary, any size between the Character-Level
and the complete vocabulary of the dataset can be evaluated. Once a sub-
word vocabulary has been defined, it is necessary to convert the entire complete
training-split of the dataset into the resulting subword model. Since common
datasets are not designed for this purpose, an encoder and decoder is necessary.
This technique is explained in further detail in Section 3.5.1.

This results in the modified complete dataset being no longer compatible
with common acoustic ASR models. Therefore, the acoustic ASR model has
also to be adapted to this new subword dataset. The necessary modifications
to the acoustic ASR model are explained in Section 3.5.2.

If the acoustic model, with the modified tokenizer, is now trained on this
modified subword dataset, the model is instructed to predict only parts of words
instead of complete words. First conclusions about the overall performance of
the system can be drawn in this step. Since common acoustic ASR models use
the CTC algorithm, i.e. predict single characters, no significant performance
change can be expected when switching from whole words to word segments.

However, a subword n-gram language model can be trained. This model,
similar to the n-gram language model described in Section 2.3.1, has a fixed
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vocabulary that is stored in a unigram model. However, this unigram model
does not store the probabilities of the whole words P (w) rather the probabilities
of the subwords P (s). In this case, the subwords predicted by the acoustic ASR
model are corrected and not the complete words.

Therefore, it can no longer be assumed that unseen words, i.e. out-of-
vocabulary words, are neglected or even deleted by the language model. Zero-
shot-learning should still be an option despite the Language Model. In the worst
case, a completely unknown word like ”COVID” is segmented by the Language
Model to its characters [C,O,V,I,D], which makes recognition more difficult,
however no longer impossible.

On the other hand, this segmentation could also lead to a worse performance
of the recognition of rare words, since words that are phonetically related such
as ”players” could be segmented into unfavorable subwords based on vocabulary
size, such as [play, ers].

Last, the reduced dataset can also be utilized to evaluate the exact impact
of the subword approach on zero-/one-/few-shot learning. For example, the
acoustic subword model can be trained on the reduced dataset, and the subword
n-gram language model can be trained on the full dataset. This enables to draw
conclusions about the impact of each component of the overall ASR model. This
procedure is explained in Section 3.7 in more detail.

3.5.4 Transformer Sub-word Language Model

Since common Transformer models already make use of subwords in the embed-
ding layer due to the byte pair encoding, no modifications to the Transformer
language model are necessary.

However, it is advantageous if the XLSR-Wav2Vec2 model, when trained on
subwords, uses the same vocabulary as the Transformer language model. This
prevents the Transformer language model from encountering unknown subwords
of the acoustic model.

3.6 Character Representation

Even though the dataset and acoustic model already operate on a character
basis, a modification for easier evaluation is feasible. Due to the new word
separator ( dash ) introduced for the subwords, the words can now be broken
down to their character components when the ”subword” vocabulary is reduced
to the character level. This means that new words are marked with a dash
and the characters are separated by a whitespace. In this way, the acoustic
model is trained to predict specific characters that are not collapsed by the
CTC algorithm.

This makes it possible to apply a character-based n-gram language model
that also does not require a beam search, but directly learns the relations of
the characters on an n-gram basis. In this case, a very high n-gram level must
be selected in order to determine whole words. Since words consist of many
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characters, it is probably not possible to learn correlations between words by
this method.

3.7 Contribution of the Components

The ASR model presented in this thesis consists of two components: the acous-
tic and the language model. If one forms combinations with variation of these
components, it is difficult to derive the explicit influence of the individual com-
ponents on zero-/one-/few-shot learning.

To measure the impact of each individual component, the synthetic reduced
dataset presented in Section 3.1 can be utilized. The reduced dataset differs
from the full dataset by selected rare words. Therefore, the exact word lists for
the zero-/one-/few-shot learning are known, whereby training on the reduced
dataset compared to the full dataset should show exactly the performance dif-
ference in zero-/one-/few-shot learning.

If the individual components are trained and combined independently on the
reduced and full dataset, the performance difference of the individual compo-
nents can be derived for the zero-/one-/few-shot learning.
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Chapter 4

Experimental Setup

In this chapter, the experimental setup of the thesis is explained in order to
implement the concept proposed in chapter 3. For this purpose, the dataset
necessary for training is specified in Section 4.1. In the following sub-sections,
the essential pre-processing steps are explained, which are mandatory to be able
to train the model with this dataset. Next, the synthetic decomposition of the
dataset is explained in Section 4.2, which enables an evaluation of zero/one/two-
shot learning in the first place. Finally, the last Section 4.3 deals with the
different metrics that were used to evaluate and compare the results.

4.1 Dataset

As mentioned in Section 3.1, the size and quality of the dataset were the most
important factors for the selection. First, a decision was made that the ASR
model should be trained in German. As there are already numerous excellent
English ASR models, where small improvements would not lead to a signifi-
cant improvement. However, the German ASR community would benefit from
noticeable improvements in a German ASR Model.

The CommonVoice dataset by Mozilla (Ardila et al., 2019 [26]) was chosen
as the base dataset for this Thesis. This dataset is not based on a fixed corpus.
Instead, this collection was created with the help of volunteers. Via a web
or mobile application volunteer have the option of either reading texts aloud
or verifying the audio recordings of other users. Resulting in 15,000 hours of
speech in 76 languages already been collected by the community. Audio files
recorded by a speaker must be verified by at least two others. After verification
these new voice recordings are added to in the collection. The user interface for
recording and verifying the voice files can be seen in Figure 4.1.

To ensure versioning and standardization of the datasets, Mozilla regularly
creates verified Common Voice dataset packages, as soon as there are a sig-
nificant number of new verified recordings available for a language. As of the
beginning of this thesis, the Common Voice Corpus 6.1 was the current available
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Figure 4.1: Common Voice User Interface for recording and verification

German corpus. This corpus contains 777 verified hours of German speech from
over 12,659 speakers. These 777 hours are subdivided into 277,701 separate
speech recordings with their corresponding texts. These have been divided into
a train-/dev-/test- dataset, as it can be seen in table 4.1:

Set Samples
Train 246525
Dev 15588
Test 15588

Table 4.1: The split of the German CommonVoice Corpus 6.1

A comparison of the key facts of the most important German ASR datasets
are displayed in table 4.2:

DE-Dataset Speech Speakers Verification
LibriVoxDeEN 547h 43 Human

LibriSpeech 1994h 204 Algorithm
CommonVoice 777h 12659 2 x Human

Table 4.2: Comparison of different German speech datasets
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It can be seen that the LibriVoxDeEN dataset (Beilharz et al., 2019 [27]) has
no advantage compared to the other datasets. Therefore, it is not considered
further in this work. Thus, leaving the German LibriSpeech (Pratap et al., 2020
[28]) and the German CommonVoice dataset as possible candidates for consider-
ation. The German Librispeech dataset outnumbers the German CommonVoice
dataset when comparing the amount of speech data available. However, these
were provided by only 203 speakers. The German Commonvoice dataset on the
other hand, with 12659 different speakers, has over 60 times as many speakers
as the German LibriSpeech dataset. Additionally, the speech recordings in the
CommonVoice dataset have been twice human verified. In contrast the German
LibriSpeech dataset was created by a Language Model first and cross-checked
by a human Since a variation of data is beneficial for the training of ASR mod-
els, the higher count of speakers available in the CommonVoice corpus was the
deciding factor to choose it over the other dataset.

It should be noted that during the completion of this thesis, a new German
CommonVoice corpus, version 7.0, was released on 07/21/2021. This dataset
contains with 965h significantly more audio files than the version 6.1 used in
this work. Unfortunately, the tests were already so advanced at this point that
a switch to the newer dataset was no longer feasible in terms of time, without
falsifying the results already achieved.

4.1.1 Pre-Processing

To load the German CommonVoice dataset, the open source Huggingface Datasets
Library was used (Quentin et al., 2021 [29]). The biggest advantage of Hug-
gingface Datasets compared to conventional datasets, is the bypass of compu-
tational resources. Huggingface Datasets stores the entire dataset on the hard
drive, also during pre-processing and training. Only the currently used data
is loaded batch-wise into the memory. A caching algorithm, which prevents
waiting times, boosts data processing. Another advantage of using Huggingface
Datasets is the high compatibility. The fact that the open source Huggingface
framework was also used in the selection of the ASR framework avoids potential
sources of error.

In a first step, the irrelevant data was removed from the dataset. The Ger-
man CommonVoice dataset contains not only the voice recordings and the as-
sociated texts, but also additional metadata. Since this data is not relevant for
the training, the following fields were removed:

[”accent”, ”age”, ”client id”, ”down votes”, ”gender”, ”locale”, ”segment”, ”up votes”]
(4.1)

After removal, the following fields remain: [”path”, ”sampling rate”, ”sen-
tence”]. The path contains the folder path to the corresponding audio file, the
sampling rate contains the sampling rate of the corresponding file and sentence
contains the transcription of the audio file.
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The sentences were cleaned up in a next step. The original transcriptions
contain punctuation marks, numbers and possibly special characters such as the
dollar or euro symbol. Even if these symbols could be learned like characters,
they have no linguistic relevance and are therefore removed. To process legiti-
mate characters only, i.e. upper and lower case characters as well as spaces, the
following regex expression was applied to the entire dataset:

[^A-Za-zäüößÄÜÖ ]+

It should be noted, that in addition to the conventional alphabet, the Ger-
man umlauts äüö and the sharp ß must also be considered, since we plan to
train a German ASR model on a German dataset.

The audio files were processed in a next step. For the German CommonVoice
dataset, these are initially available in MP3-format. However, since common
ASR models expect a 1-dimensional array, the audio files must be converted
into numpy arrays. This was achieved using the torchaudio library. Since this
process is very computationally intensive and with high requirements towards
the memory available, the mapping function of Huggingface Datasets was used.
This function batch processes the dataset and performs the required operations.

Since the sampling rates in the German CommonVoice dataset differ, the
1-dimensional numpy arrays have to be aligned after digitizing the audio files.
These range between 16kHz and 48kHz. Since the ASR model we chose operates
on 16kHz, we adjust all data to this sampling rate. This was accomplished
using the Librosa library. Once more, the mapping function of the Huggingface
Datasets Library was utilized to avoid memory bottlenecks.

With the adjustment of the sampling rates, the general pre-processing of the
dataset was completed.However, the dataset has to be tokenized using the ASR
specific tokenizer before training. This process is described in Section 3.2.2.

4.1.2 Spacy Analysis and Tokenization

As explained in Section 3.1, a synthetic reduced dataset is necessary for this
thesis, since the additional allocation of samples for zero-/one-/few-shot learning
is practically impossible.

In order to reduce the train-split, the the German CommonVoice dataset has
to be analyzed first. Since the analysis of new and rare words is of particular
relevance in this thesis, the dataset was initially examined and tokenized with
the help of Spacy (Honnibal et al., 2020 [30]). The tokens obtained were then
used to generate the reduced dataset, as described in Section 3.1.

SpaCy is an open-source library that has automated a wide range of natural
language processing tasks. These tasks are for instance tokenization, part-of-
speech tagging, lemmatization or named-entity-recognition.

The SpaCy Library allows to analyze the German CommonVoice dataset
using automated pipelines. Since Spacy contains a limit of one million charac-
ters, this operation was performed batchwise to avoid memory issues, since the
dataset used exceeds this limits.

30



For this pipeline, Spacy provided two different pre-trained models at the be-
ginning of this thesis: de core news sm and de dep news trf. The de core news sm
model is significantly smaller and based on traditional algorithms that can be
run on a conventional processing unit. The larger de dep news trf Model is
based on a Transformer architecture, as described in Section 2.2.2, and is thus
designed to run on hardware for graphic acceleration. Even though the larger
Transformer Model benefits from the higher count of cores of GPUs, the eval-
uation of a text takes notably longer as the complexity and accuracy of the
model exceeds that of a simple model. Even though time is a critical factor for
this thesis, the evaluation was performed with the Transformer Model since the
accuracy of the results are highly relevant for further processing.

An initial analysis of the training dataset has been summarized in Table 4.3:

Word-Type Word Count Dictionary-size
Words (all) 2.350.690 168.237
Words (no stopwords) 1.138.469 167.707
Words (no stopwords / lemmatized ) 1.138.469 151.687
Nouns (all) 143.335 26.890
Nouns (lemmatized) 143.335 26.758

Table 4.3: SpaCy analysis of the full German CommonVoice train-split

It can be seen in the first row of the table, the training part of the German
CommonVoice dataset with its 246,525 training examples consists of about 2.3
million words, which corresponds to an average sample length of 10 words. It
can be seen in the same line that this word corpus has a dictionary size of
168,237 distinct words.

In English as well as in German, a very small fraction of functional words,
so-called stopwords, make up a large part of the words in a text. Examples of
such functional stopwords in English are ”the”, ”is”, ”at”, ”which” or ”on”, or
in German ”und”, ”oder”, ”doch”, ”an” or ”in”. It can be seen in the second
row of table 4.3, 530 such stopwords are responsible for more than half of all
words in this training-split of the dataset. If we remove these 530 stopwords
from the dataset, 1,138,469 words are left, which results in a dictionary size of
167,707 differentiable words.

In addition, the Spacy Pipeline offers the possibility to lemmatize words.
This lemmatization should help to bring words into their basic form. In En-
glish, for example, the words ”walking” or ”walked” should be assigned to the
word ”walk”, since this is the basic English form of the word. In German,
for example, the words ”ging”, ”geht”, ”gegangen” should be assigned to the
word ”gehen”, since this is the basic form in German. This procedure should
significantly reduce the vocabulary size. However, results have shown a low
performance, despite the use of the German Spacy Transformer Model, since
the vocabulary size was not significantly reduced after lemmatization, as it can
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be seen in line 3, with 151,687 differentiable words. Selected random tests con-
firmed the assumption that not all words have been converted to their base
forms. Therefore, this approach was not pursued further.

On the other hand, the Spacy Library also offers the possibility to directly
identify nouns through part-of-speech tagging. Nouns are of particular impor-
tance for this thesis, since our analysis showed that these make up a large part
of the rare and new words. As it can be seen in row 4 of table 4.3, SpaCy iden-
tified 143,335 nouns, which breaks down into a dictionary size of 26,890 distinct
words. Once more Spacy’s automatic lemmatization was applied, as it can be
seen in row 5. With the whole words, it is obvious that lemmatization does not
add any value, as the dictionary size is not significantly reduced.

It turned out in sample tests that automatic recognition of nouns does not
achieve the desired accuracy either. However, a precise differentiation of words
between the training-/ dev-/test-splits of the dataset is fundamental for this
thesis in order to find the zero-/one-/few-shot learning examples. Therefore,
we decided to continue with the tokenized words, minus the stopwords, i.e. the
dataset shown in row 2. The stopwords were disregarded here because they
occur several hundred times in the dataset and are therefore not relevant for an
analysis of new and rare words.

Accordingly, the new tokenized dataset obtained has a size of 1,138,469 words
and a vocabulary size of 167,707 distinct words.

4.1.3 Zero-/One-/Few-shot Wordlists

The tokenized full training-split of the German CommonVoice dataset described
in Section 4.1.2 was used in a first step to find the words that are part of the
test-split and not in the full training-split of the dataset.

For this purpose, the test-split had to be analyzed and tokenized in the same
procedure, as it was applied on the full training-split using the SpaCy pipeline.
The results of this analysis can be seen in Table 4.4:

Word-Type Word Count Dictionary-size
Words (all) 140.713 30.042
Words (no stopwords) 67.545 29.512

Table 4.4: SpaCy analysis of the German CommonVoice test-split

It can be seen in table 4.4, that after subtracting the stopwords, the test
dataset contains 67,545 words with a dictionary size of 29,512 differentiable
words. By comparing the test-split dictionary with the original train-split dic-
tionary, it is now possible to determine the words that are contained in the
test-split of the dataset but not in the training-split. The results have shown
that a total of 5810 words can only be found in the test-split of the dataset.
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Thus, since these words were not available during training, these result in our
zero-shot-learning words.

In a further step, we checked which words occur only once in the training-
split of the original dataset. This resulted in a list of 91,121 words. A comparison
of this list with the test-split dictionary showed that 3,235 words occur once in
the full training-split of the dataset and are also part of the test-split data.
Thus, since these words were seen only once during the training, these form our
one-shot-learning words.

Lastly, we analyzed which words occur 2-,3-,4-,5-,10- times in the full training-
split of the dataset. These lists were also compared to the dictionary of the
test-split dataset, to receive a gathered lists of words which occur 2-,3-,4-,5-
,10- times in the training-split of the dataset and at least once in the test-split
dataset. These words arrange our few-shot-learning words.

The resulting word lists are shown in table 4.5:

0 1 2 3 4 5 10
full train-split 0 91.121 27.144 12.429 7.111 4.604 1.284
test-split 5.810 3.235 2.239 1.538 1.280 1.063 549

Table 4.5: Zero-/One-/Few-shot Wordlists

It can be seen in table 4.5, that in addition to the 5,810 zero-shot-learning
and 3,235 one-shot-learning words, there are a total of 2,239 words that occur
twice in the training-part of the dataset which are also included in the test
dataset. Of the 1,284 words that occur 10 times in the training-part of the
dataset, 549 words can be found in the test dataset.

Based on these word lists, it is possible to create the synthetic reduced
dataset, which removes one sample of the zero-/one-/few-shot learning words,
as described in Section 3.1.

4.2 Synthetic Reduced Dataset

With the word lists created in Section 4.1.3, it is possible to create a reduced
dataset. This is necessary, as explained in subsection 3.1, additional examples
for zero-/one-/few-shot learning cannot be added efficiently.

The goal of this synthetic reduced dataset is to have, in combination with the
full dataset, two datasets that differ only by the zero-/one-/few-shot learning
words. The impact of changes to the ASR model on these words can be measured
by this approach. This dataset is created by reducing the above word lists, by
one sample.

As can be seen in table 4.5, this is not achievable for the 5,810 zero-shot-
learning words, since they are not part of the training dataset. However, this
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fact can be neglected, since the 3,235 one-shot-learning words are removed from
the training dataset, which form now the new zero-shot-learning words.

It should be noted that if a word is removed from the training-part of the
dataset, the entire training sample, i.e. the entire audio file including transcrip-
tion, must be removed. This is owed to the fact that the exact position of the
word in the audio sequence cannot be determined without major hurdles.

To create this reduced dataset, a simple algorithm was developed. This
algorithm can be seen in the code snippet B.1.

This algorithm first blacklists all training samples that contain a word from
the one-shot-learning list. Since there are already training samples that contain
two or more of the 3,235 one-shot-learning words, this initial blacklist has a
length of 3,193 training samples.

In a first attempt this algorithm was specified in that way, that from the
now following word lists, i.e. [2 , 3 , 4 , 5 , 10 ] always the index of the first
element. If this word was not already blacklisted, it was added to the blacklist.
However, this greedy approach had the consequence that words, which should be
deleted once, were deleted two, three or multiple times. This can be explained
by the fact that especially in the last lists [5,10] indexes were blacklisted that
also contained words from previous lists [2,3,4].

Therefore, the algorithm is extended by a ranking system. For this purpose,
a ranking of all potential training indexes is performed in each step (lines 23-
27), of which the index that caused the least damage to the other word lists
is selected (lines 36-37). This approach enables to completely avoid deletions
that occurred three or more times. Furthermore, the number of words that are
deleted twice are limited. A detailed list of deletions can be seen in table 4.6:

0 1 2 3 4 5 10
full train-split 0 91.121 27.144 12.429 7.111 4.604 1.284
test-split 5.810 3.235 2.239 1.538 1.280 1.063 549
deleted once 0 3.235 2.233 1.536 1.276 1.057 545
deleted twice 0 0 6 2 4 6 5

Table 4.6: Deletions from the training dataset to create the reduced dataset

As can be seen in table 4.6, all one-shot-learning words were successfully re-
moved from the reduced dataset, converting them into zero-shot-learning words.
In addition, only 6 of the 2,239 words that were present two times in the training
dataset were deleted twice in the reduced dataset, resulting in 2,233 one-shot-
learning and 6 new zero-shot-learning words in the reduced dataset. Of the
1,538 words that were present three times in the training dataset, 2 words were
deleted twice, resulting in two new one-shot-learning words in this case. For
the words that were previously present 10 times in the dataset, it results in 544
words that occur 9 times in the reduced dataset, and due to 5 double deletions,
5 of these words occur 8 times in the reduced dataset.
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Summing these results, it is clear that 9,446 audio sequences must be deleted
from the original dataset to obtain the desired reduced dataset. Since the train-
ing dataset, as described in Section 4.1, contains 246,525 training samples, the
reduced dataset, minus the 9.446 samples, still contains 237,079 training sam-
ples. Thus, it results in the reduced-dataset being about 4% smaller than the
full training dataset.

4.3 Evaluation Metrics

In the following sections, the evaluation metrics relevant for this thesis are
introduced. First, the most common metric for ASR models, the word-error-
rate WER, is explained 4.3.1. Afterwards, we introduce own metrics, such
as the dictionary overlap 4.3.2 and wordlists 4.3.3, which allow us to measure
improvements in zero-/one-/few-shot learning.

4.3.1 Word Error Rate

The Word-Error-Rate WER operates on the word-level and is a common metric
for ASR or Machine Translation models. The WER was derived from the Lev-
enshtein distance and indicates how much a synthetically generated sentence
differentiates from the original. The WER can be expressed by the following
formula:

WER =
S +D + I

N
(4.2)

The S stands for the number of substitutions, i.e. the words that have been
exchanged for another. This includes, for example, incorrect spelling. The I in
the formula represents insertions, i.e. the number of places where words were
inserted. Accordingly, the D constitutes for deletions, i.e. the number of deleted
words. This sum is divided by the number of words N contained in the original
sentence.

4.3.2 Dictionary Overlap

An unconventional metric is the comparison of dictionaries. As described in
Section 4.1.2, the datasets are first tokenized using SpaCy to analyze the words
in these datasets. Thus, after this tokenization, it is possible to create a list of
differentiable words, which could be compared to a dictionary.

However, this approach could not only be performed on the original and
reduced dataset. This tokenization process can also be applied to the predictions
of a model. This results in a dictionary of the prediction being created.

If the prediction dictionary is compared to the dictionary of the original
data, a metric is obtained that shows how many words were correctly captured
and which words were misclassified by the model.
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4.3.3 Zero-/One-/Few-shot-learning

As described in Section 3, the goal of the thesis is to improve continuous learning,
which is explicitly zero-/one-/few-shot-learning. To measure the improvement
in this area, a synthetic reduced dataset (section 4.2) is created that differs
only by these particular rare words. This approach has already been used for
continuous learning in neural machine translation (Niehues, 2021 [31]) and has
now been adapted for the ASR domain.

An accurate measurement of the deviation in zero-/one-/few-shot-learning,
is possible in this case by training a model first on the reduced dataset and
repeating this experiment with the full dataset afterwards. With the knowledge
of the exact lists of zero-/one-/few-shot words, it is possible to determine the
influence of the missing data on the predictions of these words, e.g. in zero-
shot-learning.

Since the acoustic and the language model are trained independently of each
other, measurements can be performed in different constellations. For example,
if both systems are trained on the reduced dataset, the systems can be trained
in a second step independently on the full dataset to measure the performance
growth of the sub-components.

Similar to continuous learning in machine translation (Niehues, 2021 [31]),
different word representations can be evaluated. Here, the interaction of the
individual sub-components, i.e. the acoustic and the language model, is of
particular interest. Since common end-to-end ASR models use the character
representation and generate complete words by using the CTC algorithm, it has
to be investigated to what extent this word representation can be changed. It
is important to analyze how different word representations in the acoustic and
language model affect the recognition of the rare words.

Again, the acoustic and language models can be trained separately on the
full and reduced datasets to measure the impact of these word representations
on rare word recognition.
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Chapter 5

Results

In this chapter, the models and experiments described in chapters 3 and 4 are
evaluated. In Section 5.1, the acoustic model is considered first, to generate
baseline models.

The following sections 5.2 & 5.3, deal with the improvement of these acoustic
models by combining these models with different Language models and different
word representations.

5.1 Acoustic Model

This Section deals with the training of the ASR models. First, an acoustic base-
line model is trained on the full training dataset 5.1.1, which also corresponds to
the character-based model. To allow evaluation on a sub-word basis, an acoustic
sub-word model is trained and evaluated in Section 5.1.2. Finally, in Section
5.1.3, an acoustic model based on full words is evaluated.

5.1.1 Acoustic Character Model

Since the standard XLSR-Wav2vec2 model operates on a character basis, this
corresponds to our baseline model.

Accordingly, the XLSR-Wav2vec2 model was initially trained on the full
training-part of the German Common Voice dataset. This requires the German
tokenizer, explained in Section 3.2.2, to enable classification on the German
vocabulary. This model is end-to-end trainable. Thus, the characters of the
tokenizer vocabulary are predicted directly from the raw audio data, which are
then processed into the transcription using the CTC algorithm.

Due to hardware limitations, a batch size of 6 was chosen for the training
to avoid an out-of-memory error. The loss is calculated directly on the target
labels, i.e. the characters, as previously explained. An evaluation is performed
every 3000 training steps on the CommonVoice validation dataset. In addition,
the word error rate is calculated and reported in this case.
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The training history of the model can be seen in Table 5.1:

Step Training Loss Validation Loss WER
9000 0.1945 0.1851 0.2894
12000 0.1786 0.1755 0.2786
15000 0.1730 0.1680 0.2760
18000 0.1515 0.1679 0.2729
21000 0.1447 0.1633 0.2698
24000 0.1425 0.1620 0.2667
27000 0.1377 0.1675 0.2662
30000 0.1359 0.1634 0.2657
33000 0.1323 0.1568 0.2587
36000 0.1245 0.1536 0.2574
39000 0.1215 0.1560 0.2593
42000 0.1199 0.1497 0.2544
45000 0.1217 0.1484 0.2554
48000 0.1195 0.1484 0.2546
51000 0.1083 0.1522 0.2535

Table 5.1: Acoustic Baseline Model learning-curve

Fine-tuning was performed for a total of 51,000 steps, which took approxi-
mately 3 days on a single GPU. As can be seen in Table 5.1, the training loss
decreased continuously over time, which indicates a successful training. Since
the validation-loss also decreased, it cannot be assumed that the training data
was learned by heart, i.e., no over fitting took place.

However, it is noticeable that the WER decreases slowly and is relatively
high at 25.3% after 51,000 steps. This can be explained due to the batched
input. Since the inputs are of different lengths, padding is necessary in batched
processing. This addition of zeros in the input changes the output, since in
the CNN a group normalization is performed over the temporal dimension.
This problem could be avoided by choosing a single input instead of a batch
evaluation. However, since this would increase the training time considerably,
and since the loss is relevant for the training anyway, this is not done during
the training.

Model Dictionary Overlap WER

Acoustic Baseline Full 71.3% 14.7%
Acoustic Baseline Reduced 71.1% 14.8%

Table 5.2: Acoustic Baseline Model WER & Dictionary Overlap
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As can be seen in Table 5.2, a final not batched evaluation on the German
CommonVoice test dataset resulted in a WER of 14.7%,

In order to evaluate this base model in more detail, this model was addition-
ally trained on the reduced dataset. This synthetic reduced dataset differs, as
described in Section 4.2, in 4% less samples than the full training dataset, since
the 9,446 training samples containing the zero-/one-/few-shot-learning exam-
ples were removed. Although the reduced training dataset containing 4% less
samples than the complete dataset, the WER of the model worsened by 0.1%,
compared to the acoustic baseline-full model, to 14.8%.

In addition, the test dataset predictions of the full and reduced model are also
tokenized with SpaCy to create comparable dictionaries, to perform a dictionary
comparison as described in Section 4.3.2. The matching of the dictionary from
the fully trained baseline model shows that 71.3% of the words found in the
original test dictionary can also be found in the predicted dictionary. It can be
concluded that 71.3% of the words in the predicted dictionary were classified
correct. For the remaining 29%, it can be assumed that misclassifications, such
as character rotations, have occurred. As with WER, this value worsened a bit
by 0.2% to 71.1% when the model was trained on the reduced dataset.

This suggests that minor changes to the dataset do not have a significant
impact on the overall performance of the acoustic model. This can probably be
attributed to the character-based prediction of the model. Since the model is
already able to extract acoustically relevant information due to the pre-training,
large datasets are not necessary for the fine-tuning of this model. In these cases,
the mapping of the cross-lingual language representations to the characters is
trained.

Last, an initial evaluation of the model on the zero-/one-/few-shot-learning
is performed. With the knowledge of the zero-/one-/few-shot-learning words
via the word lists described in Section 4.1.3, the performance of the baseline
acoustic model on rare word recognition can be determined. The results can be
seen in table 5.3:

test | train 5.810 3.235 2.239 1.538 1.280 1.063 549

0 1 2 3 4 5 10
Acoustic Baseline Full 47.8% 57.1% 62.8% 64.5% 65.7% 67.5% 77.9%

0 0 1 2 3 4 9
Acoustic Baseline Reduced 48.2% 56.2% 60.6% 64.1% 63.9% 66.8% 77.2%

Table 5.3: Acoustic Baseline Model zero-/one-/few-shot predictions

As can be seen in table 5.3, of the 5,810 words that occur in the test
dataset only, 47.8% of the words are correctly predicted, when trained on the
full dataset. Since these words were not seen during training, this represents
zero-shot learning. However, this value should be taken with caution. Since
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these words occur exclusively once in the entire CommonVoice dataset, these
are partly very extraordinary words. These include, for example, very unusual
names of places and people such as: ”Fririk”, ”Zimonji” or ”Togiak”. However,
when looking at the model that was trained on the reduced dataset, it is notice-
able that this zero-shot-learning words are recognized better with an accuracy
of 48.2% instead of 47.8%. Since this is a deviation of 0.4%, it could be a normal
fluctuation. Another possible explanation is that the model generalizes better
due to the lack of 4% of training data.

As can be seen in the second column, the 3,235 words that occur once in the
full training set are successfully predicted in 57.1%. Unlike the original zero-
shot-learning words, these are not as often very unusual words as these words
occur at least twice in the entire dataset, i.e., once in the training- and once
in the test-split. Interestingly, the recognition of these words only deteriorated
by 1% when the training example was removed. Accordingly, the recognition
accuracy of these zero-shot-learning words is 56.2%. Thus, the model has an
8% worse recognition rate on the original zero-shot-learning words than on the
synthetic zero-shot-learning words. As already mentioned, this can be attributed
partly to very unusual words in the orignal one-shot-learning list.

In the first few-shot-learning example, i.e. the words that occur twice in
the full train dataset, 1,407 of the 2,239 words are already predicted correctly.
Thus, the accuracy achieved is 62.8%. This accuracy increases continuously up
to the words that were seen five times in the training dataset. In this case, 718
of the 1,063 words were correctly predicted, which corresponds to an accuracy
of 67.5%. The words that appear ten times in the training dataset are predicted
with an accuracy of 77.9%. Looking at the rare word recognition on the reduced
dataset, we see that by removing one training sample, the accuracy drops by
only 1-2%

From these results, it can be concluded that removing training examples in
the acoustic baseline model has a small effect on zero-/one-/few-shot learning.
This can be attributed to the character-based prediction, which has no relation
to whole words. Nevertheless, it can be seen from the one/few-shot accura-
cies that the model benefits from having seen words one or more times during
training.

prediction original
0 der kraftstofffilter ist vollkommen verstopft der kraftstofffilter ist vollkommen verstopft
1 in ihm wurde salz gelagert in ihnen wurde salz gelagert
2 eine obligatorische kopular gibt es nicht eine obligatorische kopula gibt es nicht
3 hält dieser zug auch am hauptbahnhof hält dieser zug auch am hauptbahnhof
4 simus folgeleistenst sie muss folge leisten
5 sie gilt als die älteste glockengieserei in england sie gilt als die älteste glockengießerei in england

Table 5.4: Acoustic Baseline Model sample predictions
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Figure 5.4 shows example transcripts of the acoustic baseline model that was
trained on the reduced dataset. These predictions reflect the low WER. Based
on the largely correct placements of the whitespace, this model seems to be able
to separate words well, despite the character-level prediction. However, there
are occasional errors as well, as it can be seen in the 4th prediction where the
words ”sie muss” and ”folge leisten” are combined into one word.

Additionally, the results indicate that the CTC algorithm and the predicted
padding tokens operate as expected. Double letters, such as the two ”l” in the
word ”vollkommen” are correctly predicted and not collapsed to one ”l”.

It can also be noticed that more complex words, such as ” Kraftstofffilter”,
”Glockengießerei” or ”kopula” are also predicted correctly in most cases. The
three consecutive ”f”s in the word ”Kraftstofffilter” indicate a good prediction of
the paddings, which is required for a correct computation by the CTC algorithm.

The potential for a Language Model is shown for example by the word ”glock-
engieserei”. In this case, the German ”ß”, which is acoustically difficult to
distinguish from the ”s”, is misclassified. This common error could easily be
corrected with a unigram.

5.1.2 Acoustic Sub-word Model

As described in Section 3.5, there are two approaches to make the character-
based acoustic baseline model, sub-word capable.

The first possibility is, as described in chapter Section 3.5.2, to extend the
tokenizer with an additional character that indexes a new word. In our case
this way a new word is indexed by a dash and the subwords are separated by a
space. Accordingly, the full and reduced dataset must also be converted to this
scheme as described in Section 3.5.1.

For training, a batch size of 6 is chosen again and the model was trained
for 51,000 steps. Despite initial concerns that the additional dash token would
have a negative impact on the overall performance of the model, the training
and validation loss decreased continuously in this training as well. This is also
confirmed in the predictions. Table 5.5 shows example transcripts from the test
dataset of our sub-word model trained on the full dataset.

prediction original
0 -geschmack lich -kam -es -der -butter -nahe -geschmack lich -kam -es -der -butter -nahe
1 -der -innram -trägt -eine -flache -holz decke -der -innenraum -trägt -eine -flache -holz decke
2 -mir -ist -der -appetit -vergangen -mir -ist -der -appetit -vergangen
3 -sie -mus -folge -leisten -sie -muss -folge -leisten
4 -die -größten -städte -england -sind -london -die -größten -städte -englands -sind -london
5 -alls -der -fünk spruch -ein ging -als -der -funk spruch -ein ging

Table 5.5: Acoustic Sub-word Model sample predictions
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As can be seen in Table 5.5, the trained acoustic subword model is able to
learn the ”new grammar”. The model has learned, despite the character predic-
tion, that words start with a dash and known subword parts are separated by a
space. For example, the words ”geschmacklich” and ”holzdecke” are separated
into their subwords ”geschmack” and ”lich” respectively ”holz” and ”decke” as
determined by the sub-word model using a space character. Again, minor errors
can be observed, such as ”fünk” instead of ”funk”, which could be corrected by
a language model.

However, for an exact evaluation of this model the predicted test dataset
has to be de-tokonized again, as described in Section 3.5.1. To achieve this first
the blanks are removed. Spaces are removed to form coherent words in a first
step and afterwards the dashes are replaced by spaces to form grammatically
correct German sentences.

Model Dictionary Overlap WER

Acoustic Baseline Full 71.3% 14.7%
Acoustic Sub-word Full 71.8% 14.2%

Acoustic Baseline Reduced 71.1% 14.8%
Acoustic Sub-word Reduced 71.3% 14.2%

Table 5.6: Acoustic Sub-word Model WER & Dictionary Overlap

A comparison of this de-tokenized test dataset with the original sentences
shows that the use of the sub-word tokenizer, as well as sub-word dataset has
a positive effect on the WER. As can be seen in Table 5.6, the WER drops
to 14.2%. Interestingly, WER did not deteriorate here when the model was
trained on the synthetically reduced dataset. It should be noted that a new
SentencePiece sub-word model must be trained in this case, as the vocabulary
in the synthetic reduced dataset was reduced and the sub-words have changed
as a result.

In a next step, these predictions are analyzed using the SpaCy Library to
also test the acoustic sub-word model for its zero-/one-/few-shot learning capa-
bilities. The results of these tests can be seen in table 5.7.
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test | train 5.810 3.235 2.239 1.538 1.280 1.063 549

0 1 2 3 4 5 10
Acoustic Baseline Full 47.8% 57.1% 62.8% 64.5% 65.7% 67.5% 77.9%
Acoustic Sub-word Full 48.3% 57.4% 62.8% 64.2% 66.1% 69.4% 80.1%

0 0 1 2 3 4 9
Acoustic Baseline Reduced 48.2% 56.2% 60.6% 64.1% 63.9% 66.8% 77.2%
Acoustic Sub-word Reduced 48.0% 56.5% 62.0% 63.5% 65.4% 67.6% 79.4%

Table 5.7: Acoustic Sub-word Model zero-/one-/few-shot predictions

As can be seen in the table a small improvement compared to the acoustic
baseline model is confirmed. Here it is noticeable that especially the frequent
words have a slightly better recognition rate. This can probably be attributed
to the fact that these frequent words that occur 5 or 10 times in the dataset
can still be decomposed into much more frequent subwords in German. Because
these subwords occur much more frequently than the entire words, many more
training examples are generated for these subwords. The word ” Holzboden”,
for example, is divided into the subwords ”holz” and ”boden”, resulting in more
training examples than for the whole word. This could also be one of the reasons
why the sub-word model generalizes better on the zero-shot-learning words than
the baseline model.

Looking at the results of the sub-word model, which was trained on the
synthetically reduced dataset, it is noticeable that it only loses a little in accu-
racy, analogous to the acoustic baseline model, whereby the differences are even
smaller here. This is also an indication that the sub-word approach leads to a
better generalization.

The second way to train the acoustic model on sub-words is, as described in
Section 3.5, to raise the XLSR-Wav2vec2 Tokenizer vocabulary to the sub-word
vocabulary. For this purpose, the SentencePiece model from Section 3.5.1, which
has a vocabulary size of 32.00, was used to create a Wav2Vec2 Tokenizer. This
model could not be trained, despite a batch size of 1, for memory constraints.

Therefore, a new SentencePiece model with a vocabulary size of 4,000 was
trained and used to create a Wav2Vec2 tokenizer. This time, training could be
started. A history of the training can be seen in Table 5.8.

Step Training Loss
3000 0.2299
6000 inf
9000 nan
12000 nan

Table 5.8: Acoustic Model training on Sub-word tokens
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As can be seen in the Table 5.8, training is not successful in this case, as
the model is not able to perform a classification of the cross-lingual speech
representations on the sub-word tokens. A closer look at the tokenizer reveals
that several words cannot be represented with this smaller vocabulary, which
means that they are often broken down into their character components. Due to
the large number of blanks created by this method, the model develops a bias
towards these blanks, which probably causes the training to fail. A possible
solution for this issue would be to use a larger sub-word vocabulary of e.g.
8,000, but due to hardware limitations this cannot be tested or trained.

5.1.3 Acoustic Full-word Model

As described in Section 3.4.3, the XLSR-Wav2vec2 model is also trained to pre-
dict whole words in certain languages, such as Chinese. However, as described
in Section 5.1.2, this is difficult in German, since there is no well-defined vocab-
ulary.

Since we have not technically succeeded in training an acoustic sub-word
model of 32,000 words, it is clear that an acoustic full-word based model with
over 500,000 words, is not feasible. Accordingly, the acoustic model has to rely
on the CTC algorithm for full word prediction.

5.2 N-Gram Language Model

5.2.1 3-Gram Full-word Language Model

As described in Section 2.3, we can use Language Models to improve acoustic
ASR models. One possibility here is a full-word based n-gram language model.
To create one, we used the KenLM library by Kenneht Heafield [32].

For the creation of an n-gram full-word language model, the entire training-
part of the German commonVoice dataset is used. Due to hardware limitations,
a trigram language model was created. Accordingly, the Trigram full-word
language model contains the probabilities for the single words (unigram), as well
as the probabilities of two (bi-gram) and three (tri-gram) word combinations.

As proposed in our model, this language model is used to improve the pre-
dictions of the acoustic baseline model. However, since our acoustic baseline
model uses character-word representations, a CTC beam search must be per-
formed first so that the full words can be improved by our language model.

This improved prediction on the test dataset is first checked for its WER,
which is listed in Table 5.9.
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Model Dictionary Overlap WER

Acoustic Baseline Reduced 71.1% 14.8%
+ 3-Gram Reduced 54.0% 25.6%
+ 3-Gram Full 73.1% 13.4%

Acoustic Baseline Full 71.3% 14.7%
+ 3-Gram Reduced 55.2% 24.8%
+ 3-Gram Full 73.9% 12.9%

Table 5.9: 3-Gram Full-word WER & Dictionary Overlap

As can be seen in Table 5.9 the WER of the Acoustic Baseline-full Model
improves from 14.7% to 12.9% and the WER of the Acoustic Baseline Reduced
Model improves from 14.8% to 13.4%. Thus, the 3-Gram full-word language
model has a positive effect on both acoustic models, although the advantage of
the Acoustic Baseline-full Model has increased significantly.

This 3-gram Language model was also trained on the synthetic reduced
dataset. This reduced 3-gram language model was used as well to extend the
acoustic baseline model. After checking the WER here as well, it showed that the
reduced 3-Gram language model, had a negative impact on the overall model.
The WER of the Acoustic Baseline Full Model was increased from 14.7% to
24.8% and that of the Baseline Reduced from 14.8% to 25.6%.

In the next step, these new predictions are also tokenized with SpaCy. A
matching of the dictionaries can be performed by this method. A positive effect
of the 3-Gram Language Model, trained on the full dataset, can be observed.
The dictionary overlap of the Acoustic Baseline Full Model increased from
71.3% to 73.9% and that of the Acoustic Baseline Reduced Model from 71.1%
to 73.1%. However, for the 3-gram language model trained on the synthetic
reduced dataset, this value also deteriorated, reaching 54.0% for the Acoustic
Baseline Reduced Model.

The SpaCy tokenization allows the word lists to be compared, which can be
used to measure the performance of zero-/one-/few-shot learning. These results
can be seen in table 5.10.

0 1 2 3 4 5 10

Acoustic Baseline Reduced 48.2% 56.2% 60.6% 64.1% 63.9% 66.8% 77.2%
+ 3-Gram Reduced 0.0% 0.0% 68.4% 71.5% 70.7% 73.9% 78.3%
+ 3-Gram Full 0.0% 83.3% 83.6% 85.1% 86.0% 87.0% 92.3%

Acoustic Baseline Full 47.8% 57.1% 62.8% 64.5% 65.7% 67.5% 77.9%
+ 3-Gram Reduced 0.0% 0.0% 69.3% 73.4% 71.2% 66.8% 78.2%
+ 3-Gram Full 0.0% 84.0% 85.3% 87.4% 86.0% 87.8% 91.8%

Table 5.10: 3-Gram Full-word zero-/one-/few-shot predictions
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As can be seen in table 5.10, the 3-Gram Full Language Model has an impact
on zero-/one-/few-shot learning. The zero-shot learning capability was elimi-
nated. The accuracy drops to 0.0% for both models. This can be attributed
to the fact that these ”unknown” words, are identified as word errors, whereby
these are corrected into known words, even if this is incorrect.

On the other hand, there is a clear positive influence on one- and few-shot
learning. Thus, accuracy on the one-shot-learning words increases from 56.2%
to 83.3% in the Baseline Reduced and from 57.1% to 83.7% in the Baseline Full
Model. Words that occur only once in the training dataset are recognized with
an accuracy of up to 83.7%. This exceeds the best value of 77.9% accuracy,
which the Baseline Full Model reached previously on words, which were present
ten times in the training dataset.

Few-shot learning is also significantly improved. Words that occur only twice
in the training dataset are recognized with an accuracy of 85.6% for the Base-
line Full and 83.6% for the Baseline Reduced Model. This accuracy increases
continuously up to 92.3%, which the Baseline Reduced model achieves on words
that occur ten times in the training dataset. Overall, it can be noticed that
the performance increased in both models, with the Baseline Full model being
slightly better at one- and low few-shot learning.

This can be attributed to the fact that the unigram model in combination
with the CTC beam decoding can correct a large part of the word errors. Al-
though zero-shot learning is eliminated by this approach, one- and few-shot
learning is improved, since words are recovered from the acoustic prediction
that can otherwise only be guessed. The bigram and trigram model of the Lan-
guage Model also have a positive effect since words can be corrected from the
context.

However, if we now look at the results of the reduced 3-gram model, we see
that the new zero-shot learning words are also no longer recognized. Accord-
ingly, the accuracy on the former and new zero-shot-learning words is now 0.0%
for both Acoustic Baseline models.

This was expected and partly explains the lower WER. Since the former
one-shot-learning words are now also no longer part of the unigram language
model, these words are also erroneously corrected or eliminated to other words.
Looking at the new one- and few-shot-learning words, it is noticeable that the
accuracy in these word lists increases. However, the increase in these word lists
is not as significant as in the 3-Gram Model trained on the full dataset and does
not outweigh the negative impact of the unrecognized words, as can be seen in
the low WER.

5.2.2 6-Gram Sub-word Language Model

As shown in Section 5.2.1, an n-gram language model, in our case a 3-gram,
with a fixed word vocabulary has an impact on the recognition of known words.
However, it significantly neglects unknown words, i.e., zero-shot-learning words.
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Sub-word models, as proposed in Section 3.5.3, are one way to circumvent
this issue, by using a sub-word word representation. However, this requires a
modification of the dataset (section 3.5.1), a modification of the acoustic model
(section 3.5.2), and also an adjustment in the language model.

The subword language model is also trained based on the KenLM library
to obtain an n-gram language model. However, the full training-part of the
dataset is used, which was encoded with the SentencePiece subword model.
The language model is trained to learn the subwords rather than the whole
words. Accordingly, the Unigram model contains the probabilities for the 32,000
subwords defined in the SentencePiece subword model.

By partitioning the words into a fixed 32k subword vocabulary, it is possible
to train a 6-gram model with the same hardware requirements as for the word-
based 3-gram model. However, this is also required because some of the words
are split into three or more subwords. Accordingly, an entry of the bigram
model can contain either two separate words, such as ”-in -diesem” or only a
single word that consists of two subwords, such as ”-holz decke”.

In order to also store relations between words, a higher level is required in
the subword n-gram model than in the word-based n-gram model. It can be
ensured that errors can also be corrected via the context by this approach.

Since this first subword 6-gram language model is trained on the full en-
coded training dataset, this language model is called 6-Gram Sub-word Full. As
with the word-based models, the sub-word Language model first involves CTC
beam decoding, although in this case it is performed on a sub-word basis. This
Language Model is also applied to both acoustic sub-word models so that the
influence of the sub-word model can be measured.

After new predictions have been made with the Acoustic Sub-word Full and
Acoustic Sub-word Reduced models, in combination with the 6-Gram Sub-word
Full Language Model, these must first be decoded with the SentencePiece Sub-
word model, since the 6-Gram Sub-word Full Language Model also works on
a Sub-word basis. Measuring these decoded predictions, it turns out that the
6-Gram Sub-word Full Language model significantly lowers the WER.

Model Dictionary Overlap WER

Acoustic Sub-word Reduced 71.3% 14.2%
+ 6-Gram Sub-word Reduced 75.0% 11.3%
+ 6-Gram Sub-word Full 77.0% 10.7%

Acoustic Sub-word Full 71.8% 14.2%
+ 6-Gram Sub-word Reduced 75.0% 11.3%
+ 6-Gram Sub-word Full 77.0% 10.7%

Table 5.11: 6-Gram Sub-word WER & Dictionary Overlap

As can be seen in Table 5.11 the WER of the Acoustic Sub-word Full and
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Acoustic Sub-word Reduced Models are reduced from 14.2% to 10.7%. Also the
overlap of the dictionaries, increased to 77% for both models.

Analogous to the 6-Gram Sub-word Full model, it is also possible to create
a 6-gram Sub-word Reduced model, by using the synthetic reduced dataset. To
obtain valid results, a new SentencePiece model has to be trained based on the
reduced dataset. This 6-Gram Sub-word Reduced model can now be applied to
the Acoustic Sub-word Full and the Acoustic Sub-word Reduced models.

An analysis of the predictions improved by the 6-gram Sub-word Reduced
model shows that, in contrast to the word-based 3-Gram Reduced model, the
Sub-word-based 6-gram Sub-word Reduced language model lowers the WER
in the acoustic models. Thus, the WER in both Acoustic Sub-word models
decreased from 14.2% to 11.3%. The dictionary overlap also increased to 75%
in both models.

For a more accurate evaluation, these predictions are also tokenized with
SpaCy, to allow a comparison with the zero-/one-/few-shot word lists. These
results are summarized in table 5.12:

0 1 2 3 4 5 10

Acoustic Sub-word Reduced 48.0% 56.5% 62.0% 63.5% 65.4% 67.6% 79.4%
+ 6-Gram Sub-word Reduced 41.8% 52.8% 69.0% 74.2% 76.9% 80.0% 89.9%
+ 6-Gram Sub-word Full 42.2% 67.0% 72.9% 76.0% 78.0% 84.3% 89.6%

Acoustic Sub-word Full 48.3% 57.4% 62.8% 64.2% 66.1% 69.4% 80.1%
+ 6-Gram Sub-word Reduced 41.9% 52.6% 69.7% 73.6% 77.3% 80.9% 88.7%
+ 6-Gram Sub-word Full 41.8% 66.4% 72.5% 75.0% 78.5% 83.8% 89.2%

Table 5.12: 6-Gram Sub-word zero-/one-/few-shot predictions

As can be seen in table 5.12, one- and few-shot learning also improved in
both models by using the 6-Gram Sub-word Full Language Modell. For example,
the recognition of the one-shot learning words is improved by 10% on average.
This also applies to the few-shot learning words. For example, words that occur
only three times in the training dataset are recognized by more than 75%.

As with the word-based 3-Gram Language model, the recognition of zero-
shot-learning words is not improved. However, recognition is no longer at 0.0%.
It is on average about 6% worse than on the raw acoustic models. One ex-
planation could be that the unigram model correctly classifies the sub-words,
but the higher n-gram sub-word models combine them into the wrong (known)
more likely words. Alternatively, these may be completely new words, such as
”COVID”, which must accordingly be segmented by the sub-word model at the
character level, making recognition even more difficult.

The recognition rate between the Acoustic Sub-word Full and Acoustic Sub-
word Reduced models is comparable. This suggests that extensive training of
the acoustic model on a complete dataset may not be necessary as long as the

48



language model is fully trained. This is also confirmed by the same WER and
Dictionary Overlap, as can be seen in Table 5.11. This becomes especially
important when comparing the training time of the acoustic model, which can
take several days, with the training time of the language model, which takes
only a few hours.

In terms of continuous learning, this suggests that in an existing acoustic
model, the recognition of new and rare words can be significantly improved in
a short time by just retraining the language model.

Looking at the results of the 6-gram sub-word reduced language model, we
see that the performance increase on the one- and few-shot learning words is
about 7-10%. The recognition of the old zero-shot-learning remains unchanged
and decreases by about 6%. The ”new” zero-shot-learning words, which have
been completely removed from the dataset, are the most affected. They are
recognized 4% worse on average. For comparison, with a training example,
recognition using the 6-Gram Sub-word Language model was improved by about
10%. The recognition of the new one-shot-learning words, i.e. the words where
one of the two training examples has been removed, has increased by 8%, which
is about 3% worse than with the full two training examples.

Here we can see again that a lack of information in the 6-Gram Sub-word
language model, has a significant impact on the overall performance. Unlike the
word-based 3-Gram Language model the overall performance is not worsened,
but still improved, because the new zero-shot-learning words are still recognized.
Just like in the word-based 3-Gram language model the trend can be seen that
the language model improves the known words and worsens the unknown words.

5.2.3 N-Gram Character Language Model

We did not succeed in creating a character-based language model for the XLSR-
Wav2vec2 acoustic model. While the XLSR-Wav2Vec2 model uses characters
as a word representation, this was not compatible with the KenLM library at
the character level.

As an alternative approach, we tried to adapt the acoustic model by reducing
the sub-word vocabulary to the character level. In this way, new words were
also indexed with a dash and the individual characters were separated by spaces.
As with the attempt to train the XLSR-Wav2vec2 model directly on sub-word
tokens, the training failed because the model developed a bias towards the space
token, which made training impossible.
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5.3 Transformer Language Model

In another experiment, we try to develop a Transformer Language model for the
existing acoustic ASR model. In a first attempt, a Transformer Language model
was trained based on the training-split of the German CommonVoice dataset.

Since the trained Transformer Model relies on its own sub-word represen-
tations that are not known to the acoustic model, the Transformer Sub-word
Language Model must rely on the full CTC word predictions of the acoustic
model.

The attempt to improve the predictions of the Acoustic Baseline Full and
Acoustic Baseline Reduced model with this Transformer Language model failed
at the embedding layer of our transformer model because of vocabulary mis-
match due to incorrectly predicted characters and new words. This is prob-
ably due to the fact that the text corpus of our ASR training dataset is not
large enough to create sufficient embeddings for a general Transformer language
model.

Since we also failed to train the XLSR-Wav2vec2 model directly on sub-word
tokens or even full words that could also be used for a Transformer Language
model, the creation of a Transformer Language model for the acoustic XLSR-
Wav2vec2 model was also unsuccessful.
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Chapter 6

Conclusion

In the following chapter, the results are summarized by first answering the
Research Questions 6.1. Last, in the Future Work Section 6.2 approaches are
provided for continuing this work.

6.1 Answer Research Questions

By using the results from chapter 5, the research questions proposed in Section
1.1 can be answered in more detail:

• Research question 1: How good are current ASR models able to recognize
rare and new words?

As described in Section 5.1.1, our baseline model is already able to recognize
words that it has never seen (zero-shot-learning) with an accuracy of 47.8%.
As can be seen in Table 5.3 even words that were only seen once (one-shot-
learning) were already recognized with an accuracy of 57.1%. This accuracy
increased to the words that were seen ten times (few-shot-learning) with an
accuracy of 77.9%. This accuracy did not significantly deteriorate when the
model was trained on the reduced dataset. Here the accuracy of the ”new”
zero-shot-learning words decreased from 57.1% to 56.2% and that of the new
one-shot-learning words to 60.6%, as shown in Table 5.4. Thus, here it was
shown that current SOTA ASR models are already able to recognize new and
rare words to some extent. However, as shown in the following research question,
there is enormous potential for improvement in rare word recognition if the
acoustic ASR model is extended with a language model.

• Research question 2: Is it possible to extend an ASR model using the
one-shot learning approach?

Even though our model was already able to recognize words in the one-shot-
learning approach with an accuracy of 57.1%, we managed to increase this value
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up to 84% with our word-based 3-gram language model, as can be seen in Table
5.10. However, zero-shot learning was sacrificed. A compromise was found
in the sub-word based language model, which increased the one-shot-learning
accuracy by 9% up to 66.4%, but did not completely lose the zero-shot-learning
capabilities. As shown in Table 5.12, these have deteriorated by about 6% to
42%.

For both models, however, it can be stated that a smaller vocabulary in
the training of the acoustic model does not have a significant impact as in the
language model. Since acoustic models take days or even weeks to train and
language models can be trained in a few minutes, this is a clear advantage.

If one wants to train ASR models on a continuous basis, it may be advisable
to train only the language model with the new words. In this way, the ASR
model can be taught new words in a few minutes. With the retraining of the
language model, the recognition of these words can be improved by 20% for the
word-based and 10% for the subword-based language models by a single training
example. Thus, it is possible to extend an ASR model with the one-shot learning
approach, since a single training example provides a significant advantage.

• Research question 3: Can user feedback be used to continuously improve
rare word recognition?

As can be seen in the results, user feedback is a great advantage. If a new
unknown word appears and the user marks it, or even provides an example, this
can significantly improve the accuracy of that word. For instance, if we look at
the Table 5.3 of the Acoustic Baseline Full model, recognition of new words was
improved from 47.8% to 57.1% by a single training sample. With two examples,
the accuracy reached 62.8%.

This difference was even stronger when using a word-based 3-gram language
model. Here, a single training example increased the accuracy from 0.0% to
84.0%, as Table 5.10 shows. A more moderate result was achieved with the
subword language model, where the accuracy increased from 42.8% to 66.4%
with a single training example. This also showed a faster learning curve. As
can be seen in Table 5.12, the model already reached an accuracy of 72.5%
with two examples and with three even 75%. Accordingly, using these subword
language models we have achieved our lowest WER of 10.7%, as shown in Table
5.11, on the test-split of the German CommonVoice dataset.
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6.2 Future Work

Due to the hardware limitations explained in Section 5.3, no Transformer lan-
guage models could be successfully applied. a training of the acoustic model is
necessary, which does not target the characters, but the subwords. A training
with a 4,000 subwords vocabulary, was not successful in this case.

However, since it is known that larger XLSR-Wav2Vec2 models in Chinese
have been trained on a larger vocabulary of 10,000 or 20,000, this promising
approach could be pursued with better hardware.

Furthermore, it is shown that the approach of the word-based language
model can also be followed. The subword language model achieves a much
better general performance, but is not as good at recognizing one and few-shot-
learning words as the word-based language model. Therefore, the word-based
language model is well suited for implementation in automation systems, where
only a limited vocabulary is needed and new words are rarely added. These can
then be retrained using the language model.

The subword-based language model, on the other hand, is suitable for im-
plementation in general language assistants with a broad vocabulary, where the
language model can be continuously improved using a few training examples.
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Appendix A

Complete Result Tables

Model Dictionary Overlap WER

Acoustic Baseline Reduced 71.1% 14.8%
+ 3-Gram Reduced 54.0% 25.6%
+ 3-Gram Full 73.1% 13.4%

Acoustic Baseline Full 71.3% 14.7%
+ 3-Gram Reduced 55.2% 24.8%
+ 3-Gram Full 73.9% 12.9%

Acoustic Sub-word Reduced 71.3% 14.2%
+ 6-Gram Sub-word Reduced 75.0% 11.3%
+ 6-Gram Sub-word Full 77.0% 10.7%

Acoustic Sub-word Full 71.8% 14.2%
+ 6-Gram Sub-word Reduced 75.0% 11.3%
+ 6-Gram Sub-word Full 77.0% 10.7%

Table A.1: Complete results of WER & Dictionary Overlap
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0 1 2 3 4 5 10

Acoustic Baseline Reduced 48.2% 56.2% 60.6% 64.1% 63.9% 66.8% 77.2%
+ 3-Gram Reduced 0.0% 0.0% 68.4% 71.5% 70.7% 73.9% 78.3%
+ 3-Gram Full 0.0% 83.3% 83.6% 85.1% 86.0% 87.0% 92.3%

Acoustic Baseline Full 47.8% 57.1% 62.8% 64.5% 65.7% 67.5% 77.9%
+ 3-Gram Reduced 0.0% 0.0% 69.3% 73.4% 71.2% 66.8% 78.2%
+ 3-Gram Full 0.0% 84.0% 85.3% 87.4% 86.0% 87.8% 91.8%

Acoustic Sub-word Reduced 48.0% 56.5% 62.0% 63.5% 65.4% 67.6% 79.4%
+ Sub-word Reduced 41.8% 52.8% 69.0% 74.2% 76.9% 80.0% 89.9%
+ Sub-word Full 42.2% 67.0% 72.9% 76.0% 78.0% 84.3% 89.6%

Acoustic Sub-word Full 48.3% 57.4% 62.8% 64.2% 66.1% 69.4% 80.1%
+ Sub-word Reduced 41.9% 52.6% 69.7% 73.6% 77.3% 80.9% 88.7%
+ Sub-word Full 41.8% 66.4% 72.5% 75.0% 78.5% 83.8% 89.2%

Table A.2: Complete results of zero-/one-/few-shot predictions
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Appendix B

Reduce Dataset Algorithm

Listing B.1: Create synthetic cut Dataset Algorithm

1 importantL i s t s = [ 2 , 3 , 4 , 5 , 1 0 ]
2 blackListNew = {}
3
4 for l i s t number in impor tantL i s t s :
5
6 d e l e t e d L i s t = {}
7 blackListNew [ l i s t number ] = [ ]
8
9 for j in range (1 , l i s t number + 1 ) :

10 d e l e t e d L i s t [ j ] = [ ]
11
12 for word in i n d e x t e s t t r a i n [ l i s t number ] :
13 d e l e t e d c o u n t e r = 0
14
15 i n d e x l i s t c o u n t e r = {}
16
17 for index in i n d e x t e s t t r a i n [ l i s t number ] [ word ] :
18 i n d e x l i s t c o u n t e r [ index ] = 0
19
20 i f index in i n i t i a l b l a c k l i s t :
21 d e l e t e d c o u n t e r = d e l e t e d c o u n t e r + 1
22
23 for checkL i s t in impor tantL i s t s :
24 for checkWord in i n d e x t e s t t r a i n [ checkL i s t ] :
25 for checkIndex in i n d e x t e s t t r a i n [ checkL i s t ] [ checkWord ] :
26 i f ( checkIndex == index ) :
27 i n d e x l i s t c o u n t e r [ index ] = i n d e x l i s t c o u n t e r [ index ] +1
28
29 for j in range (1 , l i s t number +1):
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30 i f d e l e t e d c o u n t e r == j :
31 d e l e t e d L i s t [ j ] . append ( word )
32
33 i f d e l e t e d c o u n t e r == 0 :
34 indexToDelete = index
35 for po t en t i a l I ndex in i n d e x l i s t c o u n t e r :
36 i f ( i n d e x l i s t c o u n t e r [ po t en t i a l I ndex ] <= i n d e x l i s t c o u n t e r [ indexToDelete ] ) :
37 indexToDelete = pot en t i a l I ndex
38
39 blackListNew [ l i s t number ] . append ( indexToDelete )
40 i n i t i a l b l a c k l i s t . append ( indexToDelete )
41
42 deletedMore = 0
43 for j in range (2 , l i s t number +1):
44 deletedMore = deletedMore + len ( d e l e t e d L i s t [ j ] )
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