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Abstract

Financial sentiment analysis presents a significant
challenge in the field of text classification partly due
to a lack of reliable large enough labelled datasets
as well as the nature of its domain specific language.
This research reviews some of the most successful ap-
proaches to solve this task and test their performance
on two datasets, consisting of financial news headlines
and user tweets related to the stock market. Exten-
sive experiments on Google’s Bidirectional Encoder
Representations from Transformers (BERT) architec-
ture and its variations were performed to achieve
state of the art accuracy of 87.1% on the financial
PhraseBank dataset by combining a fine-tuned model
with a regularized logistic regression classifier.

1 Introduction

In the field of finance, there exist two schools of
thought about the functioning of markets, be it
stocks, commodities or any publicly tradable good.
The efficient market hypothesis states that markets
are inherently rational and therefore any new infor-
mation about a company is almost instantly reflected
into its stock price. In contrast, the field of be-
havioural finance supports the idea that investors in
the market are in fact irrational, and emotion and

psychology play an important role in what price a
certain asset is trading at. With the second perspec-
tive in mind, a growing interest in being able to cap-
ture the general sentiment about a company in a fast,
accurate and automatized way has developed among
investors in the market trying to navigate the vast
amount of information available to them, from news
articles to balance sheets, earnings reports as well as
social media. While extensive research exists investi-
gating all the aforementioned information sources, in
this study the primary focus is put on the techniques
for sentiment analysis of short text in the form finan-
cial news headlines and tweets related to the stock
market. Existing sentiment analysis techniques are
generally trained and measured on common language
such as the one found in reviews of Amazon products
or movies on iMDB. Performance in such settings is
not easy to replicate in any domain making use of spe-
cific language which is foreign to a model, although
this is especially the case in the financial domain due
to the large number of homonynms used, which are
words that have the same spelling but differ in mean-
ing. Some of the many examples of these words are
’bear’ or ’bull’, which are usually neutral in polarity
but indicate a falling and rising stock market respec-
tively; ’share’ also indicates a positive sentiment in
most contexts while having a neutral connotation in
a financial setting. Another difficulty in the field of fi-
nancial sentiment analysis is the relative lack of large
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datasets publicly available to train the models, which
is partly due to the relatively high expertise required
to be able to accurately label financial texts. A tech-
nique that has seen growing success in overcoming
these issues in the field of Natural Language Pro-
cessing is the use of pre-trained models and transfer
learning. By combining the knowledge acquired by a
model through pre-training on large amounts of data
with the training required for any given down-stream
task, impressive results can be obtained without the
need for domain specific lexicons or very large do-
main specific datasets [1]. Given the success of this
approach in a variety of NLP down-stream tasks this
paper focuses on experimenting different variations
of one of the most recent and successful of these pre-
trained models in the form of the Bidirectional En-
coder Representations from Transformers (BERT) [2]
model. More specifically the following research ques-
tions will be addressed:

1. What is the best performing approach to classify
text in the financial domain?

2. Can we improve the performance of a pre-trained
language model for financial text classification?

3. Which language model is better suited for fine-
tuning on financial text data?

4. What is the effect of training set size on the clas-
sifier’s performance?

5. What is the effect of fine-tuning on a data-set
when classifying a different one?

In addition to a variety of experiments presented
in Section 4, the main contribution of this research
to the existing methodologies was to train different
classifiers on top of a fine-tuned BERT model, finding
that regularization has a noticeable effect on evalua-
tion accuracy and F1 scores, increasing the state of
the art of both by 1%. The paper is structured as
follows. In Section 2 an overview of existing related
research in the field of financial sentiment analysis is
given. Section 3 presents the datasets on which this
work was based, followed by an outline of the meth-
ods that were used (Section 4). Then, the experi-
ments conducted to answer the research questions are
illustrated in Section 5, concluding with a summary
of the results and possibilities for further research on
the topic (Section 6).

2 Related work

Given the concrete implications of achieving an effec-
tive method for classifying texts associated with the
financial markets, substantial research has been made
in order to solve this task. Existing methods can be
mainly divided into three categories: lexicon-based
approaches, machine learning or statistical methods,
and deep learning methods. Lexicon-based methods
involve the calculation of the orientation of a text
based on the semantic orientation of words or phrases
present in the text [3]. In [4] Loughran and McDon-
ald show that lexicons developed for other ares of
study perform poorly when applied to the financial
domain, and thus created a finance specific lexicon
by examining word usage in a large sample of finan-
cial documents during the period 1994–2008 to more
precisely represent word sentiment. The LM lexicon
has since become predominant in the field of financial
text classification [5]. For instance in [6] the authors
use the LM lexicon to find that the journalists of the
WallStreetJournal’s “Abreast of the Market” column
who use a more pessimistic tone have a significant
effect on a declining stock market the following day.
As illustrated in [7] however, even with domain spe-
cific lexicons, a common problem in the field of sen-
timent analysis is that the context in which a word
is used may cause the polarity of the word to differ
from the one previously assigned to it in the lexicon.
The use of labelled data to train machine learning
models can help improve on this and other aspects
of the task. In [8] authors present a hybrid model,
using both a lexicon and a classifier for the classifica-
tion of short financial text that tries to overcome this
issue by incorporating phrase-structure and interac-
tions between financial concepts. A machine learning
approach is used in [9], where a Naive Bayes classifier
is used to classify companies’ quarterly and annual fil-
ings. More recently, the use of deep learning to train
large language models has seen growing interest and
success in an array of different NLP related tasks.
In [10] the authors demonstrate the use of BERT for
the classification of a collection of long form texts
such as newspaper articles and blog posts, achieving
an F1 score of 72.5% using only 572 training samples.
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Another example of a pre-trained model used for fi-
nancial sentiment analysis is presented in [11], where
authors experiment with a variety of methods to show
RoBERTa outperforming traditional methods such as
Naive Bayes or Support Vector Machines. A transfer
learning approach has also been investigated on the
same dataset on which this work is based on; in [12]
the author, uses Google’s BERT language model as
a basis for further training on financial news head-
lines to achieve state of the art accuracy, a result on
which we expand in this research, as will be shown in
Section 4.

3 Datasets

The following section presents the two datasets used
to perform our investigation.

3.1 Financial news headlines

The Financial PhraseBank is a dataset consisting of
English news headlines of companies listed on the
OMX Helsinki exchange, first presented in [8]. It was
annotated by a team of 16 people with background
in finance, economics or accounting, who classified
each sentence based on whether it would have a posi-
tive, neutral or negative effect on the company’s stock
price. The data is partitioned based on the agree-
ment level of the annotators regarding each class la-
bel. There are four partitions of the dataset repre-
senting sentences on which 50%, 66%, 75% and 100%
of annotators agree on the label provided, although
for the sake of our experiments the dataset was used
in its entirety. The label distribution can be seen in
Table 1.

3.2 Financial tweets

The second dataset is a collection of tweets related to
the stock market collected by a user on kaggle.com
[13]. Each sentence is classified into either positive
or negative sentiment, with the count of each class
illustrated in Table 1. Given the unofficial source of
the data and no other literature against which to test

Label Fin. News Fin. Tweets
Negative 604 2106
Neutral 2879 -
Positive 1362 3685

Table 1: Datasets’ label distribution.

our model’s performance, the majority of the experi-
ments were conducted on the Financial PhraseBank,
with the Financial tweets data being used mostly for
comparison.

4 Methods

Section 4 presents the methods used to conduct the
analysis. These can be divided into two approaches:
feature extraction from pre-trained language mod-
els, and fine-tuning of those same models on our
datasets. The language models used were all vari-
ations of Google’s Bidirectional Encoder Represen-
tations from Transformers (BERT) architecture, for
which a brief overview is illustrated here.

4.1 Overview of the models

4.1.1 BERT

BERT is a language representation model that makes
use of the now ubiquitous Transformer architecture.
In its base version, the one used in this research,
it consists of a stack of 12 encoder layers, each of
which is made up of a self attention mechanism and
a fully connected feed-forward neural network [14],
with a hidden size of 768. The total number of
parameters in this configuration is 110M. BERT is
pre-trained on two tasks: next sentence prediction,
where given a pair of sentences, the model needs to
assess whether one follows the other, and masked lan-
guage modelling, in which 15% of its input tokens are
masked and need to be inferred by the model. This
allows BERT to retain a unified architecture for a
wide range of NLP downstream tasks, with very little
difference between the pre-trained and fine-tuned ar-
chitecture. For tokenization, BERT uses WordPiece
embeddings [15], with every input sequence having
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a special [CLS] token added as its first token, which
is used as the aggregate sequence representation for
classification tasks.

4.1.2 DistilBERT

DistilBERT [16] is a pre-trained language model
based on the original BERT configuration that aims
at retaining as much of the original model’s perfor-
mance as possible while significantly reducing its size,
and therefore processing time, during inference. It
achieves this by training a smaller model using knowl-
edge distillation, a compression technique in which
the smaller model learns to reproduce the behaviour
of a larger model by training it on the latter’s soft
output. In the standard configuration used in this
research, DistilBERT uses 6 layers for a total of 66M
parameters.

4.1.3 RoBERTa

RoBERTa [17] is another BERT based language
model developed by Facebook researchers to study
the effect of hyperparameter tuning and training set
size. The main differences between RoBERTa and
the original model are the following: (1) the batch
size during training is increased from 256 to 8k; (2)
masking of a sentence is done dynamically each time
it is fed as input to the model rather than stati-
cally during the pre-processing of the data and (3)
the Next Sentence Prediction (NSP) task is removed
during pre-training. Despite removing the NSP task
the authors show that classification performance is
not affected when tested on the Stanford Sentiment
Treebank (SST-2) benchmark dataset.

4.1.4 FinBERT

FinBERT [12] is a BERT based language model fine-
tuned for sentiment classification in the financial do-
main. The author uses the original BERT model and
further pre-trains it on a subset of the TRC2 corpus, a
collection of 1.8M news articles published by Reuters
between 2008 and 2010, by filtering for keywords re-
lated to finance. The model is then fine-tuned on the
Financial PhraseBank by adding a dense layer to the
last hidden state of the CLS token.

4.2 Feature extraction

In order to perform classification using a pre-trained
language model most approaches that were found
in the literature add a dense layer to the CLS to-
ken of the last layer and train the weights of the
whole model on the desired down-stream task. In-
stead, one of the methods explored in this analy-
sis was to experiment with feature extraction, where
training is performed by using the output vector of
the pre-trained language model as input to another
classifier, keeping the weights of the original model
unchanged. In addition to using the CLS token as
our 768 length output vector for sentence represen-
tation, mean and max pooling of all the tokens in
the last layer was tested. Experiments were con-
ducted to verify which of the following classifiers
would yield the best performance: (1) a logistic re-
gression (LR) model using the Limited-memory Broy-
den–Fletcher–Goldfarb–Shanno (lbfgs) solver with
number of max iterations set to 3000 and L2 regular-
ization; (2) a random forest classifier (RF) using 100
estimators and Giny impurity as its splitting crite-
rion and (3) a support vector machine (SVM) model
using the RBF kernel. All of the above mentioned
experiments were performed on both datasets.

4.2.1 Fine-tuning

Fine-tuning of all the models was also implemented to
test for their performance. This was done primarily
on the Financial PhraseBank dataset where the re-
sults could be compared to previous literature. Fig-
ure 1 illustrates the different approaches compared
with each other. All models were trained using an
AdamW optimizer with a training rate of 1e-3, over
3 epochs and using a batch size of 8. Training on a
higher number of epochs was also tested but resulted
in worse validation performance due to overfitting.
Training was done on a Tesla P100 with 16GB of
memory. Additionally, the financial tweets dataset
was fine-tuned with the same configuration, hence-
forth referred to as tweetBERT, and compared to the
classification performance of BERT fine-tuned to the
Financial PhraseBank to test how well the model’s
performance transfers between datasets of the same
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Model Accuracy F1 Loss
BERT 74.2 74.0 67.7

DistilBERT 76.1 75.7 56.9
RoBERTa 68.6 65.4 70.1
FinBERT 87.1 87.1 43.8

Table 2: Language models’ performance on the fi-
nancial PhraseBank dataset. The vector of the CLS
token was used as input to a Logistic Regression clas-
sifier. All measures are calculated using 10-fold cross
validation.

domain. Finally, ablation studies were performed to
test the effect of training size on all models’ perfor-
mance. The data of training sizes of [300, 600, 1200,
2400, 4845] were sampled by maintaining the same
proportion of each class as in the original dataset.

5 Experiments

In this section the results of the experiments aimed
at answering the research questions from Section 1
are presented. The data was split in 80% for training
and 20% for testing. Since the Financial PhraseBank
data is a multi-class classification problem, the F1
scores are calculated for each label and then weighted
according to the number of true instances for each
label, in order to account for class imbalance in the
data.

5.1 Classifiers & pooling strategy
(RQ1 & RQ2)

The first method tested was to use the different lan-
guage models, without fine-tuning, to explore which
of them performed best on financial text data in their
pre-trained configuration. To this end, the models
average pooled output sentence representation was
used as input for the three different classifiers in or-
der to test their performance. Table 2 illustrates the
results on the Financial PhraseBank dataset. Unsur-
prisingly FinBERT significantly outperforms other

models, which is to be expected since it was fine-
tuned on the very dataset that was used here. More
worthy of notice is the fact that DistilBERT, de-
spite its reduced size, actually slightly outperforms
the original BERT on all three measures when used
in its original configuration. In Table 3 the perfor-
mance of the three different classifiers can be seen
when used on both datasets and with the original
architecture. Accuracy is generally better on the Fi-
nancial PhraseBank dataset, but the model seems to
perform better in terms of F1 scores for the Finan-
cial tweets data. This is surprising considering that
the unorthodox and often grammatically inconsistent
language used in a social media context was not part
of the original model’s pre-training. The three dif-
ferent pooling strategies mentioned in Section 4 were
also tested on all four models with their pre-trained
weights. The results for BERT are presented in Ta-
ble 4, which shows that using the mean of the tokens
in the last hidden layer of the model actually yields
the best results on all three measures. This was con-
sistent across all models except for FinBERT, where
its CLS token representation slightly outperformed
the other pooling strategies. This is expected since
FinBERT was the only model that was fine-tuned
on financial text classification data already. Com-
paring the results to the previous literature on the
Financial PhraseBank we find that combining a reg-
ularized logistic regression classifier to the last hid-
den layer’s CLS token of the FinBERT model yields
a 1% improvement on the state of the art classifica-
tion performance achieved by the standard FinBERT
implementation (Table 5). The main driver behind
the increased performance is to be attributed to the
regularization term added during the training of the
classifier, since it was found to significantly outper-
form the same model without regularization. This
together with a very low training loss suggests that
the main limitation behind the original FinBERT’s
performance was overfitting.
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Figure 1: An illustration of the three approaches used in the experiments, with c) outperforming previous
state of the art accuracy and F1 scores.

Fin. News Fin. Tweets
Classifier Accuracy F1 Loss Accuracy F1 Loss

LR 77.1 76.7 56.0 70.7 77.7 59.1
RF 69.9 65.9 69.0 67.1 78.1 60.4
SVM 76.8 75.5 53.3 71.6 79.8 56.9

Table 3: BERT’s performance using different classifiers’ on its output. All measures were calculated using
10-fold cross validation

Pooling Accuracy F1 Loss
CLS Token 77.1 76.7 56.0

Mean pooling 77.3 76.9 54.9
Max pooling 72.1 70.5 66.4

Table 4: Different pooling strategies’ performance on
the Financial PhraseBank dataset. All measures are
calculated using 10-fold cross validation.

Model Accuracy F1 Loss
LPS 71.0 71.0 -

stand. FinBERT 86.0 84.0 37.0
FinBERT + LR 87.1 87.1 43.8

Table 5: Comparison of previous literature with
the best performing implementation in this research.
LPS stands for Linear Phrase Structure and is the
model created by the authors of the Financial Phrase-
Bank.

5.2 Fine-tuned performance (RQ3)

Another approach that was tested was to fine-tune
the three variations of the original BERT model to
the Financial PhraseBank to verify two things: (1)
how much of an improvement over the pre-trained
configuration this would yield and (2) to test which
model is better suited for learning in this down-
stream task regardless of its pre-training configura-
tion. Results are shown in Table 6. FinBERT is
omitted since it was already fine-tuned on the same
dataset. In contrast to their pre-training accuracy, in
which DistilBERT outperformed the original BERT
architecture, when fine-tuned, the latter’s increased
size and modelling power results in a 2% better accu-
racy and F1 score, as well as a 7% lower cross-entropy
loss compared to DistilBERT.
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Model Accuracy F1 Loss Runtime
BERT 86.5 86.6 59.8 609

DistilBERT 84.8 84.8 66.6 393
RoBERTa 73.5 72.1 63.1 755

Table 6: Fine-tuned performance of the three lan-
guage models on the Financial PhraseBank data with
runtime of training in seconds

Model Accuracy F1 Loss
BERT + LR 70.7 77.7 59.1

FinBERT 71.57 78.47 63.67
tweetBERT 82.53 82.5 84.9

Table 7: Model performance when classifying Finan-
cial tweets.

5.3 Transfer learning between
datasets (RQ4)

To answer the fourth research question, the model
fine-tuned on the Financial PhraseBank data was
used to classify the Financial tweets dataset to test
how transferable its classification performance is.
This was compared to the model obtained by directly
fine-tuning on the twitter data (Table 7). Transfer
learning between the two datasets did not seem to
have a substantial effect, with the model fine-tuned
on the Financial PhraseBank performing comparably
with the pre-trained BERT when trying to classify
the Financial tweets data.

5.4 Effect of training set size (RQ5)

Finally, the effect of different training set sizes was
tested on each model’s cross-entropy loss perfor-
mance. In Figure 2 it is possible to see how, while
initially dropping considerably, the loss actually in-
creases in all three models as the training set in-
creases past 2000 samples. This is most probably
caused by the inclusion of the more difficult to classify
sentences as the test set increases in size, since the
evaluation loss steadily decreases as expected when
only the sentences with 100% annotator agreement
are considered.

Figure 2: Test loss of the three models with respect
to training set size.

6 Conclusion and future work

In this research we explored different approaches to
classification by implementing four variations of the
BERT language model, combining their pre-trained
configuration with an additional classifier as well as
fine-tuning them to our down-stream task. The main
finding is that using regularization with logistic re-
gression classifier on top of the previous state of the
art FinBERT model yields a 1% improvement in both
accuracy and F1 scores. A number of additional con-
clusions can be drawn from our experiments. Firstly,
using a pre-trained language model is an effective
way to perform text classification in the financial do-
main even without further fine-tuning, with BERT’s
performance surpassing the accuracy and F1 scores
of the hybrid lexicon and supervised learning ap-
proach used in the Financial PhraseBanks’ original
paper. Secondly, different pooling strategies can yield
slightly better results on all three measures when
used with a language model’s pre-trained weights,
with mean pooling of the last layers’ tokens achiev-
ing a 2% lower loss and slightly better accuracy and
F1 scores compared to using the CLS token repre-
sentation. Future experiments could explore the ef-
fect of several other pooling approaches, such as us-
ing the output of the second to last layer instead of
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the last one or by averaging over the last four layers.
Additional research can also still be performed on
fine-tuning strategies, by studying the effect of train-
ing only a subset of the layers or by using gradual
unfreezing. In terms of practical applications an in-
teresting future research could test whether the sen-
timent that was predicted by the model presented
here actually had the expected effect on the financial
markets of the following day.
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